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Abstract
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Routing and scheduling are important problem classes in combinatorial optimization and operations
research. Although a number of approaches such as mixed integer programming have demonstrated
efficacy and efficiency for these problems, complex routing and scheduling problems are overwhelmingly
hard for monolithic methods. To overcome this difficulty, we develop decomposition approaches that
hybridize multiple solution methods from various algorithmic domains including constraint program-
ming (CP), mathematical programming, quadratic unconstrained binary optimization (QUBO), and
domain-independent dynamic programming (DIDP). Different from most decomposition methods in the
literature, our approaches introduce novel paradigms to integrate traditional and emerging model-based
paradigms. Our long-term goal is to inspire the operations research community to apply these means to
other problems of interest.

In this dissertation, we develop three novel model-based decomposition approaches to solve three dif-
ferent routing and scheduling problems: (i) QUBO-accelerated CP-based large neighborhood search for
job-shop scheduling problem (JSP), (ii) CP-based branch-and-price-and-cut for bi-path multi-commodity
flow (BP-MCF) problem, (iii) logic-based Benders decomposition (LBBD) with CP and DIDP mas-
ter problems to solve simple assembly line balancing problems with sequence dependent setup time
(SUALBP-1). These methods explore different schemes to integrate recent model-based paradigms such
as QUBO and DIDP into traditional model-based approaches, cooperating with other algorithmic mod-
ules.

Our results show that the QUBO-accelerated CP-based large neighborhood seach algorithm is com-
petitive with the state-of-the-art monolithic CP model for large JSP with 1% difference in mean rel-
ative error, the CP-based branch-and-price-and-cut algorithm is significantly superior to the compact
mixed-integer programming (MIP) model for BP-MCF by proving 231 more instances optimal out of 522
instances, and the CP-based and DIDP-based models for LBBD master problem outperforms MIP-based

models for SUALBP-1 by proving 12% more instances out of 788 benchmark instances.
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Chapter 1

Introduction

Routing, the decision-making process of finding paths for commodities or carriers in a network, is found
in many logistic and communication industries [2, 3]. Scheduling, the procedure of assigning tasks to
resources over time, is prevalent in many manufacturing and service industries [4]. Regardless of the
specific application, routing and scheduling are both concerned with resource usage, where resources are
typically limited and the efficient use of them is crucial to high-quality solutions. Many formalisms and
algorithms have been developed for modeling and solving these problems. However, in fact, even simple
models of routing [5] and scheduling [6] are NP-hard, and thus raise substantial challenges to existing
methodologies. Further, common routing and scheduling approaches may have difficulty in addressing
problems with special characteristics such as delay constrained redundant routes and sequence-dependent
setups. All these aspects draw research attention to approaches to better handle complex routing and

scheduling problems.

This dissertation focuses on model-based decomposition approaches that take advantage of mathe-
matical frameworks for combinatorial problems in routing and scheduling. Decomposition breaks down a
complex problem into smaller, more manageable components to be solved individually with the solutions
being combined to create a solution for the original problem. The biggest advantage of decomposing a
problem is the scalability. As the problems of interest are NP-complete, the difficulty scales exponen-
tially in problem size. If we can cleverly decompose and solve smaller problems, an exponential savings
in computational effort may be obtained. The secondary advantage of decomposing a problem is that it
allows for the use of various techniques, such as mixed integer programming (MIP) and constraint pro-
gramming (CP), that are better suited for modeling and solving each individual partition of the problem.
If a problem is thoughtfully decomposed and its partitions are addressed with the right technology, it
may be possible to tackle challenging routing and scheduling problems that traditional, non-decomposed

methods struggle to solve effectively.

Decomposition approaches can be categorized into exact and non-exact methods. Exact decompo-
sition approaches are designed to obtain and prove globally optimal solutions to the original problem.
In contrast, non-exact decomposition approaches emphasize computational efficiency, often trading off
global optimality for the ability to produce high-quality solutions within practical time limits. These
methods frequently utilize heuristics or metaheuristics to achieve their goals. Both exact and non-exact
decomposition frameworks can incorporate optimization models, and this dissertation explores and ad-

dresses both paradigms.



CHAPTER 1. INTRODUCTION 2

1.1 Thesis Statement

The central statement of this dissertation is that the systematic decomposition of complex combina-~
torial optimization problems, solved with appropriate model-based technologies, improves optimization
outcomes for complex routing and scheduling problems. By strategically decomposing intricate rout-
ing and scheduling problems into computationally manageable subproblems, this methodology not only
augments existing optimization frameworks but also expands the practical applicability of contemporary

solvers when integrated as components within model-based algorithmic architectures.

1.2 Motivation

1.2.1 Model-based Approaches for Combinatorial Optimization

Combinatorial optimization problems are frequently addressed using model-based methodologies, which
rely on quantitative (mathematical) models, as suggested by their name. Typical paradigms include
mixed-integer programming (MIP), constraint programming (CP), domain-independent dynamic pro-
gramming (DIDP), and quadratic unconstrained binary optimization (QUBO). These methodologies
involve two key stages: modeling and solving. During the modeling phase, the problem is formulated in
a specific language or formalism suitable for computation. In the solving phase, the formulated model is
processed by a general-purpose solver capable of handling problems expressed in the chosen formalism,
ultimately providing a solution. In essence, problem data is first transformed into a model, which is
subsequently passed to the solver. In contrast, in a problem-specific algorithm, the problem data is
directly represented in the data structures of the algorithm without an intermediary modeling step.

Model-based approaches are inherently interpretable, as the models represent problems in a math-
ematically well-defined manner. Additionally, these approaches demonstrate adaptability: when minor
modifications are made to the problem definition, often only slight adjustments to the model are re-
quired, allowing the overall methodology to remain effective. In contrast, problem-specific algorithms
often require significant changes to fundamental data structures and algorithms, demanding considerably
more effort.

Model-based approaches exhibit a high degree of generality since solvers are capable of handling
models for a wide range of problems, provided the models conform to the required formalism. However,
this generality comes at the cost of efficiency. Solvers often rely on default algorithms optimized for
average-case scenarios across diverse models, thereby overlooking opportunities for speed improvements
that exploit problem-specific characteristics. Consequently, model-based approaches may suffer from

relatively poor scalability, compared to customized, problem-specific approaches.

1.2.2 The Challenges of Model-based Decomposition Approaches

A successful model-based decomposition approach for a combinatorial optimization problem is non-trivial

for the following reasons.

1. The choice of decomposition strategy is crucial to the effectiveness of the proposed approach.
Complex combinatorial optimization problems often admit multiple decomposition methods. An

intelligently designed partitioning scheme can simplify subproblems significantly, enabling the use
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of existing efficient algorithms to solve them. Conversely, an ineffective decomposition may render
the partitioning effort unproductive, as some subproblems may remain as challenging as the original
problem. A key objective is to achieve a balanced distribution of computational workload across
subproblems, facilitating their resolution. Additionally, significant computational acceleration can
be achieved if multiple subproblems are solvable in parallel. Importantly, the decomposition frame-
work also influences whether the approach guarantees optimality. When optimality is required,

the selection of the decomposition method becomes more constrained.

2. Choosing the appropriate technologies for solving subproblems is critical. Each solving technique
comes with strengths and weaknesses, necessitating careful comparison against alternative ap-
proaches. For model-based technologies, it is essential to consider both the modeling capabilities
of the chosen formalism and the performance of available solvers. However, understanding solver
behavior and identifying the problem features that pose challenges to a solver can be complex. In
some cases, the difficulty may be obvious, such as when a formalism lacks the capability to com-
pactly represent a specific constraint. Yet, even when constraints can be represented, a solver may
exhibit poor scalability. Further complicating the issue, the combination of interacting problem
features can impact the solver’s performance. Identifying these problematic features and under-

standing their interactions with the solver is a non-trivial task.

3. The interdependence between the decomposition strategy and the subproblem modeling approach
exacerbates the complexity. Once a decomposition strategy is determined, certain efficient models
may no longer be applicable to the subproblems. Furthermore, since subproblems often need
to communicate with one another by introducing additional constraints or modifying parameters
within subproblem models, the pool of viable modeling options is further restricted. Additionally,
the solutions of all subproblems must be integrated into a unified solution that is both high-quality

and feasible for the original problem.

1.3 Approach of this Dissertation

This dissertation focuses on developing model-based decomposition approaches for complex routing and
scheduling problems by analyzing the limitations of the available technologies and selecting partitions
accordingly. By gaining a deep understanding of a solver’s capabilities, we isolate and remove compli-
cating aspects of the problem, thereby transforming it into a simpler and more tractable version that
can be solved more efficiently.

The proposed approach recognizes that problem simplifications can arise through either relaxation or
restriction. In problem relaxations, complicating constraints and variables are removed or weakened, re-
sulting in a simpler, more tractable problem. However, this simplification can lead to infeasible solutions
for the original problem due to the incomplete representation of its constraints and variables. Despite this
limitation, solutions to relaxed problems can provide valuable guidance for search techniques, steering
them toward feasible and high-quality solutions.

Restrictions limit decision-making by reducing the solution space, thereby simplifying the prob-
lem. While restrictions can streamline computation, they may exclude the optimal solution, leading
to sub-optimal outcomes. Nevertheless, when applied judiciously, restrictions can significantly reduce

computational effort while maintaining acceptable solution quality. In many decomposition frameworks,
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the original problem is decomposed into partitions that correspond to restricted or relaxed subproblems.

Our approach focuses on two aspects:

1. Applying model-based decomposition approaches to efficiently solving complex routing and schedul-

ing applications.

2. Exploring the use of novel model-based paradigms and the novel applications of traditional model

paradigms in particular decomposition frameworks.

The first aspect concentrates on improving the algorithm performance and challenging the existing state-
of-the-art methods for specific routing and scheduling problems. The second aspect enriches the usability

of the models and the decomposition frameworks and addresses scientific and methodological questions.

1.4 Summary of Contributions

We summarize our contributions in each of the three content chapters of this dissertation from three
perspectives: the routing and scheduling applications, the decomposition frameworks, and the modeling
paradigms. In addition, we also aim to convey to optimization researchers and practioners a generic
guide on how to take advantage of model-based approaches with different levels of modeling flexibility

in decomposition frameworks.

1.4.1 QUBO-Accelerated Large Neighborhood Search for
Job-shop Scheduling Problems (Chapter 3)

The first application is the well-known strongly NP-hard job-shop scheduling problem (JSP), where
activities need to be scheduled on a set of unary capacity machines, subject to precedence constraints.

Our contributions of this chapter are summarized as follows.

1. An investigation of two direct QUBO models for JSP, an analysis of their scalability and an

identification of their limitations on current hardware platforms.

2. A novel large neighborhood search (LNS) approach that leverages operation ranks derived from
solving rank-based QUBO models on single machines to define a neighborhood within which a
multi-machine model searches for improved solutions. This decomposition approach hybridizes
QUBO and CP and is designed to be compatible with both traditional optimization software
and specialized hardware platforms. The novel rank-guided neighborhood can be integrated with

various rank-generation algorithms, thereby expanding the family of neighborhoods for JSP.

3. Strong results on large JSP instances are achieved by using CP for the multi-machine problem and
specialized hardware for single-machine subproblems. These results are competitive with CP alone

and surpass all existing hardware-based methods as well as two classical CP-based LNS variants.

4. The first approach that, to the best of our knowledge, can successfully solve non-trivial JSPs using

specialized hardware as part of the solution framework.
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1.4.2 CP-based Branch-and-Price-and-Cut for Bi-Path
Multi-Commodity Flow Problems (Chapter 4)

The second application is bi-path multi-commodity flow (MCF) problem, a network routing problem
on a capacitated network that builds two arc-disjunctive and delay-similar paths for each of the data

demands at minimum cost. The contributions of this chapter are summarized below.

1. A CP-based branch-and-price-and-cut (BPC) approach for the bi-path MCF problem. This de-
composition approach integrates CP and linear programming (LP), employing a specialized CP
solver in the BPC framework. Unlike existing CP-based BPC algorithms, where CP is primarily
employed for pricing problems [7, 8, 9], this approach also uses CP for primal heuristics, branching

node selection, and cut generation to accelerate the column generation methodology.

2. A novel two-level branching scheme specifically tailored to the bi-path MCF problem, enhancing
the algorithm’s efficiency and flexibility.

3. An extensive numerical evaluation of the bi-path MCF problem, demonstrating the superiority of
the CP-based approach over compact MIP and standalone CP models in terms of performance and

scalability.

1.4.3 Solving LBBD Master Problems with Constraint Pro-
gramming and Domain-Independent Dynamic Program-
ming (Chapter 5)

The third application is a simple assembly line balancing problem with sequence-dependent setup time
type-1 (SUALBP-1), where tasks are scheduled on workstations, subject to precedence constraints and

sequence-dependent setup time between tasks. The contributions of this chapter are summarized below.

1. A proof of concept that modeling paradigms like DIDP and CP instead of MIP can be used to

model and solve LBBD master problems while handling Benders cuts.

2. An LBBD algorithm is developed for SUALBP-1 to first assign tasks to stations (master problem)
with precedence taken into consideration and then schedule tasks in each station (subproblems)
independently. Benders cuts are generated from infeasible subproblems and added to master
problem. The LBBD master problem is solved with DIDP, powered by the four novel encodings

for Benders feasibility cuts.

3. Three novel representations of feasibility cuts for the SUALBP-1 problem within a CP-based master

problem framework.

4. Four methods to encode Benders feasibility cuts in a DIDP model for the LBBD master prob-
lems. These methods use either integer variables or set variables to encode preconditions or state

constraints, resulting in four novel feasibility cut encodings for the DIDP-based master problem.
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5. An empirical study demonstrating that both DIDP and CP-based master problems outperform
MIP for SUALBP-1, with CP consistently achieving the best performance. A comprehensive
analysis and insights into the performance of the seven novel cut formulations, highlighting their

efficacy and comparative strengths.

1.5 Dissertation Outline

Chapter 2 reviews the literature on model-based approaches for combinatorial optimization, model-based
exact and non-exact decomposition frameworks, and complex routing and scheduling problems.

In Chapter 3, we focus on the job-shop scheduling problem (JSP) and quadratic unconstrained binary
optimization (QUBO) models. Our study begins with an evaluation of two direct QUBO formulations
of JSP, highlighting their poor performance. To address these limitations, we propose a novel rank-
guided large neighborhood search (LNS) approach that decomposes JSP into sequencing subproblems
to generate ranks and a constrained global search problem that is guided by the ranks, integrating
QUBO models with CP. Empirical results demonstrate that our LNS approach significantly outperforms
traditional CP-based LNS methods and a MIP model, while remaining competitive with standalone CP
for large problem instances.

In Chapter 4, we revisit the concept of CP-based column generation and propose a CP-based branch-
and-price-and-cut (CPBPC) approach to exactly solve the bi-path multi-commodity flow (MCF) prob-
lem. We first present an arc-based MIP model for bi-path MCF and a bi-path-based MIP model, followed
by the column generation approach to generate the bi-path. After presenting a CP solver tailored for
network routing problems, we introduce the proposed CPBPC algorithm, where CP plays a pivotal role
across multiple components: solving pricing problems, generating cuts, and implementing heuristics for
primal solution generation and branching node selection. Additionally, we introduce a novel two-level
branching scheme that enhances the algorithm’s completeness and efficiency. Experimental results on
diverse bi-path MCF instances demonstrate that our algorithm significantly outperforms monolithic CP
and MIP models.

In Chapter 5, our focus is on using domain-independent dynamic programming (DIDP) and CP to
solve logic-based Benders decomposition master problems, which addresses the challenging problem of
formulating feasibility cuts. For the state-based DIDP model, we propose two distinct approaches for cut
encoding: incorporating additional preconditions for state transitions or introducing state constraints.
Each approach can be implemented using integer numeric variables or set variables, yielding four novel
encoding variants. For CP, we leverage key variable manipulations, constraint-based expressions, and
global constraints to develop three combinatorial cut encoding strategies. These encodings exploit CP’s
strengths in handling complex combinatorial structures. We evaluate the four DIDP variants and three
CP variants on simple assembly line balancing problems with sequence-dependent setup times type-1.
Experimental results indicate that all proposed approaches outperform both a MIP-based master problem
and the state-of-the-art monolithic MIP model. Among the methods, the CP-based cut encodings
demonstrate superior performance, consistently outperforming all DIDP-based approaches.

Chapter 6 provides a comprehensive summary of the dissertation and its key contributions, high-
lighting the advances made in decomposition models and hybrid algorithmic frameworks. This chapter
also explores potential avenues for future research that extend and build upon the methodologies and

findings presented in this dissertation.



Chapter 2

Preliminaries

2.1 Model-based Approaches for Combinatorial Op-
timization

Model-based approaches for combinatorial optimization usually have two stages: modeling and solving.
In the modeling stage, the problem is defined in a specific formalism, such as a mathematical program
[10], a constraint program [l 1], or a Boolean Satisfiability (SAT) problem in Conjunctive Normal Form
(CNF) [12]. Then in the solving stage, a corresponding solver (e.g., a MIP solver, a CP solver, or a SAT
solver) is run to solve the model. The two stages are equivalently important as different models lead
to different performances and results with the same solver, while different solvers perform differently on
the same model. In the literature, there are many techniques for these two stages, all with one pur-
pose: solving the problem more efficiently. In this section, we review the three model-based approaches
that are used in this dissertation: Mixed Integer Programming (MIP), Constraint Programming (CP),
and Domain-Independent Dynamic Programming (DIDP). To compare the three approaches, we use a

running example of a bin-packing problem [13] and present its MIP, CP, and DIDP models.

2.1.1 Mixed Integer Programming

Mixed Integer Programming (MIP), also known as Mixed Integer Linear Programming (MILP), is the
most widely-used model-based approach in the field of the operations research [14, 15]. MIP supports
continuous and integer variables, linear constraints, and linear objectives.

Formally, a MIP can be expressed as follows:

min ¢’x + hly (2.1a)
s.t. Ax+ Gy < b, (2.1b)
x € ZY, (2.1c)
y €RE, (2.1d)

where A € R™*" G € R™*k b e R™, ¢ € R", and h € RF. x is the vector of integer decision variables

and y is the vector of continuous decision variables. Expression (2.1a) is the objective, which has to be
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Table 2.1: Notation and definition for bin-packing problem.

Notation Definition
i=1,...,u index of items
j=1,...,n index of bins

S; size of item 1

C capacity of each bin

linear. Note that MIP also supports maximization problems and we can minimize —c’'z to equivalently
maximize ¢’ z. Inequalities (2.1b) are a general form of the MIP constraints. A MIP constraint needs

to be linear, as well.

2.1.1.1 MIP Model for Bin-Packing Problem

Bin-packing problem (BPP) is a well-known combinatorial optimization problem that aims to pack a
set of items into the minimum number of bins, where each bin has a fixed capacity. The notation and

definition of the bin-packing problem are summarized in Table 2.1.

The decision variables of a standard MIP model [16] of BPP are:

e 7, ; - binary variable that indicates whether item ¢ is assigned to bin j.

e y; - binary variable that indicates whether bin j is used.

The MIP model for the bin-packing problem is as follows:

min Z Yi (2.2a)
j=1

s.t. dowiy=1, Vi=1,...,u, (2.2b)
j=1,....n

> sicai; <Chyj Vi=1,...,n, (2.2¢)
i=1,...,u

J:i7j§yj7 Vi:L...,u,Vj:l,...,m (2.2d)

Yj Zyj+17 Vj:l,...,n—l, (228)

z;; € {0,1}, Vi=1,...,u,¥j=1,...,n, (2.2f)

y; € {0,1}, Vi=1,...,n. (2.2¢)

In this model, the objective function (2.2a) minimizes the number of bins used. Constraints (2.2b)
ensure that each item is assigned to exactly one bin. Constraints (2.2¢) enforce that the total size of
items assigned to a bin does not exceed its capacity if the bin is used. Constraints (2.2d) ensure that an
item can only be assigned to a bin if the bin is used. Constraints (2.2e) impose that the bins are used in
increasing order of index to break symmetry. Finally, constraints (2.2f) and (2.2g) define the domains

of the decision variables as binary.
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2.1.1.2 MIP Modeling

Thanks to decades of development and research history on MIP, many modeling techniques and tricks
enable MIP to be used to formulate various combinatorial problems. These include lazy subtour elimi-
nation constraints for modeling traveling salesman problem (TSP) [17], big-M disjunctive constraints for
modeling scheduling problems [18], flow conservation constraints for modeling commodity flow problems
[19], symmetry breaking constraints [20], linearization techniques for non-linear problems [21, 22], etc.

As a result, MIP has become the baseline model-based approach for most of combinatorial optimization

problems including knapsack [23], network flow [24], vehicle routing [25], scheduling [20], facility location
[27], matching [28], portfolio optimization [29], unit commitment [30], public transit timetabling [31],
operating room allocation [32], clustering [33], and many more.

A problem can usually be modeled with different but equivalent MIP formulations. However, from
a computational point of view, the various formulations may not perform equivalently [34, 1]. As a
model-based approach, MIP solving is sensitive to the MIP modeling. The same algorithm can perform
differently on different models of the same optimization problem. Often, the effort spent on investigating

a better MIP model is worth making in terms of the solution quality, solving speed, and scalability.

2.1.1.3 MIP Solving

Theoretically, any pure integer program with finite bounds on its integer variables can be solved by
exhaustively enumerating all possible combinations of integer values and identifying a solution that
satisfies all constraints while optimizing the objective function. This approach is referred to as complete
enumeration. However, the number of combinations grows exponentially in the number of variables,
making this method computationally prohibitive even for small instances.

A more effective alternative is implicit enumeration, which employs sophisticated strategies to ex-
amine only a subset of potential solutions while implicitly considering and excluding a large number
of suboptimal ones. One common approach is the “divide and conquer” method [35]. This technique
involves breaking down the original problem into a set of smaller, more manageable subproblems, which
are systematically generated and solved. The solutions to these subproblems are then combined to arrive
at a solution for the original problem.

In this section, we review only the main exact methods for solving MIP, including branch-and-bound
[35], cutting planes [36], and branch-and-cut [37]. Note that solving LP is a prerequisite for solving MIP.
The theoretical results in LP and the algorithms for solving LP are all useful in the context of MIP. We

refer readers to well-known papers and books for a detailed presentation [38, 39, 40].

2.1.1.3.1 Branch-and-Bound The branch-and-bound (BnB) algorithm for MIP is an iterative
method that systematically explores a tree of subproblems to identify the optimal integer solution [41, 42].
It begins by solving the linear programming (LP) relaxation of the original problem, temporarily ignor-
ing the integer constraints. If this solution meets the integer requirements, it is optimal. Otherwise, the
algorithm creates two branches to partition the search space and select one branch to continue search.
Although there are multiple ways to partition [43], a commonly used one in BnB is selecting a fractional
variable and creating two new subproblems (branches) by adding additional constraints to this variable.
These subproblems are then added to a list for further exploration.

The algorithm proceeds by selecting and processing nodes from this list. At each node, it solves

the LP relaxation, updates the bounds based on the result, and decides whether to prune the node or
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continue branching. Nodes are pruned if their LP relaxation is infeasible, if the objective of their LP
relaxation is worse than the current best integer solution (incumbent), or if they produce an integer-
feasible solution (potentially updating the incumbent). This cycle of bounding, branching, and pruning
continues until all nodes are either explored or pruned. The final incumbent, if obtained, is the optimal
solution; if no incumbent is found, the problem is infeasible. Various techniques, such as cutting planes

[44] and heuristics [45], can be integrated to enhance the algorithm’s efficiency.

2.1.1.3.2 Cutting Planes and Branch-and-Cut The cutting planes algorithm for MIP is an
iterative approach that progressively tightens the LP relaxation to solve integer programming problems
[36]. Tt starts by solving the initial LP relaxation, ignoring the integer constraints. If the solution is not
integer-feasible, the algorithm identifies and introduces valid inequalities, known as cutting planes or
cuts. These cuts are specifically designed to remove regions of the LP relaxation that do not contain any
integer solutions, thereby “cutting off” the current fractional solution without eliminating any potential
integer solutions. Once cuts are added, the algorithm re-solves the tightened LP relaxation. This cycle

of generating cuts and re-solving the LP continues until an integer solution is obtained or no further

effective cuts can be identified. Different types of cuts, such as Gomory cuts [46], lift-and-project cuts
[47], and problem-specific cuts [48], can be used depending on the problem structure and the algorithm’s
implementation.

In practice, cutting planes are often combined with the branch-and-bound method, resulting in the
branch-and-cut (BnC) approach. This hybrid method benefits from the strengths of both techniques:
cutting planes refine the formulation and improve the bounds, while branch-and-bound systematically

explores the solution space.

2.1.2 Constraint Programming

Originating from the field of artificial intelligence, constraint programming (CP) is a model-based ap-
proach for combinatorial optimization problems [49]. A constraint program is a 4-tuple (X, D, C, f)
where X is a set of decision variables, {z1,...,2,}; D is a set of domains {Dy, ..., D, } associated with
{z1,...,x,}, respectively; C is a set of constraints; and f is the objective function that maps every

assignment of variables to an objective value.

2.1.2.1 CP Model fo Bin-Packing Problem

The notation and definition of bin-packing problem are presented in Table 2.1. The decision variables
in a CP model for BPP [50] are defined as follows:

e z; - integer variable that indicates the index of the bin that item 7 is assigned to.
e y; - integer variable that represents the total load of bin j.

The CP model is as follows:

min Z Vi, (2.3a)
j=1,.

z,y
IR

st.  Pack({y;lj=1,....n}{zli=1,...,ul, {sili =1,...,u}), (2.3b)
0<uz <i, Vi=1,...,u, (2.3c)
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0<y; <C, Vji=1,...,n, (2.3d)
Tij € L, Vi=1,...,u,Vj=1,...,n, (2.3e)
y; € L, Vi=1,...,n. (2.3f)

In the CP model, the objective function (2.3a) minimizes the total number of bins used.

The constraint (2.3b) is a Pack global constraint [51] that models the condition where a set of items
must be packed into a limited number of containers without exceeding the capacity of each container.!
Specifically, {z;]i = 1,...,u} determine the bin assignment of items, {s;|i = 1,...,u} are the load
contributions of items, and {y;|j = 1,...,n} represent the bin loads. The global constraint Pack

enforces the following equation:
yi =3 si- Iz =j4),Vi=1,....n, (2.4)
i=1

where I(z; = j) is an indicator function that is 1 if item 4 is assigned to bin j and 0 otherwise.
The constraints (2.3¢) and (2.3d) define the bounds on the decision variables, while (2.3e) and (2.3f)
specify the domains of the decision variables. Also note that constraints (2.3c) breaks the symmetry and

assure that the bins are used in a non-decreasing order.

2.1.2.2 CP Modeling

CP supports a rich set of variable types including set variables [52], interval variables [53], sequence
variables [54], and graph variables [55]. For constraints, CP features global constraints that can abstract
mathematical or combinatorial relations or patterns in constraint satisfaction problems. Typical global
constraints include all-different constraint [56], global cardinality constraint [57], pack constraint
[51], disjunctive constraint [58], cumulative constraint [59], and element constraint [60]. Note that these
constraints can be highly non-linear.

As a result, similar to MIP, most combinatorial optimization problems can be modeled and solved

as a constraint program. These problems include job-shop scheduling [61], resource-constrained project
scheduling [62], nurse rostering [63], timetabling [64], vehicle routing [65], cutting stock [66], layout
optimization [67, 68], network design [69, 70], and many others. Note that a CP model is often more

compact than a MIP model for the same problem thanks to the global constraints.

2.1.2.3 CP Solving

Similar to branch-and-bound, the algorithm for solving CP is usually in a tree-search framework [71].
Typically the algorithm begins with constraint propagation to reduce the domains by eliminating values
that cannot be part of any valid solution. This is followed by a search strategy, often using techniques
like backtracking or depth-first search, to systematically explore assignments of values to variables.
Heuristics may be applied to improve efficiency, such as selecting the variable with the smallest domain
first.

Constraint propagation distinguishes CP from other paradigms. Also, there are some search strategies
that are particularly used in CP. Thus, we review the constraint propagation techniques and search

strategies in CP here.

Ihttps://ibmdecisionoptimization.github.io/docplex-doc/cp/docplex.cp.modeler.py.html
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2.1.2.3.1 Constraint Propagation. Constraint propagation [72] is a fundamental technique in CP
that aims to reduce the search space by inferring new constraints and eliminating inconsistent values
from variable domains. It works by iteratively applying filtering algorithms (also called propagators)
associated with each (global) constraint [73] in the problem. These propagators examine the current
domains of the variables in their scope and remove values that cannot be part of any solution satisfying
the constraint. The process continues until a fixed point is reached, where no further domain reductions
are possible. This iterative refinement can lead to significant pruning of the search space, as reductions
in one constraint’s variables can trigger further reductions in other connected constraints [74].
Constraint propagation can sometimes solve a problem entirely, but more often it is used in combina-
tion with search techniques. The primary goal of constraint propagation is to detect inconsistencies early
and to enforce local consistency among variables. The level of consistency achieved by propagation can
vary, with common types including node consistency [75], arc consistency [70], and bound consistency
[77]. More sophisticated global constraints are often NP-complete to enforce strong consistency (e.g.,
bound consistency for the cumulative constraint [78]) and thus they have specialized algorithms (e.g.,

time-tabling filtering for the cumulative constraint [59]) to achieve weaker propagation [79].

2.1.2.3.2 Search Strategies. In CP, the default search algorithm is the Depth-First Search (DFS):
a systematic exploration strategy that traverses the search tree by going as deep as possible along each
branch before backtracking [71]. It starts by selecting a variable and assigning it a value from its domain,
then propagating constraints to reduce other variable domains. This process continues, making choices
and propagating constraints, until either a solution is found or a dead end is reached. When a dead
end occurs (either due to a domain wipeout or constraint violation), DF'S backtracks to the most recent
decision point, undoes the last assignment, and tries an alternative value. If all values for a variable lead
to failure, it backtracks further.

DFS is memory-efficient as it only needs to store the current path, but it can get trapped in un-
productive areas of the search space [80]. To mitigate this, DFS is often combined with variable and
value selection heuristics [31], no-good learning [32], symmetry breaking [33], and restart strategies [34]
to improve its effectiveness.

The variable selection heuristics may prioritize the variable with the smallest domain (first-fail prin-
ciple) [85, 86], prioritize the most constrained variable [37], utilize problem-specific knowledge [88], or
function as a black-box method [39]. Value ordering heuristics may prioritize values that are more likely
to lead to solutions or that cause minimal domain reductions in other variables [90].

Since constraint propagation can detect dead-ends efficiently, failures and restarts can occur fre-
quently. No-good learning techniques learn from failures during search. Techniques like failure-directed
search [91], conflict-driven clause learning (CDCL) [92], and no-good recording [93] allow the solver to

identify combinations of assignments that lead to dead ends and avoid them in future explorations.

2.1.3 Domain-Independent Dynamic Programming

Domain-Independent Dynamic Programming (DIDP) is a recent exact framework to solve combinatorial
optimization problems [50]. Similar to MIP and CP, DIDP is a domain-independent model-and-solve
framework, but for dynamic programming. Since DIDP is new compared to MIP and CP with a relatively

small literature, we review it in more detail.
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2.1.3.1 DIDP Modeling

A problem is represented as a dynamic programming model expressed in a domain-independent modeling
language, Dynamic Programming Description Language (DyPDL). As in MIP and CP, the model is then
solved by a generic solver.

A DyPDL model is a tuple <V,SO,IC, T,B,C, h>, where V = {vy, ..., v, } is the set of state variables,
SO is the target state, K is the set of constants, 7 is the set of transitions, B is the set of base cases,
C is the set of state constraints, and h is the dual bound. In particular, a transition 7 is a 4-tuple
(eff;, cost, pre_, forced,) where eff; is the effect, cost, is the cost expression, pre_ is the set of pre-
conditions, and forced, € {1, T}. A DyPDL model is usually represented as a Bellman equation [94],
i.e., a recursion, based on the state-transition form, which is the same as the formal representation of a
dynamic program. A solution to a DyPDL model can be found by solving the recursion to determine
the optimal cost of S° and corresponds to a sequence of transitions from S° to a state satisfying one of
the base cases.

The DIDP framework has been used to solve a number of problems including traveling salesman
problem with time windows, multi-commodity pickup and delivery traveling salesman problem, capac-
itated vehicle routing problem, bin packing, graph clear, talent scheduling, single machine scheduling
with total weighted tardiness, minimization of open stacks, and simple assembly line balancing problem
type-1 [95]. It has been shown to outperform both MIP and CP models, solved by commercial MIP and
CP solvers, respectively, on seven of the eleven problem classes tested [96]. The success of DIDP on such

problems motivates us to investigate using it to solve other combinatorial optimization problems.

2.1.3.2 DIDP Model for Bin-Packing Problem

The notation and definition of bin-packing problem are presented in Table 2.1. The decision variables
in a DIDP model for BPP [50] are defined as follows:

e U - set variable representing unpacked items. In the target state (i.e., the initial state), U = N,
where N = {1,...,n}.

e 7 - integer resource variable representing remaining capacity of the current bin. In the target state,

r = 0. A larger r is better.

e k - integer resource variable representing the number of bins used. In the target state, k = 0. A

smaller k is preferred.

The DIDP model is as follows:

compute V(N,0,0) (2.5a)
0 if U =0, (i)
injer V(U\{i},r — s;, k) if U # 0, ii

U = e VIOVGLr s k) iU (i) o)
1+ V(U\{i},C — s, k+1) if 3i € U2, (i)
00 otherwise, (iv)

V(U,r k) < V(U k), ifr>r Ak<K, (2.5¢)
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[Lasy oty (i)
V(U,r k) >max ¢ 3, w? + [0 w2 — 121, (i) (2.5d)

[Yiev wi =Pl (iif)

The term (2.5a) computes the cost of the target state. Equation (2.5b) is the Bellman equation that
defines the recursion. Specifically, (2.5b-1) is the base case, (2.5b-ii) corresponds to packing item ¢ into
the current bin, where U! = {i € U|r > s; Ai + 1 > k} represents items that can be packed in the
current bin. Equation (2.5b-iii) refers to packing item i into a new bin, where U? = {i € U|i > k}. Note
that the model breaks symmetry by selecting an arbitrary item in U?, implemented as a force transition
[50]. Equation (2.5b-iv) is the infeasible case. The term (2.5¢) is the dominance rule according to the
resource variable: if we have two states with identical unpacked items, then the one with larger remaining
capacity and fewer bins dominates.

The inequality (2.5d) models valid dual bounds proposed by Scholl and Klein [97] with numeric

2 w? indexed by a task i and depending on t;, as shown in Table 2.2. The expression

constants w2, w
12 models the ‘if-then-else’ logic and returns 1 if » > C'/2 and 0 otherwise. Similarly, the expression [3

returns 1 if » > C/3 and 0 otherwise.

Table 2.2: Numeric constants for calculating a knapsack-based dual bound.

si | (0,¢/2) ¢/2 (c¢/2,¢] || si | (0,¢/3) ¢/3 (c/3,¢/2) 2¢/3 (2¢/3, ]
w? 0 0 1 w? 0 1/3 1/2 2/3 1
w;? 0 1/2 0

2.1.3.3 DIDP Solving

Existing solvers for DIDP are based on heuristic state-space search approaches that have been developed
over the past 50 years in artificial intelligence [98]. In particular, Kuroiwa and Beck [95] showed that
complete anytime beam search (CABS) [99] achieves the best performance compared to six other state-
space search variants on the eleven combinatorial optimization problems that were used for evaluation.
Further, CABS outperformed both MIP and CP solvers (solving MIP and CP models, respectively) on
seven of the eleven problem classes. As the name suggests, CABS, is a complete search approach: given
enough time will find an optimal solution and prove optimality [99].

Complete Anytime Beam Search (CABS) performs beam search for DyPDL models with increasing
beam widths. The beam search algorithm is shown in Algorithm 1. Beam search searches the state
transition graph layer by layer and maintains states in the same layer (i.e., states that are reached with
the same number of transitions) in the open list O, which is initialized with the target state, as shown in
line 1. From line 4 to line 13, beam search expands all states in O, stores all the direct successor states
in list G, inserts the best b states from G into O, and discards the remaining successors. Parameter b is
a constant parameter called the beam width.

In the context of heuristic search, an f-value represents the estimated total cost of reaching the goal

from the start node through a given node. The f-value is calculated as:

f(n) = g(n) + h(n),
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where f(n) is the total estimated cost of the path through node n, g(n) is the cost of the path from
the start node to the current node n (the known cost so far), and h(n) is the heuristic estimate of the
cost from node n to the goal (the estimated remaining cost). All the solvers in DIDP take advantage of
heuristic search by calculating a f-value for a state as the sum of the current cost and a dual bound for
the rest of the problem. As a result, the f-value is used as a dual bound of the best solution cost the

corresponding state can lead to and is calculated for each state.

Algorithm 1: Beam Search for DyPDL

Input: (V,8° K, T,B,C,h) - DIDP model in DyPDL,
¢ - primal bound, X - initial primal incumbent solution, b - beam width

1 0+ {8%,¢ + e, X + X // Initialization
2 repeat

3 G + 0 // Clear the list of generated states
4 for S € O do

5 for S’ € DirectSuccessors(S) do

6 if not PruneState(5’, <V,80, K, T,B,C, h> ,c') then

7 G+ GU{S};

8 if S’ = B and f(S') < ¢ then

9 X'’ < RetrieveSolution(S’, T); // Update the incumbent solution
10 L d +— f(S"); // Update the primal bound
11 if |G| > b then
12 L G <+ KeepTopStates(G,b); // Keep exactly b states according to f-values
13 O + G;

14 until Stop condition s is met;
15 return s, ¢, X’;

Algorithm 2: Complete Anytime Beam Search

Input: (V,8° K, T,B,C,h) - DIDP model in DyPDL

1 ¢4 00,b+ 1; // Initialization
2 repeat

3 s,¢, X BeamSearch(<V,SO, K, T,B,C, h> ,¢,b); // Beam search for DyPDL
4 b + 2b; // Double the beam width
5 until Stop condition is met;

6 return s,c, X;

The PruneState function in line 6 avoids expanding a state if its f-value is the same or worse than the
primal bound. The RetrieveSolution function in line 9 returns a solution according to the transitions
leading to state S’ if it satisfies the base cases and has a better cost than the primal bound. Beam search
may discard all successor states leading to solutions, so it is incomplete. Thus, the stop condition can
be ‘complete’, ‘incomplete’, or ‘time-out’.

CABS is shown in Algorithm 2. The cost ¢ and beam width b are initialized in line 1. The main
loop of CABS executes the beam search algorithm with the beam width being doubled in each CABS
iteration. As shown in line 3, CABS takes the DIDP model, the beam width b, and the current best cost
c as inputs. With increasing beam widths, the memory consumption increases and the states searched

over may overlap in two different iterations. When the beam width is sufficiently large, BeamSearch will
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traverse the entire search space and return ‘complete’.

2.2 Model-based Exact Decomposition Frameworks

For large-scale or complex optimization problems such as routing and scheduling problems, monolithic
models might take very long time to converge or even fail to find any feasible solution or prove infeasibility.
A natural approach to tackle these problems is decomposition. Although problem-specific decomposition
approaches can be effective [100, |, we are interested in general decomposition frameworks that are
applicable to a variety of problems.

In this section, we review some important model-based exact decomposition frameworks that can
be applied to a vast set of optimization problems while ensuring finding optimal solutions given suf-
ficient time. These frameworks include (logic-based) Benders decomposition, column generation, and

Lagrangian relaxation.

2.2.1 Logic-Based Benders Decomposition

Benders decomposition (BD) is a model-based algorithm for solving certain large-scale optimization
problems, particularly useful for problems with a special block structure [102]. Introduced by Jacques
F. Benders in 1962 [103], the method decomposes the original problem into a master problem and one or
more subproblems. The master problem, typically containing the complicating variables (often integer
variables), is solved to generate a candidate solution. This solution is then passed to the subproblem(s),
which are usually easier to solve and often take the form of linear and nonlinear programs [104].

Based on dual information, the subproblem solutions are used to generate constraints (Benders cuts)
that are added to the master problem, providing additional information about the impact of the master
problem decisions on the subproblem objectives and constraints. This process iterates, with the master
problem being resolved with the new cuts, generating new candidate solutions, and the subproblems
generating new cuts. The algorithm continues until an optimal solution is found or the bound gap closes
to a specified tolerance. Benders decomposition is particularly effective for problems where fixing the
complicating variables makes the remaining problem much easier to solve [105].

The Logic-Based Benders Decomposition (LBBD) framework, as shown in Fig. 2.1, is an extension
and generalization of the classical BD method, introduced by John N. Hooker and Greger Ottosson
in 2003 [106]. In LBBD, a problem is usually decomposed into a master problem (MP) and some
subproblems (SPs). The MP solves a relaxation to the original problem and sends the optimal solution
to SPs to help define SPs. The SPs, that can be handled by various paradigms including MIP, CP, and
many others, address the rest of the problem that is not modeled in MP and generate Benders cuts
to feedback the solution information to help refine the MP model. Including a subproblem relaxation
in MP and cut strengthening are two major acceleration techniques for LBBD, while branch-and-check
solves the SPs at each feasible solution of the MP rather than only at an optimal solution [107].

The key innovation of LBBD is its flexibility in generating cuts. Unlike classical Benders decomposi-
tion, which relies on dual information from LP subproblems, LBBD allows for the creation of cuts based
on logical inference or problem-specific insights. This makes it particularly effective for problems where
the subproblems are not easily formulated as LP, such as scheduling [108], TSP [109], and bin packing
[110]. As a result, in LBBD, the master problem typically handles the main decision variables, often
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Figure 2.1: Logic-based Benders decomposition framework.

using integer programming, while the subproblem(s) can vary between feasibility checks [111] or opti-
mization of secondary objectives [112], potentially using MIP [113], CP [114], binary decision diagrams

[115] (BDD), nonlinear programming [116], or SAT modulo theories [117] (SMT) techniques.

LBBD has been successfully applied to various areas, especially complex optimization problems in-
cluding stochastic programming problems [118, , ], facility location problems [121, ], planning
and scheduling problems [123, 124], multiple allocation hub location problems [125, 126], complex travel-
ling salesmen problems [127, 128], complex vehicle routing problems [129, 130], network design problems
[131, ], dynamic maximum covering location problem [133], railway timetabling problem [134], and

local energy market problem [135].

2.2.1.1 LBBD Modeling

LBBD applies to problems that can be formulated as
min{f(x,y)|C(x,y),x € Ds,y € Dy} (2.6)

where x and y are decision variables in the domains D, and D, and f(x,y) and C(x,y) represent
the objective function and a set of constraints for these variables, respectively [136]. The variables are
divided into two groups and, once some of the variables are fixed by solving a master problem and setting

X = X, the remaining subproblem is defined, often in the form of multiple independent subproblems.
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The subproblem (SP) has the form
SP(x) = min{f(%,y)IC(X,y),y € Dy}- (2.7)

LBBD analyzes the SP solution to infer a function Bg(x) that provides a lower bound on f(x,y) for
any given x € D,. The bound is sharp for x = X, i.e., Bg(x) = SP(X) [1006].
Each iteration of LBBD begins by solving a Master Problem (MP):

MP(X) = min{g|8 > Bx(x).¥x € X.x € Dy} (2.8)

where the inequalities 8 > Bg(x) are Benders cuts obtained from the subproblem solutions given x = X.
X is the set of master problem solutions and is usually empty initially.

Defining ¢* as the optimal value of the original problem (2.6), the optimal MP value M P(X) is a
lower bound on ¢*. If X is an optimal MP solution, the corresponding subproblem is then solved to obtain
SP(X) as an upper bound on ¢*, and a Benders cut 5 > Bg(x) for the master problem, with X added to
X. The process repeats until the lower and upper bounds converge, i.e., until M P(X) = ming % SP(X).
The convergence is guaranteed after a finite number of iterations if D, is finite [130].

In general, there are two LBBD variants, distinguished by subproblem types. When a subproblem is
an optimization problem, we deduce a lower bound on ¢* in the form of a Benders optimality cut [137].
When a subproblem is a feasibility problem, a set of MP solutions are pruned by the corresponding
Benders feasibility cut [138] according to the SP solution associated with X.

Modeling a subproblem relaxation in the master problem can speed up convergence to a global
optima [108]. The key idea is to add constraints in terms of the MP decision variables to the MP
that approximate the SP feasibility /optimality conditions, usually through linearization or aggregation,
making the MP solutions more likely to be feasible for the SP, thus improving the global quality of the

MP solution [123].

2.2.1.2 LBBD Solving

In general, the performance of LBBD depends highly on the problem decomposition (including sub-
problem relaxation) and MP/SP solution approaches. In addition, there are also two commonly used
techniques to boost the solving process of LBBD: branch-and-check (BnCheck) and cut strengthening.

Branch-and-check is a hybrid algorithm that integrates (logic-based) Benders decomposition within
a branch-and-bound framework, solving subproblems at each node of the branch-and-bound tree rather
than solving the master problem to optimality before generating cuts [139]. In BnCheck, for the case
of feasibility SPs, whenever an integer solution is found at a node, the SPs are solved to either confirm
feasibility or generate cuts. If the solution is infeasible, a cut is added and branching continues; if
feasible, the solution is stored as the incumbent if it improves the current best solution.

The main advantages of BnCheck over traditional LBBD include:

(1) Earlier detection of infeasibilities in the search tree, reducing exploration of infeasible branches

[107].

(2) More efficient use of the branch-and-bound tree structure, as cuts generated at one node can be

used throughout the tree [140].
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(3) Fewer MP re-optimizations, as the MP is not solved to completion before checking SPs [141].
(4) Better management of symmetry through branching decisions [142].

(5) More natural integration with modern MIP solvers’ advanced features like cutting planes and

primal heuristics [142].

However, BnCheck may generate more cuts than necessary since it creates them at intermediate solutions,
and its effectiveness depends heavily on the problem structure and the efficiency of subproblem solving
[107].

Cut strengthening techniques in LBDD primarily focus on generating stronger optimality and fea-
sibility cuts to accelerate convergence [143]. A stronger cut either involves fewer variables or possesses
stronger coefficients [144]. Existing tehniques in the literature include greedy algorithms [145, 1,
deletion filter algorithms [143, 147], additive/deletion filter algorithms [148], depth-first binary search

[149], iterative conflict detection algorithms [150], and problem-specific algorithms [151].

2.2.2 Column Generation and Branch-and-Price-and-Cut

The entire branch-and-price-and-cut (BPC) framework including column generation (CG) is shown in
Fig. 2.2.

In BPC, column generation provides fractional solutions and primal heuristic produces integer solu-
tions, while both modules benefit from branching to improve the solution quality and prove optimality.
As the core module in BPC, column generation decouples the original problem into a restricted master
problem (RMP) to which cutting planes are added and a pricing problem (PP) to generate variables
(columns) in RMP. To improve column quality, many techniques to generate columns and stablize
the process have been developed to accelerate BPC [152] and an initialization phase generating initial
columns and cuts is often conducted at the beginning of BPC.

Column generation is an efficient algorithm for solving large-scale linear programming problems,
particularly those with a vast number of variables (columns) but a relatively small number of constraints.
The method was developed in the 1950s and 1960s [153], with significant contributions from Ford and
Fulkerson [154] and Dantzig and Wolfe [155]. The key idea behind CG is to avoid explicitly considering
all possible variables in the problem, as many of them may be irrelevant to the optimal solution. The
algorithm operates iteratively between two components: the restricted master problem and the pricing
problem (also known as the subproblem). The RMP is a linear program that includes only a subset of
the original variables. It is solved to optimality using standard LP techniques like the simplex method.
The dual solution of the RMP is then used in the pricing problem to identify new promising columns
that could improve the current solution. The pricing problem essentially asks: “Is there a column that,

if added to the RMP, could improve the objective value?” This is typically formulated as an optimization

problem itself, taking the form of the shortest path [156, ], knapsack [153, |, maximum weight
independent set [159], single machine scheduling [160], minimum cost perfect matching [161] or other
combinatorial problem [162, , ], depending on the structure of the original problem.

If the pricing problem finds a column with negative reduced cost (for minimization problems) or
positive reduced cost (for maximization problems), this column is added to the RMP, and the process
repeats. If no such column exists, the current solution to the RMP is optimal for the full problem. The

efficiency of column generation comes from its ability to work with a much smaller set of variables at
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Figure 2.2: Branch-and-price-and-cut framework.

any given time, potentially solving problems that would be intractable if all variables were explicitly

enumerated. It is particularly effective for problems with a natural decomposition structure, such as

cutting stock problems [153, ], vehicle routing [156, , |, pickup and delivery [168, |, crew
scheduling [170, 171], machine scheduling [172, 173], nurse rostering [174, 175], timetabling [163, 176],
car sequencing [177], wavelength assignment [178], and network design problems [179, 180, 181].

Column generation can be extended to integer programming problems through a technique called
branch-and-price (BnP) [182], where column generation is combined with branch-and-bound. In this

context, column generation is applied at each node of the branch-and-bound tree.

Branch-and-price-and-cut extends BnP further by combining the strengths of branch-and-price and
cutting planes [183, ]. Specifically, cutting planes (usually problem-specific) are generated and added
to tighten the linear relaxation solved with CG, improving the lower bound (for minimization problems)

and potentially reducing the number of nodes that need to be explored in the search tree.
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2.2.2.1 CG Modeling

The original problem to solve in CG is a linear program, called the master problem (MP):

v(MP) := min ch)\j
JjeJ
subject to ZAj)\j >b (2.9)
jed

/\jEO,VjEJ

with |J| = n variables and m constraints. In many applications n is exponential in the problem input
size. Solving (2.9) directly is not scalable. Instead, we solve the RMP that contains only a subset J' C .J
of variables.

Denote by n* an optimal dual solution to the RMP. The PP in column generation is
v(PP) := min{c; — 7" A4;|j € J}. (2.10)

When v(PP) < 0, the variable A; and its coefficient column (c;, A;) corresponding to a minimizer j are
added to the RMP. The RMP is then solved to obtain the optimal dual variable values. The procedure
iterates until no further improving column (variable) is found. In this case, A* optimally solves the
master problem (2.9), i.e., the original problem. During CG we have access to a dual bound on v(M P)

so that we can terminate the algorithm when a desired solution quality is reached.

2.2.2.2 CG Solving

There are many solving techniques in column generation, branch-and-price, and branch-and-price-and-

cut. We review the most studied approaches.

2.2.2.2.1 Techniques in Generating Columns. The success of column generation heavily de-
pends on efficiently solving the pricing problem, which often leverages problem-specific structure and
specialized algorithms. Although PPs are usually formulated as optimization problems, solving the PPs
to completion only when necessary to prove optimality can speed up the column generator [165]. With
similar motivation, there are works on using heuristics or local search methods to find columns with
negative reduced cost [185]. Columns can be generated in parallel [166]. Recently, there are also works

on using reinforcement learning to guide column selection [186].

2.2.2.2.2 Column Stablization. A tailing-off effect in CG occurs when the added columns (or cuts
in the dual perspective) contribute only slightly to the improvement of the objective function value. This
results in a slow convergence rate, making the algorithm inefficient in the later stages [187]. One of the
primary causes of the tailing-off effect is the degeneracy of the master problem [188], where multiple
basic feasible solutions have the same objective function value, leading to slow progress in the algorithm.
Another factor is the instability in the dual variables, which can cause oscillations between different dual
points [189]. In CG, drawbacks in the form of the tailing-off effect are often encountered, especially in the
early iterations when the dual variables can be highly unstable [153, ]. Thus, stabilization techniques
that can reduce or eliminate the oscillations of dual variables are often employed to improve convergence

[191]. These techniques include the the dual stabilization method [192], dual-optimal inequalities [193],
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in-out separation [194], dual-price smoothing [195], centers-based method [196] interior point stabilization
[197], BOXSTEP method [198], and the bundle method [199]. Machine learning algorithms can also be
used to stabilize columns [200]. In general, the selection of these stabilization methods depends highly

on the problem of interest [201].

2.2.2.2.3 Initialization Techniques. As column stabilization techniques are most effective at the
first few iterations of CG, sometimes they are used during initialization. Other initialization techniques
can also play a role. Column generation usually starts with a set of initial columns that are often
generated by heuristics [202]. Similar to the motivation of extending BnP to BPC, cuts can be added to
strengthen the root node relaxation [152]. Commonly used LP/MIP techniques like warm start, problem

reduction, and variable fixing can be applied, too [203].

2.2.2.2.4 Branching Strategies in BnP and BPC. In branch-and-price and branch-and-price-
and-cut, branching strategies are non-trivial. Branching on the original compact formulation variables
involves implementing standard branching in the space of the original problem formulation. However,
this can induce symmetries when there are multiple identical subsystems [204]. An alternative is to
develop specialized branching rules. Ryan and Foster [205] developed a scheme for applications that can
be decomposed as set partitioning problems but may result in structural modifications to the PPs. Belov
et al. [206] and Valério de Carvalho [207] implicitly use extended (*“original”) formulations and branch
on the new variables of the reformulation but require a PP solver that can handle the expanded variable
space. Vanderbeck proposed a strategy that branches on the original variables and uses progressive
subproblem differentiation to finalize the elimination of fractional solution [204]. There are also problem-

specific branching strategies that can divide the solution space while not modifying the PP structures

[24].

2.2.2.2.5 Primal Heuristics in BnP and BPC. In BnP and BPC, CG at each node on the search
tree usually provides only a dual bound. The primal bound is thus obtained via other techniques. A
simple one is the restricted master heuristic that performs iterative greedy selections of a column to form
a partial solution [208, ]. Based on the fractional solution obtained from CG, rounding heuristics
(often combined with local search) round up or down variables until an integer feasible solution is found
[210, ]. Furthermore, Sadykov et al. developed diving methods [212] that conduct re-optimization
after the rounding of each master LP, which can provide primal heuristics based on column generation

results [213, 214].

2.2.3 Lagrangian Relaxation

The Lagrangian relaxation (LR) framework [215] is shown in Fig. 2.3. In order to provide a dual bound,
LR relaxes certain constraints of the original problem by incorporating them into the objective function
using Lagrange multipliers. By adjusting the multipliers, we get many subproblems to solve to obtain
different dual bounds and the Lagrangian dual problem (LDP) aims to find the best dual bound. There
are many classical methods for solving LDP by strategically tuning the multipliers. There also exist
other methods to improve the dual bound quality. The LR is often conducted in a branch-and-bound

tree, combined with another approach for solving the primal problem to obtain the primal solution.
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Figure 2.3: Lagrangian Relaxation framework.

Lagrangian relaxation (LR) is a powerful decomposition framework for solving MIP by decomposing
the original problem into more manageable subproblems [216]. The method works by relaxing complicat-
ing constraints and incorporating them into the objective function using Lagrange multipliers, creating
a relaxed problem that provides a bound on the optimal solution of the original MIP [217]. Lagrangian
relaxation is often integrated into branch-and-bound algorithms to provide tighter bounds, potentially

reducing the search tree size and improving overall solution efficiency for MIP problems [218, ]

Lagrangian relaxation has been widely applied to many combinatorial optimization problems in-

cluding facility location [220], generalized assignment [220], vehicle routing [221], pickup and delivery
TSP [222], knapsack [223], set covering [224], capacitated lot sizing [225], machine scheduling [218], net-
work design [220], spanning tree with minimum branch vertices [227], directional sensors location [228],
cross docking scheduling [229], feature selection in support vector machines [230], and multiple instance

learning problems [231].

2.2.3.1 LR Modeling

The main motivation of LR is to solve MIP. Consider the following MIP:

v(MIP) := min ¢’ x
subject to Ax =b
Dx=e

(2.11)

x > 0, integer,
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with x,c € R", A € R™*" D € RP*" b € R™ and e € RP. We assume that the problem is feasible and
that the set
X ={xe€Z"|Dx=e,x >0}

is finite, i.e., X = {x1,29,...,2x} and we denote by K = {1,2,..., K} the corresponding index set.
Also, Ax = b is defined to be the complicating constraints. By focusing exclusively on such a set of

constraints, we come out with the Lagrangian relaxation defined for A € R™:

v(LR) := min ¢"x + AT (b — Ax)
(2.12)
subject to x € X

which is supposed easier to solve than the original problem. With the Lagrangian multiplier A, by letting
x(A) and zrr(\) be the optimal solution and the optimal value of (2.12), respectively, we get the dual
function:

zLr(A) = ¢"x(\) + AT (b — Ax(\)) = gg}rcl c'xp, + AT (b — Axy,). (2.13)

In case Ax(A) = b, x()) is feasible, then it is also optimal for the original problem (2.11). In order to

look for the best among the lower bounds zpg()\), we also define the Lagrangian dual:

— _ T T
2Lp = max zLr(A) = max minc x; + AT (b — Axyg). (2.14)
The optimal value zpp is the best lower bound obtainable through Lagrangian relaxation. The La-
grangian dual problem (2.14) is typically easier to solve than the original MIP. Assuming a minimization
MIP, solving it involves maximizing a concave non-smooth dual function over the Lagrange multipliers
A. It has been proved that the lower bound provided by the best Lagrangian multiplier is not worse

than the optimal value of the LP relaxation [215].

It is worth noting that for the same problem, there could exist multiple LR models by dualizing

different constraints [232, 233].

2.2.3.2 LR Solving

Lagrangian relaxation has been studied for more than 50 years [234]. Thus, we only briefly review a

small portion of the literature.

2.2.3.2.1 Classical Methods for Solving Lagrangian Dual Problems. To solve the Lagrangian
dual problem, iterative methods such as subgradient optimization [235] are commonly employed [230].
The subgradient methods update the Lagrange multipliers in each iteration based on the violation of
the relaxed constraints. An alternative method using surrogate subgradients to update the Lagrange
multipliers can be particularly useful when exact subgradients are difficult to compute [237]. Bundle
methods use information from previous iterations (e.g., subgradients) to form a bundle of subgradients
that helps stabilize the optimization process and improve convergence rates [238, ]. Barahona and
Anbil proposed the volume algorithm that combines subgradient and bundle methods and can solve
large-scale Lagrangian dual problems efficiently [240]. Cutting plane methods are also applied to solve

Lagrangian dual problems [215, 241].
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2.2.3.2.2 LR Improvement. To improve the LR performance, genetic algorithms and particle
swarm optimization algorithms have been applied to update Lagrangian multipliers [242, ]. There
are works on augmenting LR by applying a quadratic penalty to the complicating constraints [244].
Furthermore, Lagrangian decomposition (LD) [245], that can be seen as a more sophisticated form of
LR, potentially offers stronger bounds than LR and more flexibility in exploiting problem structure,
particularly for problems with multiple special structures. The idea of LD is to create copies of variables

for different constraint sets and dualize the equivalence conditions between original and copied variables

[246).

2.3 Model-based Non-exact Decomposition Frame-
works

Most model-based decomposition frameworks are exact, based on the long history and the large volume
of literature in linear programming, mixed-integer programming, and constraint programming. Never-
theless, there are non-exact, model-based decomposition frameworks. In this section, we review the most

important approach, large neighborhood search, followed by a brief review of other frameworks.

2.3.1 Large Neighborhood Search

LNS is a metaheuristic algorithm originating from the field of constraint programming [247]. Its gener-
ality as a decomposition framework allows it to be applied to many complicated applications, especially
for routing and scheduling problems [248]. Unlike most neighborhood search algorithms that explicitly
define the neighborhood, LNS implicitly defines the neighborhood by an iterative destroy and repair
method [248].

Large Neighborhood Search (LNS) is shown in Fig. 2.4. In LNS, two consecutive phases are iteratively
performed: one destroys the current solution by relaxing values of some variables to form a partial
solution, the other repairs the partial solution by looking for better values for the relaxed variables.
The destroy phase determines the neighborhood to search with developed techniques based on variable
selection, neighborhood size and learning. The repair phase searches the neighborhood by using various
methods such as model-based methods to find the optimal or feasible solutions without changing the
fixed variables. This process creates and explores large neighborhoods of the solution space, allowing
the algorithm to potentially escape local optima and find high-quality solutions [249].

LNS makes moves like local search [250], but uses a relatively heavyweight algorithm (e.g., a tree-
based search with constraint propagation [251]) to search through a large set of moves. As a result,
many fewer moves per time unit can be evaluated than in local search. However, these moves can be
significantly more impactful, advancing the search further at each step.

The effectiveness of LNS stems from its ability to make significant changes to the solution in each
iteration, unlike many local search methods that only make small modifications [252]. LNS is particularly
useful for complex combinatorial optimization problems where exploring the entire neighborhood would
be computationally prohibitive [253]. Also, LNS is particularly successful in highly constrained problems
where simple neighborhoods are unlikely to be able to find any feasible moves [254, ]

LNS can also be easily combined with other metaheuristics or exact methods (in fact, LNS already

absorbs ideas from them [256, 257]), making it a versatile tool in the optimization toolbox. For example,
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Figure 2.4: Large Neighborhood Search framework.

the model-based approaches such as MIP and CP can be used with LNS, making LNS a model-based

decomposition framework of interest [258, , , ]

2.3.1.1 Destroy Methods and Neighborhood Selection

The destroy phase is a crucial component of LNS as it determines the partial solution being repaired and
hence the large neighborhood being explored. The neighborhood selection (destroy method) is usually

problem-specific, but domain-independent principles have been studied in the literature [257].

2.3.1.1.1 Neighborhood Size. A key consideration in implementing this method is determining
the degree of destruction, i.e., neighborhood size: if only a small portion of the solution is removed,
there may be no improving solutions in the induced search space. Conversely, if a substantial part of the
solution is destroyed, LNS risks devolving into a process of repeated re-optimization, which can be time-
consuming. Shaw [247] suggested a gradual increase in the degree of destruction to achieve continuous
solution improvement, while Ropke and Pisinger [256] opted for a random selection of destruction levels in
each iteration, based on a predefined range relative to the instance size. There are also works attempting

to determine the best number of variables to relax [262, 263, 251].

2.3.1.1.2 Variable Selection. Selecting the variables to relax is another aspect of the destruction
phase. Cost-based destruction methods select the variables that contribute the most to the cost of
the current solution [256, ]. An example is selecting variables on the critical paths in scheduling
problems [264]. Also, temporal decomposition [265] and spatial decomposition [266] are two commonly

used schemes for variable selection.
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2.3.1.1.3 Learning-based Neighborhood Heuristics. It is improbable that a single neighbor-
hood heuristic will perform effectively across all scenarios. Even within the same problem instance, the
effectiveness of each neighborhood can vary as the search evolves. Motivated by this fact, Carchrae and
Beck explored the application of machine learning algorithms to identify the most promising neighbor-
hood heuristics [267]. This idea has been actively explored recently thanks to the popularity of machine

learning research [268, 269].

2.3.1.2 Repair Methods and Neighborhood Search

In the repair phase, LNS searches within the large neighborhood by solving the subproblem induced by

the repair operator.

2.3.1.2.1 Optimality and Feasibility Repair. The implementer of LNS has considerable flexi-
bility in selecting the repair method. A primary consideration is whether the repair method should
aim for constructing the best possible complete solution, or focusing instead on generating a satisfac-
tory improvement. While an optimal repair operation tends to be slower than a heuristic one, it may
yield high-quality solutions in fewer iterations. However, from a diversification perspective, relying on
an optimal repair strategy may not be advantageous, as it spends more computational effort on each

neighborhood.

2.3.1.2.2 Model-based Repair. Additionally, the framework allows the implementer to decide
whether the repair method should be manually coded or if a general-purpose solver, such as a MIP or CP
solver [259, ], should be utilized. In the case of a general-purpose solver, a model in the corresponding
form for the repairing subproblem is required. The model-based subproblem repairing approaches include
MIP [270], CP [260], LP [271], and maximum satisfiability (MaxSAT) [272]. Furthermore, LNS has been
integrated into general-purpose solvers such as SCIP [273], CP Optimizer [251], and DIDP [274] to
provide high-quality solutions without losing exactness because of the bounding techniques in solvers. A
special case is the use of LNS in standard MIP solvers in the form of Relaxation Induced Neighborhood
Search (RINS) [275].

2.3.2 Other Heuristic Decomposition Approaches

For many practical problems such as routing and scheduling, temporal and spatial decompositions are
commonly used approaches. They follow the simple logic of divide-and-conquer and break the original
large problem into several subproblems, each of which can be solved with model-based approaches.
In this section, we review a model-based temporal decomposition framework, rolling horizon, and a
model-based spatial decomposition framework, cluster-then-optimize.

It is worth noting that rolling horizon and cluster-then-optimize can be used to construct a first

solution but LNS is usually based on an existing solution.

2.3.2.1 Rolling Horizon

The rolling horizon method is a heuristic technique employed in combinatorial optimization to address
large-scale problems that are too intricate for optimal resolution in a single step [276]. This approach

is particularly advantageous for problems with a temporal component, such as production planning,
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scheduling, and supply chain management. The fundamental concept involves decomposing the original
problem into a series of smaller, more manageable subproblems that are solved sequentially over time
[277].

Within a rolling horizon framework, the optimization problem is addressed for a limited time frame
known as the planning horizon, rather than the entire time horizon of the problem. Only the decisions
applicable to the current time horizon are considered, while the remainder of the solution is disregarded.
Subsequently, the process “rolls” forward in time, fixing already made decisions and solving a new
optimization problem for the subsequent planning horizon. This cycle continues until the entirety of the
original time span has been addressed.

Different subproblems in the rolling horizon framework differ only in the associated planning horizons
and one can use a single model to solve each of the subproblems, making the overall approach easy to
develop and maintain. Moreover, without changing the model itself, one can control the tractability
of subproblems by mutating the planning horizon size. Rolling horizon is effective for deterministic
optimization problems, especially for problems without dependencies across a long time span. Also,
partial solutions are convenient to be obtained in the middle of the rolling horizon.

In addition, by concentrating on a shorter planning horizon, the rolling horizon approach can integrate
the latest information and adjust to fluctuations in problem parameters. Although this approach does not
ensure global optimality, it frequently yields high-quality solutions in practice, particularly for problems
characterized by uncertain future data or those where the problem size renders a complete solution
intractable. The method has been successfully implemented across various domains, including production
planning [278, ], financial planning [280], scheduling [281], vehicle routing [282, ], supply chains

[284], and energy systems management [285].

2.3.2.2 Cluster-then-Optimize

Cluster-then-optimize is a method employed to tackle large-scale combinatorial optimization problems
by subdividing them into smaller, more manageable subproblems [286]. This approach utilizes clustering
techniques to partition the problem space into distinct groups or clusters, which can subsequently be
addressed either independently or in a coordinated fashion. The central concept is to leverage the
inherent structure and similarities within the problem to generate meaningful subproblems that are
easier to solve than the original large-scale problem.

The process typically commences with the application of a clustering algorithm, such as k-means
[287], to group similar elements or variables within the problem space. This clustering phase aims to
establish subsets of the original problem characterized by strong internal relationships while exhibiting
weaker connections to elements in other clusters. Once these clusters are formed, each one is treated as a
subproblem that can be tackled using suitable optimization techniques such as model-based approaches.
The solutions derived from these subproblems are then integrated to yield a solution for the original
large-scale problem.

A significant advantage of cluster-based decomposition lies in its capacity to manage complex, high-
dimensional problems by reducing them to more tractable subproblems [288]. This methodology can
enhance computational efficiency and scalability, particularly for problems that are too extensive to solve
directly. Moreover, cluster-based decomposition can be integrated with other optimization strategies,
such as model-based approaches [236], to further improve solution quality. Nonetheless, the effectiveness

of this technique is heavily contingent upon the quality of the clustering and the ability to effectively
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integrate solutions across the various subproblems. The cluster-then-optimize approach has been applied
to many applications including vehicle routing [288, |, wireless sensor networks [290, ], urban

transit [292], manufactuing [293], scheduling [294], and knapsack problems [295].

2.4 Complex Routing and Scheduling Problems

Routing and scheduling problems are fundamental challenges in operations research and combinatorial
optimization that have significant practical applications in logistics [296, |, communication [298, 3],
manufacturing [299, 4, ], transportation [301, ], and supply chain management [303, ]. These
problems involve determining optimal routes and schedules for vehicles, data, personnel, or resources to
perform tasks or visit locations while satisfying various constraints.

The most basic (and well-known) routing problem is the traveling salesman problem (TSP) [5],
where the goal is to find the shortest tour visiting a set of cities exactly once. The most basic scheduling
problems are the single machine scheduling problems (SMSPs) [6, 305, 306], where activities are scheduled
on a single machine to optimize some objective. Although the problem definitions are simple, TSP and
a number of SMSPs are NP-hard [307, ]. However, real-world applications often involve much more
complex scenarios [309, 4]. In this section, we review complex routing problems, complex scheduling

problems, and their combinations.

2.4.1 Complex Routing Problems

Complex routing problems can be roughly divided into two classes: vehicle routing problems [310] and
communication routing problems [3, |. Vehicle routing problems aim for finding tours for multiple
vehicles in a transportation network while communication routing problems target finding paths for
multiple data packets in a computer/sensor network. Complex vehicle routing problems may involve
heterogeneous vehicles [312], electric vehicles [313], vehicle capacity [314], demand time windows [315],
pickup and delivery requests [316], stochastic demands [317], cross-docking [318], cargo transshipment
[319], and other operational considerations [320]. Complex communication routing problems may involve
multiple commodities [321], capacity constraints [322], delay requirements [323], redundancy inclusion
[324], diversity maximization [325], and other operational specifications [326].

Many solution approaches in operations research have been applied to complex routing problems

including MIP [327, 328], CP [329, 271], DIDP [96], Benders decomposition [130], column generation
[330, ], Lagrangian relaxation [332], simulated annealing [333, ], tabu search [335, ], genetic
algorithms [337, 338], and large neighborhood search [339, 256].

Among exact approaches, decomposition methods such as branch-and-price are particularly effective,
especially for large-scale routing problems [340]. The essence of routing is to coordinate individual
paths/routes of vehicles/data such that other constraints in the problem are satisfied, which is exactly
the same as the procedure of column generation: generating individual solutions in the pricing problem
and then coordinating them in the master problem. Thus, column generation works well when the route
generation part and the route coordination part can be separated. The state-of-the-art approaches for
VRP variants are often based on column generation [341, 24, ].

For non-exact approaches, large neighborhood search is the most effective for solving complex rout-

ing problems [256, ]. Tt can accommodate large problems that branch-and-price cannot handle in
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practice. Starting from a heuristic routing solution, LNS iteratively destroys the routes of some vehi-
cles/commodities/packets and rebuilds these routes [343]. Since vehicles/commodities/packets that are
less similar in terms of spatial/temporal characteristics tend to have more independent routes, LNS can
take advantage of this fact to reoptimize certain routes that are relatively isolated from the fixed partial
solution [344]. This decomposition mechanism can focus on a relatively small search space and leverage

efficient subproblem solvers to improve the overall solution quality fast.

2.4.2 Complex Scheduling Problems

Complex scheduling problems involve allocating resources to tasks over time while satisfying various

constraints and optimizing specific objectives. These problems arise in numerous industries, including

manufacturing [4], healthcare [345], logistics [297], chemical process engineering [346], compiler design
[347], and project management [348]. Common constraints in complex scheduling problems include
resource capacity limitations [349], precedence relationships between tasks [18], time windows for task
execution [350], sequence-dependent setups [351], skill requirements for resources [352], and multi-mode

task execution [353].
In many complex problems, we can find scheduling subproblems in the final-stage decision-making,

which makes the entire problem a complex scheduling problem. These complex problems include planning

and scheduling problems [108, ], joint routing and scheduling problems [355, ], production and
scheduling problems [357], and assembly line balancing problems [358].

Solution approaches for scheduling problems range from exact methods like MIP [26], CP [59], DP
[359, 96], Benders decomposition [360], column generation [172], and Lagrangian relaxation [361] to
heuristics and metaheuristics such as simulated annealing [362], tabu search [363], LNS [364], genetic
algorithms [365], and ant colony optimization [366].

Among exact approaches, CP is particularly effective for scheduling. The interval variables and the
constraint propagators for the no-overlap, cumulative, and sequencing global constraints enable CP to
often solve scheduling problems efficiently. As a result, CP is often used as a solver for the scheduling
subproblems in complex scheduling problems such as planning and scheduling problems solved with
LBBD [108]. Furthermore, the integration of LNS into CP solvers makes CP scale up well for large
scheduling problems while maintaining the exactness of CP [251]. By contrast, many non-exact methods

work well on complex scheduling problems, such as tabu search, genetic algorithms, and LNS.



Chapter 3

QUBO-Accelerated Large
Neighborhood Search for Job-shop
Scheduling Problems

The emergence of specialized hardware, such as quantum computers and digital/CMOS annealers, and
the slowing of the performance growth of general-purpose hardware raises an important question for
the optimization community: how can high-performance, specialized solvers be used for combinatorial
optimization problems including routing and scheduling problems? In this chapter, we focus on the job-
shop scheduling problem (JSP) and Quadratic Unconstrained Binary Optimization (QUBO) models,
the mathematical formulation shared by a number of novel hardware platforms. We study two direct
QUBO models of JSP and show their poor performance. We then propose a novel large neighborhood
search (LNS) approach that decomposes JSP into sequencing subproblems and constrained global search
problem and hybridizes a QUBO model with constraint programming (CP). Empirical results show
that our LNS approach significantly outperforms classical CP-based LNS methods and a mixed integer
programming model, while being competitive with CP by trailing 1% in mean relative error for large
problem instances. Although the results are not better than the state-of-the-art approaches, this work is
the first approach that we are aware of that can solve non-trivial JSP instances using QUBO hardware,

albeit as part of a hybrid algorithm.

3.1 Introduction

The Job-shop Scheduling Problem (JSP) is a complex optimization challenge that involves scheduling
manufacturing jobs on various machines at specific times to minimize a particular objective. Due to
its significant impact on manufacturing costs and production efficiency, JSP has been a focal point of
research since the 1960s [18]. The complexity of solving JSP is only slightly affected by its objective,
with most variants classified as strongly NP-hard [367]. Consequently, developing effective solution
approaches for JSP requires substantial effort. Common methodologies include dispatch rules [368],
Mixed Integer Programming (MIP) [34], Constraint Programming (CP) [369], local search [370], and

large neighborhood search [371]. Given the substantial influence of JSP on the manufacturing sector
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and the inherent difficulty in solving it, we propose a decomposition strategy. This divide-and-conquer
approach aims to simplify each component of the problem, making the overall solution more manageable.

With the recent deceleration of Moore’s Law, both academia and industry have shifted their focus
from general-purpose computation to domain-specific computation [372]. This shift has led to the design
and development of various architectures tailored for specific computational tasks, distinct from the
traditional Central Processing Unit (CPU). A prominent example is the training of deep learning models,
which has seen the adoption of Graphical Processing Units (GPUs) [373], Field-Programmable Gate
Arrays (FPGAs) [374], and Application-Specific Integrated Circuits (ASICs) such as Google’s TPU
[375].

Some recent advances in hardware design have focused on solving combinatorial optimization prob-
lems. Emerging technologies in this domain include adiabatic quantum computers [3706], gate-based
quantum computers [377], coherent Ising machines [378, 379, 380], spiking neuromorphic hardware [381],
Analog Iterative Machines (AIMs) [382], and Complementary Metal-Oxide-Semiconductor (CMOS) an-
nealers [383, , ]. These technologies represent diverse design approaches and computational mod-
els. Despite their differences, many designs for combinatorial optimization focus on Ising models, which
can be formulated as Quadratic Unconstrained Binary Optimization (QUBO) models [336]. Conse-
quently, the Ising or QUBO model has become a unifying framework for combinatorial optimization
[387, 388], with the specialized hardware sometimes referred to as Ising Processing Units (IPUs) [389].

In the realm of planning and scheduling research, the potential of novel hardware platforms to solve
non-trivial problems remains an open question. This chapter affirms the capability of such platforms in
addressing the JSP. While prior research has explored solving JSP on QUBO hardware [390, , 1,
these efforts have primarily focused on representing very small problems that can be trivially solved
to optimality using standard software techniques. In this study, we examine two approaches: direct
models that aim to represent and solve the entire JSP on specialized hardware, and hybrid models that

decompose the problem, leveraging both traditional methods and specialized hardware.

3.1.1 Contributions

We make three primary contributions:

1. We study two direct QUBO models of JSP, compare their scalability, and identify their limits on

current hardware.

2. We propose a novel large neighborhood search approach (LNS) that uses operation ranks obtained
from solving rank-based QUBO models on single machines to form a neighborhood within which a
multi-machine model is used to search for better solutions. The proposed approach is compatible

with both traditional optimization software and specialized hardware.

3. We obtain strong results on large JSPs using constraint programming (CP) to solve the multi-
machine problem and novel hardware for one-machine problems. The results are competitive with
CP alone and better than all the existing hardware-based methods and two classical CP-based
LNS variants.

4. Though trailing the state-of-the-art approaches by 1% in mean relative error, to the best of our
knowledge, this hybrid approach is the first one that is able to solve non-trivial JSPs on specialized

hardware.
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This chapter is based on a paper published in the Thirty Second International Conference on Automated
Planning and Scheduling (ICAPS 2022) [393].

3.1.2 Organization

Section 3.2 presents a literature review of the quadratic unconstrained binary optimization and job-shop
scheduling problem. Section 3.3 introduces the specialized QUBO hardware used in this work: the
Fujitsu Digital Annealer. Section 3.4 includes well-known direct MIP and CP models of JSP in the
literature and Section 3.5 introduces the direct QUBO models building on the MIP models. Section 3.6
describes the decomposition framework, the rank-guided neighborhood, and the subproblems formulated
in QUBO and CP. Section 3.7 introduces the experiment settings and presents the experiment results.

The discussions and conclusions are finally presented in Section 3.8 and Section 3.9, respectively.

3.2 Literature Review

We first review QUBO in detail, followed by a review of JSP.

3.2.1 Quadratic Unconstrained Binary Optimization

Studies on the quadratic unconstrained binary optimization problem (QUBO) originated from the 1960s
[394], when most of the work focused on the more general class of pseudo-Boolean optimization problems.
Since then, many papers have been published on the topic from different perspectives including theory

[395], algorithms [396], and applications [397]. The QUBO problem has the following features [398]:

i. Quadratic: there can be quadratic terms of decision variables, e.g., a;;z;2;, while linear terms such

as b;x; are also allowed.

ii. Unconstrained: there are no constraints. QUBO is a pure optimization problem and constraints in

the underlying problem must be represented as penalties that are part of the objective function.
iii. Binary: all decision variables are binary, i.e., either 0 or 1.

iv. Optimization: there is an objective to be minimized.

A QUBO can be formally stated as follows:
min f(z) =27 Qx +¢, x €{0,1}" (3.1)

with @ € M, ,,(R) a matrix of real coefficients and ¢ € R a constant. An equivalent notation for the

flz) = % Z Z Wi T + mei +c (3.2)

i g i

objective function is:

where the weight matrix W = (w;;) € M,, »(R) is symmetric and b = (b;) € R™ is called the bias vector.
It is always possible to write (3.1) as (3.2) because, in the binary case, 22 = z;.

QUBO is equivalent to the Maximum Cut (MaxCut) problem [399]: given an undirected graph
G = (V, E), and edge weights w : E — @, the MaxCut problem is to find a partition (V1,Va) of V such

that the summed weight of the edges between V; and V5 is maximized.
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Let x; be a binary decision variable representing whether vertex ¢ is in V4 (if ; = 1) or in Vo (if
x; = 0). When considering a cut as the process of severing edges that connect two distinct vertex sets,
the expression x; + x; — 2x;x; serves as an indicator for whether the edge (4,j) belongs to the cut.
Specifically, if z; + z; — 2z;7; = 1, it signifies that exactly one of the vertices x; or z; is equal to 1,
thereby confirming that the edge (¢,7) is included in the cut. Conversely, if z; + x; — 2z;2; = 0, it
indicates that the edge does not belong to the cut. Thus, the problem of maximizing the number of

edges in the cut can be formulated as

max f(x) = Z (x; + xj — 2z525) = Z (z7 + x? —2x,x4), (3.3)
(4,7)EE (4,5)EE

which is an instance of QUBO (3.1).

3.2.1.1 QUBO Applications

As stated in the survey by Kochenberger et al. [100], the strength of the QUBO framework is in its
genericity: any QUBO solving method can be applied to any problem expressed as a QUBO problem,
for which the only input is the matrix Q.

QUBO follows a model-then-solve paradigm and has been applied to many important (optimization)
problems including Boolean satisfiability problem (SAT) [101], maximum 2-SAT [4102, 403], maximum
cut [404, ], independent set [400, ], number partitioning [408], set partitioning [109], set packing
[110], linear ordering [111], graph coloring [112, , A414], vertex covering [115], generalized disjunctive
programming [116], quadratic assignment problem [117], knapsack problem [118], quadratic knapsack
problem [419], multiple knapsack problem [120], prime factorization [421], maximum clique [422, 423],
traveling salesman problems [424], vehicle routing [425], single and parallel machine scheduling [426], job-
shop scheduling problem [390], wind farm layout optimization problems [127], facility location problems
[428], and more.

In addition to classical optimization problems, QUBO has also be applied to optimization problems
that serve as algorithmic component in other fields including asset exchange problems in blockchains
[429], portfolio optimization in finance [430], finding debt cycles in the economy [431], clustering in
machine learning [432, , 434], density matrix electronic structure method in chemistry [435], contact

map overlap problem protein problems in bioinformatics [436], and polymer sampling in physics [437].

3.2.1.2 Solution Approaches for QUBO

Except for some polynomially solvable special cases, QUBO is strongly NP-hard [438]. Over the decades,

many exact and non-exact solution methods have been proposed for QUBO or equivalently MaxCut

[ ) ? ? }

3.2.1.2.1 Exact Approaches for QUBO In combinatorial optimization, exact solution approaches
often rely on the convergence of primal and dual bounds to prove optimality. Dual bounds can be ob-
tained from the relaxation of the original problem, depending on various methods such as linear program-
ming (LP) [35], combinatorial reasoning [143], surrogate constraints [144], and Lagrangian relaxation
[215]. In the context of combinatorial optmization, for example, Branch-and-Cut (BnC) algorithms

[145] can solve many MIP instances of interest to proven optimality (or near-optimality) in reasonable
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Figure 3.1: Solution approaches for QUBO in the literature.

computing times, with LP subproblems providing LP relaxations. By contrast, decision diagram based
optimization uses relaxed decision diagrams to obtain dual bounds [116].

However, due to the Boolean quadratic polytope of QUBO, an LP relaxation does not directly work
due to its nonlinearity Also, as QUBO is a domain-independent mathematical framework, problem-
specific combinatorial relaxation is not directly useful for QUBO solving. Thus, the exact approaches for
QUBO can be divided roughly into two classes: (1) Mixed Integer Programming (MIP) with linearization
and (2) Branch-and-Bound (BnB) with Semi-Definite Programming (SDP) relaxations. The first class
reformulates QUBO to MIP and takes advantage of the LP relaxations. The second class does not need
reformulation and relies on the SDP relaxations.

MIP with linearization. QUBO can be reformulated as MIP. The core idea is using additional binary
]. The LP relaxation of
the resulting MIP can be directly strengthened by facet-defining inequalities of the Boolean quadratic
polytope [449]. With different mathematical expressions, there are many different MIP formulations of

QUBO or MaxCut [450, , , ,
These MIP formulations are often solved by the standard BnC algorithms |

variables to replace the quadratic terms of original decision variables [1417,

b ) ) ) ) ) }'

], some with the
Thus, these MIP
formulations can be used to solve smaller size QUBO to optimality with general purpose MIP solvers.

hypermetric inequalities: a special class of cutting planes over the cut cone [4(2].

These formulations can also be used to heuristically find quick solutions given a time limit, to design
special purpose exact algorithms for QUBO with the LP relaxations |
metaheuristics for QUBO [164].
MaxCut graph is sparse [165].

], and to contribute to effective

The MIP-based methods work particularly well when the underlying

Branch-and-bound with SDP relaxations. The commonly used dual bounds for QUBO are gener-

ated by Semi-Definite Programming (SDP) relaxation [166]. SDP belongs to the class of convex conic
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programming, where the objective is linear and the constraint set is given by the intersection of an affine
space with a cone of positive semi-definite matrices [440]. Although SDP is polynomially solvable with
fixed precision by interior point methods [467], SDP solvers exhibit difficulties in terms of running time
and memory for solving even medium-size SDP relaxations [441]. Fortunately, the recent developments
in efficient SDP algorithms makes SDP a viable approach to solving QUBO [468, , , , , ]

SDP-based algorithms for QUBO combine semidefinite programming with the polyhedral approach
[474] to strengthen the basic SDP relaxation with cutting planes. BigMac [175], bigCrunch [176], BigBin
[477], and MADMM [178] are the representative BnB solvers for MaxCut and QUBO in the literature.
More recently, an SDP-based parallel solver combines several algorithmic components such as reduction
techniques and cutting-plane separation algorithms are proposed and outperforms all the aforementioned

solvers and Gurobi for solving sparse QUBO instances [163].

3.2.1.2.2 Non-exact Approaches for QUBO Due to the high computational complexity of QUBO,
non-exact algorithms are practically used to produce approximate solutions for QUBO, especially for
large instances. These algorithms include fast-solving heuristics, local search based methods, and
population-based search methods.

Fast solving heuristics. Fast solving heuristics have relatively simple algorithmic design, usually
without backtracking or exploration mechanisms to furthur improve the best solution found. Boros et
al. [479] developed a three-phase heuristic method Devour Digest Tidy-up (DDT) that is especially
effective on sparse problem instances. Built on DDT, Glover et al. proposed several one-pass heuristics
that differ in the strategy for evaluating the contributions of variables [180]. Hanafi et al. [181] developed
five alternative DDT heuristics based on different representations of the QUBO formulation. Also, Merz
and Freisleben [482] devised a greedy construction heuristic to quickly obtain a high-quality solution.
Local search-based methods. Local search algorithm spend more effort on exploring and searching

for better solutions and often outperform fast solving heuristics given sufficient runtime. Simulated

Annealing (SA) [183] and Tabu search (TS) [184, 485] are the two main classes of the local search based
methods for QUBO.
The standard SA was first adapted to QUBO by Alkhamis et al. [436] with a 1-flip neighborhood:

a neighboring solution differs with the current solution by only one variable, i.e., either flipping the
variable from 0 to 1 or vise versa. The 1-flip neighborhood is the most popular for QUBO due to its
straightforward implementation and its linear size with respect to the number of variables [187]. These
two characteristics of the 1-flip neighborhood lead to the efficiency of the evaluation of the neighboring
local moves. As a result, much of research focus has shifted to algorithm variants with different enhanced
components other than the neighborhood.

With the neighborhood, the SA algorithm [486] is able to solve hard problem instances very efficiently
while bounding algorithms cannot solve them in a reasonable computation time. Another SA algorithm
was proposed with a different temperature value in each iteration and a separate local search procedure as
post-optimization [188]. Katayama and Narihisa developed another SA algorithm that adopts multiple
annealing processes to enhance the 1-flip neighborhood search [489)].

Tabu search also uses the 1-flip neighborhood by default. Glover et al. [190] proposed an adaptive
memory tabu search algorithm that uses the 1-flip neighborhood and two types of memory structures
to record the recency and frequency of local moves. Similar to one of the SA algorithms [188], Beasley

[188] developed another 1-flip TS algorithm with post-optimization local search. Palubeckis [191] devel-
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oped five multi-start tabu search strategies dedicated to the construction of the initial solution. Later
Palubeckis [492] introduced an iterated tabu search algorithm that adds a perturbation mechanism to
create a new initial solution. Despite the simplicity of this algorithm, it produces competitve experi-
mental results compared to other algorithms.

Pardalos et al. [193] introduced a global equilibrium search (GES) algorithm that performs multiple
temperature cycles, where each cycle alternates between an initial solution generation phase and a 1-flip
tabu search phase. Experimental results showed that GES performs well in terms of computing time
and solution quality. Glover et al. introduced a diversification-driven tabu search algorithm [191] and
this TS algorithm is one of the best algorithms for solving benchmark QUBO instances [112].

The efficacy of other neighborhood functions was also investigated. Lii et al. [195] proposed a TS

algorithm that uses a token-ring search method to combine 1-flip and 2-flip neighborhoods. Liu et al.
[496] proposed a hybrid r-flip/1-flip tabu search algorithm that switches among a hybrid local search
phase, a destruction phase, and a construction phase. Experimental results demonstrated the superiority
of the proposed hybrid r-flip/1-flip tabu search algorithm, particularly in solving large instances with
high density. Hybrid approaches are investigated as well. Wang et al. [197] devised an algorithm
hybridizing TS and Greedy Randomized Adaptive Search Procedure (GRASP) and utilizing an adaptive
random greedy function to construct an initial solution.
Population-based methods. As shown above, population-based approaches are considered when
local search algorithms struggle with improving solution quality. Population-based search methods
are often more sophisticated and have multiple algorithmic modules. A scatter search algorithm has
been proposed by Amini et al. [498]. This algorithm consists of a diversification generation method, a
solution improvement method, a reference set update method, a subset generation method, and a solution
combination method. The scatter search algorithm is shown to be robust, especially for large problem
instances. Lodi et al. introduced an evolutionary heuristic [199] that is composed of a preprocessing
phase to fix a subset of variables at their optimal values and reduce the problem size, a local search
method, and a uniform crossover operator to generate offspring solutions.

Merz and Freisleben developed a hybrid genetic algorithm that integrates a 1-flip local search into the
traditional genetic algorithm [500]. Lii et al. devised a similar hybrid genetic algorithm that incorporates
a tabu search procedure [501]. A traditional uniform crossover operator and a diversification-guided path
relinking operator are performed to guarantee the quality and diversity of offspring solutions. The tabu
search procedure is conducted on the population to intensify examination around the offspring solutions.
Experiments show that the algorithm is very competitive in solving challenging QUBO problem instances.

Merz and Katayama proposed a memetic algorithm [502] based on the fact that local optima of
QUBO are in a small fraction of the search space. A crossover operator is used to prevent rediscovering
local optima already visited and a diversification restart strategy is used to switch search regions. Wang
et al. introduced two path relinking algorithms [497] that feature a relinking method and a path solution
selection method. A path relinking algorithm starts by creating an initial set of elite solutions, followed
by a relinking method to generate two paths connecting the elite solutions. One solution on each path is
selected and refined by the tabu search algorithm developed by Lii et al. [501]. The two path relinking
algorithms perform the best when solving multiple benchmark QUBO and MaxCut instances [442].

3.2.1.2.3 Specialized Hardware-based Approaches for QUBO As the continued scaling of

traditional transistor-based CPUs has become more challenging, academia and industry have begun to
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explore alternative computational technologies. Starting with pioneering Hopfield networks [503], these
specialized hardware includes adiabatic quantum computers (AQCs) [370, ], gate-based quantum
computers [505, , , , , 509], CMOS annealers [385, , 510], neuromorphic computers [511,

], memristive circuits [513, ], and optical parametric oscillators [379, , , ]. Despite their

distinct physical implementations, AQCs, CMOS annealers, memristive circuits, and optical parametric
oscillators are unified in solving the Ising model, or equivalently the QUBO model [389].

Adiabatic quantum annealers. D-Wave quantum annealers [5041] are among the state-of-the-art
commercialized AQCs. A D-Wave annealer is composed of a set of superconducting qubits and the
edges connecting them. The topology is restricted to a specific architecture, e.g., the chimera graph
[016] that constrains the connectivity of the hardware and hence the utilization of the qubits. D-
Wave quantum annealers use the quantum annealing algorithm, leveraging quantum mechanics to solve
QUBO by evolving a quantum system from an initial superposition state to the ground state of a
problem-specific Hamiltonian [517]. The largest D-wave annealer features over 7000 qubits. However,
the topology mapping and limited connectivity overheads prevent the quantum annealers from tackling
industrial applications at scale [516].

CMOS annealers. Inspired by quantum annealing, CMOS annealers use simulated annealing algo-
rithms [518]. Fujitsu has developed three generations of CMOS Digital Annealer (DA). The DA conducts
simulated annealing [519] with 1-flip evaluation on all binary variables in parallel powered by CMOS.
The DA also supports parallel tempering to periodically exchange independent annealing replicas with
different temperatures [384]. The third generation DA3 features a software interface that can extract
one-hot constraints from a QUBO and hence accelerate the entire solving process [510]. The DA3 can

accommodate 100,000 fully-connected bits. In recent years, the Fujitsu Digital Annealer has been suc-

cessfully applied to a variety of fields including scientific discovery [520], material science [521, 1,
cyber security [523], network [524, 525, 526], and finance [527, 528]
Memristive circuits. Memristive circuits, such as products of MemComputing [529] function as both

memory and resistors, allowing them to store and process information simultaneously. If controlled
with constant voltage, memristive circuits can naturally perform a local unconstrained optimization,
specifically QUBO [513]. A memristic circuit evolves to minimize energy, which corresponds to solving the
QUBO problem. Thus, it is claimed that they can solve QUBO problems more efficiently than traditional
digital methods due to their analog nature and parallel processing capabilities [530]. Memristors are low-
power devices, making memristive circuits energy-efficient compared to traditional high-performance
computing solutions.

Coherent Ising machines. Coherent Ising Machines (CIM) [379] typically utilize optical parametric
oscillators (OPO) to represent spins in the Ising model. The oscillation phases of these OPOs correspond
to spin states (+1 or -1) and the system evolves toward a minimum energy state, which corresponds to
an optimal or near-optimal solution to the combinatorial problem. The current largest CIM has 100,000
spins (equivalently 100,000 bits for QUBO) [515]. There exist various other specialized QUBO hardware

that are based on photonic technologies [531, , , , , , , ]

3.2.1.3 Representing Standard Components of Combinatorial Optimization with QUBO

Similar to other model-then-solve frameworks such as MIP, CP, and DIDP, problems are first modeled
or reformulated as QUBO, and then fed into a QUBO solver for a solution. Although the quadratic

nature of QUBO allows many problems to be easily modeled, QUBO does have some restrictions in its
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form. For example, modeling the equivalence of integer variables and inequality constraints is nontrivial
for QUBO.

Since integer variables are commonly used in combinatorial optimization (e.g., the starting time of
jobs in scheduling problems [369]), QUBO would be very restrictive if only problems with binary decision
variables were able to be formulated as QUBO.

We review three ways of encoding (non-negative) integer variables. One-hot encoding transforms an
integer variable in the domain {1,...,n} into n Boolean variables, while unary/domain-wall encoding
requires n — 1 Boolean variables. Binary encoding could compactly represent the variable with only
loga(n) Boolean variables, but poses significant challenges in expressing certain constraints as QUBO
penalties.

We use y as the integer variables in the original combinatorial optimization problem and z as the

binary variables in the QUBO formulations.

3.2.1.3.1 One-hot Encoding The classical method for encoding integers with Boolean variables
in Quadratic Unconstrained Binary Optimization (QUBO) is known as one-hot encoding [539]. In this
approach, an integer variable y € {1,...,n} is represented by n Boolean variables z;, where x; is 1 if

the original variable y takes the value i, and 0 otherwise. In that case,

y=> i u (3.4)
=1

To enforce each variable to have only one value, we need the constraint

Swo1, (35)
=1

which is usually called the one-hot constraint, hence the name of this encoding.

The constraint (3.5) can be reformulated as follows:

ixi:1@(ixrl)2:o. (3.6)

The explicit quadratic penalty expression Popenot(z) for each original integer variable y, to be incor-
porated into the QUBO objective function, can be derived by expanding the quadratic expression,

substituting each Boolean z? with x;, and eliminating the constant term:

n

n
Pone—hot(x) - - in +2- Z Ti- Ty (37)
=1

i,j=1,i%j

For this formulation, we observe that a feasible solution (i.e., minimizing this penalty) will aim to
maximize the number of variables set to 1, as dictated by the first term. Simultaneously, the second
term, with a coefficient of 2, will prevent more than one variable from being set to 1 at the same time.

Thus, the combination of terms ensures that only one variable among the z; is set to 1.

3.2.1.3.2 Unary/Domain-wall Encoding An alternative encoding is the domain-wall encoding,

introduced by Chancellor [510] and further developed by Chen et al. [541] within an Ising model
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framework. When adapted to a Boolean setting, it equates to unary encoding on a fixed number of bits:
a number n is represented by n bits set to 1, followed by zeros. In this context, we use thermometer
encoding, which provides a unique unary encoding for each integer. We redefine this format to suit
the definition of penalties in QUBO [542]. A vector of n — 1 Boolean variables g, ..., x,_o serves as a
unary/domain-wall encoding of an integer variable y, which assumes values in the range {0,...,n — 1},

if and only if the following properties hold:
1. y= Z?;OZ x;
2. x; > x4,V € {07 ey — 3}

These expressions mean that if x; = 1, then for all indices j < 7, x; = 1, or equivalently, if ; = 0, then
for all indices j > ¢, ; = 0. For instance, 1100 is a valid unary/domain-wall encoding and represents
the integer value 2, while 1101 and 0100 are not valid unary/domain-wall encodings. Note that it is
easier to refer to integer values between {0, ...,n — 1} rather than between {1,...,n} in this encoding,
and we will follow this convention in this section.

To enforce that the encoding of an integer variable y, represented by n — 1 Boolean variables
Zoy .-, Tn_2, is a valid unary/domain-wall encoding in a QUBO model, we need to represent the prop-
erty Vi € {0,...,n — 3},2; > x;11 as a penalty in the QUBO objective function. As described by
Glover et al. [388], a Boolean constraint y; > y can be represented in QUBO by the quadratic penalty
Yo — y1y2. Therefore, each z; > x,;,1 will be represented by a quadratic penalty x;41 — x;2;41, and thus
the overall constraint for a valid unary/domain-wall encoding of an integer variable y corresponds to the

penalty Punary(2):

n—3

Punary(m) = Z(xi—i-l - xixi—i-l)' (38)
=0

3.2.1.3.3 Binary Encoding of Non-negative Integer Variables The one-hot encoding and the
unary encoding need many binary variables to encode an integer with large domain. To overcome this
issue, in QUBO models, every non-negative integer variable can be represented as its binary encoding
(binary base) as follows. The binary encoding of y is its representation in base 2, i.e., a sequence of

binary bits (zo,x1,...,%L(y)), zi € {0,1} being binary variables such that

L(y)

y = Z x; x 20 (3.9)
i=0

Every non-negative integer y has a unique sequence (o, 21,...,%1(,)) and vice versa. Since given n
bits, the largest integer they can represent is 2" — 1, it is not difficult to see that we require L(y) + 1 =
[log, y] + 1 binary bits to represent y.

Another advantage of the binary encoding is that it does not need to add extra penalty terms like
(3.7) and (3.8). However, we will show later in this chapter that the binary encoding is harmful to
the solution quality of the QUBO model. Due to the compactness, we use binary encoding for integer

decision variables. For convenience, we use § to represent the binary encoding of integer variable y in

QUBO.

3.2.1.3.4 Encodings of Linear Constraints In QUBO problems, there are no constraints. Any

constrained relations in the problem are relaxed and added to the objective function as quadratic penal-
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ties. For example, if the following constraint must be considered:
Z a;x; = C,
i

then we add the following penalty to the objective function:

2
Pmequality(x) =I. (Z a;T; — C) (310)

where I' € R is the penalty coefficient, large enough to at least ensure that the optimal solution of
the QUBO problem satisfies the constraint. The transformation of equality constraints into penalties is
straightforward. However, for an inequality constraint, a positive slack variable s must be added to the

original constraint to transform the inequality into an equality constraint:

2
Pinequatity(z) =T - (Z a;iz; + 8 — C) : (3.11)

Since s is not a binary variable, representing it (e.g., by its binary encoding) significantly increases
the number of variables in the model, especially when the constraint is loose and C' may take on large
values. Due to the rising overhead and potentially harder accommodation on QUBO hardware when the

QUBO size increases, it is preferable to avoid inequality constraints and the use of slack integer variables
in a QUBO model.

3.2.2 Job-Shop Scheduling Problem

The job-shop scheduling problem (JSP) is an NP-hard problem [367] considered as one of the most
computationally stubborn combinatorial optimization problems. Among the various JSP variants with
different objectives, the JSP focused on makespan minimization is particularly challenging and has
garnered significant attention from academic communities. In the remainder of this chapter, unless

otherwise specified, JSP will refer to the makespan minimization variant.

3.2.2.1 Problem Definition

As shown in Fig. 3.2, a job-shop scheduling problem (JSP) [34] consists of a set of operations A =
{a1,az,...,a,4} to be scheduled on M > 1 machines. Each operation a; has a positive duration d;. The
operations are partitioned into N jobs, or operation sets, A1, Ag,..., Ay with A; C A and |4;| = M
(every job has to be processed on each machine exactly once, hence it contains M operations). Therefore,
the number of jobs is N = %.

The operations in each job set A; must be processed in a specified order on the M machines. This
requirement gives rise to a precedence order between the operations per job. Specifically, for every A;
we can define a sequence, o7, such that

ol = <O’{,U%,...,O’%4>,

with afL = 1,2,..., M being the machine that must process the h-th operation in the sequence. For
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Makespan

Figure 3.2: A job-shop scheduling problem with 3 jobs and 3 machines. An operation is labeled as JxOy
if it is the 3" operation of job x. Operations that are processed on the same machine are in the same
color. Arrows indicate precedence relations.

example, o] is the machine that will process the first operation of job j. For convenience, we denote

the operation of job j on machine m by o0; ,,, with its duration d; ,,, and we use dyqs to represent the
maximum duration of operations in 4. Further, we denote d,,4, the duration of the longest operation
in A. In this chapter, we use JSP(|A|,M,dynqz) to represent a JSP specification. We also call a JSP
instance N x M if it has N jobs and M machines.

No operations on the same machine can overlap in their execution (unary capacity machines). We
also assume non-preemption, i.e., a job that has started processing on a machine cannot be interrupted.
The objective of JSP is often to minimize the makespan, which is the completion time of the latest

finished operation.

3.2.2.2 Solution Approaches for JSP

Many approaches to optimization have been applied to JSP, including Mixed Integer Programming (MIP)
[543, 544, 18], customized branch-and-bound [545, 516, 369], constraint programming [547, 91, 61, 548],
SAT [549], dynamic programming [550], decomposition procedures [371], dispatch rules [551], iterative
heuristics [552], metaheuristics such as tabu search [553, 554, 555], simulated annealing [362], genetic
algorithms [5506, 557], evolutionary algorithms [558], large neighborhood search [257, 559, 265, 251, 560],
and other local search algorithms [561, 562, 563, 564, 565]. These approaches can be classified into exact

approaches and non-exact approaches, as shown in Fig. 3.3.

3.2.2.2.1 Exact Approaches for JSP The initial models for the JSP emerged in the late 1950s
using MIP, where integer variables can represent the sequencing decisions for operations on machines.
The pioneering MIP formulation for JSP was proposed by Edward Wagner in 1959 [544], followed closely
by Bowman [566] and Manne [18]. Despite their age, these formulations have recently been benchmarked

against modern encodings using state-of-the-art solvers and have demonstrated continued effectiveness
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Figure 3.3: Solution approaches for JSP in the literature.

[34].
Disjunctive MIP models. Notably, the version by Manne remains the top MIP model for JSP
[34]. Also called the disjunctive MIP model for JSP, it features continuous variables that represent the
operation starting times, binary variables that represent the precedence of two jobs on the same machine,
and big-M constraints to encode the disjunctive relation between operations on the same machine [18].
Liao and You further modified the disjunctive MIP model by incorporating continuous surplus variables
into the big-M constraints [567]. While this modification reduces the number of linear constraints, it
introduces additional variables and necessitates upper bounds on these variables.
Rank-based MIP models. The rank-based MIP model for JSP proposed by Wagner [5441] differs
from the disjunctive MIP model by replacing precedence indicators with rank indicators. Specifically,
it uses a three-indexed binary variable x;;, to indicate whether job j is scheduled at the k-th position
on machine ¢ and a two-indexed continous variable h;; to represent the start time of the k-th operation
on machine 7. Unfortunately, it also has the big-M constraints to represent the disjunctive relation of a
pair of operations on the same machine.
Time-indexed MIP models. Another class of MIP models for JSP is the time-indexed MIP model
[566, ]. These models utilize binary variables to represent whether an operation starts at a specific
time point. Although this approach avoids the big-M constraints that result in weak LP relaxation, it
significantly increases the number of decision variables, particularly when the time horizon is long. All
these time-indexed and rank-based MIP models underperform the disjunctive model [34].
Branch-and-bound. Another widely used approach is the branch-and-bound technique [11, , ,
]. This method involves enumerating all possible solutions in a tree structure to define subsets of
solutions. Each branch represents a decision for scheduling a specific task. Every subset is evaluated by

calculating a lower bound for the solution based on the decisions made at that branch. Lower bounds are
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typically calculated using a relaxed version of the problem. For JSP, it can be achieved through efficient
algorithms applied to subproblems, as demonstrated by Brucker and Jurisch [570]. Specifically, it may
involve solving m one-machine problems (where m is the number of machines) to optimality. Although
one-machine scheduling problems are also NP-hard, there are methods to handle them efficiently in
average cases, such as the method proposed by Carlier in 1982 [568].

CP models. Among exact methods, constraint programming (CP) stands out as a strong approach
[571, 11, , ]. The initial applications of CP to the JSP date back to the 1980s [573, , ,

, 88]. The classical CP model for JSP based on interval variables and no-overlap constraints was

proposed by Baptiste et al. [577] and has been widely used as a standard CP model for JSP [34] thanks
to its simplicity and superior performance when solved with CP solvers such as CP Optimizer [578] and
CP-SAT [579, ]. A slightly different CP model was later proposed based on hardcoded disjunctive
constraints [580].

3.2.2.2.2 Non-exact Approaches for JSP One prevalent challenge encountered by exact methods
is their limited performance on large problem instances. While these methods perform exceptionally well
on smaller problems, they frequently encounter scalability issues when applied to larger instances. To
mitigate this limitation, alternative approaches prioritize finding reasonably good solutions within a
practical timeframe, even if these solutions are suboptimal. These approaches employ heuristics, which
are general rules that systematically guide the exploration of the search tree. As the size of the problem
increases, it becomes crucial to concentrate the search efforts on the most promising branches.
Dispatch rules. Dispatch rules represent one of the earliest heuristic methods applied to scheduling
problems [581, , ]. These rules determine the scheduling order of operations based on easily
computable attributes, such as an operation’s processing time or the remaining operations within a job.
While dispatch rules do not attain the same level of solution quality as exact methods, particularly in
scenarios where optimality is paramount, their strength lies in computational efficiency. They are espe-
cially well-suited for managing large problem instances, where the vast search space precludes exhaustive
exploration.

For an extended period, heuristic approaches, such as dispatch rules, have been the preferred method

for managing schedules of moderate size (e.g., hundreds of operations). These techniques continue to

be state-of-the-art when addressing large-scale problems [534]. The simplicity of dispatch rules allows
for their combination to form more sophisticated heuristics [585, ]. Building on this concept, hyper-
heuristics have emerged, utilizing simple heuristics as foundational elements [587]. In addition, recent

advancements include the application of machine learning techniques to develop rules for solving JSP
[588, 539).
Iterative heuristics. A significant turning point in scheduling methodologies was the shift from con-
structive to iterative approaches. Rather than constructing the schedule from scratch, iterative methods
start with an initial solution and progressively refine it. Local search methods [590], including ge-
netic algorithms [556, ], simulated annealing [362], and particularly tabu search [363, , , 1,
emerged within this framework. These approaches focus on the concept of the neighborhood of a solution
S, defined as the set of solutions that can be derived from S by making specific modifications, such as
swapping two operations in the context of JSP.

A renowned iterative heuristic algorithm for scheduling is the shifting bottleneck procedure. This

approach begins with an initial schedule and identifies the machine that constitutes a bottleneck. The
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one-machine scheduling problem on this bottleneck machine is then solved optimally using the method
proposed by Carlier [568]. Subsequently, the schedule is adjusted across all other machines, and the
algorithm iteratively identifies and resolves new bottlenecks. Initially formulated by Adams et al. [552],
this heuristic was later enhanced by Balas and Vazacopoulos, who introduced a more efficient algorithm
for solving the one-machine scheduling problem [593]. Also, Huang and Yin developed a refined shifting
bottleneck procedure and combines it with the backtracking strategy [594].

Local search-based methods. Tabu search (TS) [595] has proven to be one of the most effective
local search methods for scheduling problems. This technique iteratively improves a given solution by
exploring its neighborhood to find a superior alternative. During the search process, a tabu list is
maintained to record recently executed actions, thereby preventing the reversal of recent changes. The
first application of a TS algorithm to job shop scheduling was developed by Taillard in 1992 [596].
This approach leverages the concept of the critical path to narrow down the neighborhood of solutions,
focusing on the most promising subset. Approximately a year later, Dell’Amico and Trubian proposed
an enhanced version of the TS approach [363] by employing a new heuristic to generate initial solutions.

In 1996, Smutnicki and Nowicki [597] introduced the N5 neighborhood, a refinement in the neigh-
borhood structure for tabu search, dividing the critical path into blocks of consecutive operations on the
same machine. Their tabu search algorithm defines the neighborhood of a solution as the interchanges
near the borders of blocks within a single critical path, thereby increasing the likelihood of changes that
impact the makespan. In 2005, they developed an enhanced version of their algorithm [553] with search
diversification mechanisms in the form of path relinking. The enhanced tabu search i-TSAB, though
very complex, has been the state-of-the-art for a long time since 2003.

Watson et al. simplified i-TSAB into an iterated simple tabu search i-STS that contains the key
algorithmic components of i-TSAB and maintains near equivalent performance. Later Beck and Watson
developed a large neighborhood search algorithm hybridizing i-STS and CP to solve JSP [371] that
obtains many best-known solutions. The algorithm is complete thanks to the CP framework. These
successful approaches initiated a trend of TS-based methodologies, leading to the integration of T'S with
other local search methods, such as simulated annealing [565] and evolutionary algorithms [558]. These

hybrid approaches have demonstrated considerable success, particularly on classic benchmarks in the

literature.
Large neighborhood search. Large neighborhood search (LNS) [247, 559, 251, 560] is another heuris-
tic method that achieves strong performance for JSP. In this context, LNS refers to a method [265] that

integrates the search efficiency of CP with the scalability advantages of local search methodologies. The
key advantage from a CP perspective is its ability to leverage powerful CP propagation techniques while
mitigating the limitations associated with navigating a single search tree in a vast problem space [598].
Carchrae and Beck studied LNS for JSP with multiple neighborhoods including time window, resource

load, and random neighborhood [257].

3.2.3 Solving JSP with QUBO Hardware

The specialized hardware community has investigated a number of approaches to modeling and solving
JSP.

Time-indexed QUBO models 4+ quantum annealers. Venturelli et al. [390] solved a sequence of
time-indexed QUBO models, with each model being a feasibility problem. Each of the QUBO models
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determines whether a feasible solution can be found given a fixed time horizon. The QUBO models are
evaluated one after one with a decreasing time horizon as the upper bound of the makespan. On the
D-Wave Two quantum annealer with 512 qubits, only tiny instances (largest 6 jobs and 6 machines, with
the operation processing times trivially small) were investigated due to the limited hardware capacity.
The time-indexed models were revisited and solved on D-Wave Advantage quantum annealer with 5640
qubits [599], but only 4 x 4 instances are tested. There are also parallel works using D-Wave quantum
annealers to solve JSP [600].

In order to eliminate variables in the time-indexed QUBO models and consequently accommodate
bigger problems with a limited number of qubits, a new hybrid heuristic method was proposed that
defines a processing window that considers only a subset of all operations at a time [391]. As a result,
a smaller problem is solved on the D-Wave 2000Q) quantum annealer with 2048 qubits [391]. However,
the tested instances are still tiny: 6 x 6 with an optimal makespan being 55.

Four variational quantum heuristics including Variational Quantum Eigensolver (VQE), Quantum
Approximate Optimization Algorithm (QAOA), variational quantum imaginary time evolution, and
filtering variational quantum eigensolver (F-VQE) have been tested on IBM’s superconducting quantum
processors with 5 qubits to solve the time-indexed QUBO model of JSP with only 5 decision variables
[601]. The same set of tiny instances have been tested with the Differentiable Quantum Architecture
Search (DQAS) framework [602]. The same time-indexed QUBO model has also been tackled by a
quantum-classical hybrid algorithm [603] based on ORCA Computing [604]. Still, only tiny JSP instances
with optimal makespan being 3 were studied.

Time-indexed QUBO models + CMOS annealers. Shimada et al. decomposed the JSP into
a minimum makespan estimation problem and a slightly different time-indexed QUBO model that is
also solved as a sequence of feasibilty problems [605]. Although the time-indexed QUBO also uses
a fixed time horizon that decreases over iterations, the objective of the corresponding optimization
problem minimizes the sum of completion time of all jobs instead of the makespan. These two problems
are repeatedly solved, with the latter problem modeled as QUBO and solved on the Fujitsu Digital
Annealer. Shimada et al. have solved larger non-standard JSP instances with 80 operations and a time
horizon of 81. This scale is far from practical or competitive with current state-of-the-art model-based
approaches such as MIP and CP [31].

Other approaches. A novel QUBO model for JSP based on an operation sequencing list that orders
all operations together with the machines they are executed on was introduced by Schmid et al. [606].
The model results in a significantly smaller QUBO model compared to the timed-indexed model. The
authors demonstrated that the QUBO model can be run on quantum hardware by applying F-VQE
to optimize the model. The largest JSP instance that was considered in the experiment has only 13
operations.

None of the existing QUBO hardware-based approaches can tackle medium or large JSP instances,

nor solve them to a satisfactory quality.

3.3 Fujitsu Digital Annealer

For all the QUBO solving processes in this chapter, we use the Fujitsu Digital Annealer, a computer
architecture for encoding and solving a QUBO problem using a parallel tempering algorithm [510]. The

algorithm is based on simulated annealing [519] and takes advantage of custom CMOS hardware to
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evaluate the objective function of every one-flip neighbor of the current assignment in parallel [384].
The next assignment to be visited is randomly selected among a set of accepting neighbors, that is, the
set of neighbors that either improve the current assignment or slightly increase the objective function,
according to a probabilistic threshold. As with a classic simulated annealing, this threshold depends on
the temperature of the search: the higher the temperature, the more likely the search is to accept worse
solutions. In order to escape from the local optima quickly, the Fujitsu Digital Annealer uses dynamic
offset to increase the energy of a state. The temperature changes according to a predefined schedule,
depending on whether the search should be focusing on exploring the search space or intensifying in a
specific region.

The Digital Annealer runs multiple “replicas” of this search process in parallel with each replica
using one of a set of predefined temperatures. After a given number of iterations, a permutation of the
temperatures is applied to the replicas, and each replica continues the search from its current solution
with the new temperature. This mechanism allows the exploration of different regions of the search
space in parallel: while some replicas are intensifying around the best solution in an area, others explore
regions that may contain better solutions.

The parallel tempering algorithm is an approximate method. Therefore, unlike general-purpose
optimization solvers, such as Gurobi [607] or CPLEX [578], the Digital Annealer is a heuristic solver
specialized in solving QUBO. For an in-depth discussion of the hardware and software aspects of DA,
we refer the readers to recent papers and reports [384, , ].

In this work, we focus on the most recent third generation of the Digital Annealer (DA3). Compared

to previous versions, it integrates a number of additional features:

e Users do not need to set penalty coefficients, as DA3 sets them automatically. Good penalty
coefficients are important, as the temperature setting of DA3 is sensitive to the shape of the

landscape of the objective function.

e One-hot constraints (i.e., Y, x; = 1) are used to represent the assignment of a unique object to
a slot [510]. Typically, a grid of binary variables in which, in each row (or column) exactly one
variable is equal to one, is represented by one one-hot constraint for each row (or column). The
one-flip neighborhood can be inefficient when many variables are involved in such constraints,
because flipping one of the variables requires a second flip to satisfy these constraints. In DA3,
specialized 2-flip and 4-flip neighborhoods are used to explore the neighbors of variables that are

part of one-hot constraints.

e Inequality constraints can be specified without using slack integer variables such as in (3.11). DA3
considers these inequality constraints as hard constraints when exploring the search space and

employs specialized techniques to ensure their satisfaction in each assignment [510].

3.4 Direct Models for JSP

Despite the relatively abundant studies on using QUBO and specialized hardware to solve JSP, most of
them focused on indirect approaches, i.e., modeling JSP as a sequence of feasibility problems instead of
an optimization problem. In this section, we review two direct MIP models that represent the two main
modeling directions of JSP. These two models are converted to QUBO models in the next section. We

also review the state-of-the-art direct CP model that we compare our approaches against.
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3.4.1 Direct MIP Models of JSP

In this section, we review two common mized integer programming (MIP) formulations of JSP in the

literature.

3.4.1.1 Disjunctive MIP Model of JSP

The decision variables of the disjunctive MIP (DM) formulation [18] are:
® z;,, - continuous start time of the activity in job j on machine m.
® 2 m - binary indicator of whether job j precedes job k on machine m.

e C\ 4z - continuous makespan

The DM is given by:

ngrglizn Crnaz, (3.12a)
st @y 2w Vj=1,.,N,Yh=2,.. M, (3.12b)
Crnaz > T 55 +d; 1, Vj=1,..,N, (3.12¢)
Tjm > Thom + dieom — V(i km), Vi k=1,..,N,j <k¥m=1,.. M, (3.12d)
Thom > Tjn + i — V(1 = 2j jm)s Vik=1,...,N,j <k ¥m=1,.. M, (3.12¢)
Tjm >0, Vji=1,..,N,Vm=1,.. M, (3.12f)
Zjkm € {0,1}, Vi k=1,..,N,j<kV¥m=1,.. M. (3.12g)

Constraints (3.12b) are the precedence constraints which ensure that all activities of a job are scheduled
in the predefined order. Constraints (3.12¢) ensure that the makespan is at least the largest completion
time of the last activity of all jobs. The disjunctive constraints (3.12d) and (3.12e) ensure that no
two activities can be executed on the same machine at the same time. V has to be large enough to
guarantee the correctness of (3.12d) and (3.12¢). In the DM formulation, we assign V = |A| X dmaz,
since the completion time of any activity cannot exceed the summation of the worst-case duration of all
the activities. We use the same V value in the rest of the chapter. Constraints (3.12f) ensure that the

start time of each job is greater than or equal to 0. Constraints (3.12g) define the variable domain.
3.4.1.2 Time-Indexed MIP Model of JSP
The decision variables of the time-indexed MIP (TIM) model [566, 543] are:

® T, - a binary indicator that equals 1 if the activity in job j on machine m starts at time
t=1,..,T.

The time horizon T is set to be the upper bound of the makespan, namely 7' = | A| X dyqr- The TIM

is given by:

min . (3.13a)
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T
St Tjma=1, Vi=1,..,N,Vm=1,.. M, (3.13b)
t=1
T
ij,afwt(t+dj,o§u) S Oma;m v.] = 17"'7N7 (313C)
t=1

VE=1,.,T,¥m=1,....; M, Tj s = [t — djm + 1,1, (3.13d)
T T
ij’gi_lyt(wrdm_l) <D @t V=1 NVh=2,., M, (3.13¢)
t=1 t=1
Tjmas € {0,1}, Vi=1,...NVm=1,.,MVt=1,..T. (3.13f)

Constraints (3.13b) are the one-hot constraints, which ensure that an activity can start only once. Con-
straints (3.13c) are the makespan constraints which ensure that the makespan is at least the largest
completion time of the last finished activity of all jobs. Constraints (3.13d) are the resource capacity
constraints which make sure that there is no overlap of activity execution on the same machine. Con-
straints (3.13e) are the precedence constraints which ensure that all activities of a job are executed in

the given order.

3.4.2 Direct CP Model of JSP

We also review a classic constraint programming (CP) formulation [59] of JSP.
In the CP model, operations are represented by interval variables [609]: variables whose domain is a
subset of {L} U{[s,e)|s,e € Z,s < e}, where s and e are the start and end of the interval respectively

and [ = e — s its length. In the CP model, the decision variables are:
® z;,, - an interval variable representing operation 0; ,,,, with the duration d; ,, = [.
e Cpuq. - an integer variable representing the makespan.

The CP model is as follows:

mgn Chnaz (3.14a)
s.t. endOf (:I;j’o-i,—l) < startOf (xjﬁi) , Vi=1,...N,Yh=2,... M, (3.14b)
endOf (xM{) < Coass Vj=1,..,N, (3.14c)
disjunctive ({1,m, ..., TN,m }) ; Ym=1,.., M, (3.144d)
startOf (x;,m) > 0, Vi=1,..N.Vm=1,...., M, (3.14e)
Crnaz > 0. (3.14f)

The objective function is to minimize makespan, as stated in (3.14a). Constraints (3.14b) are the
precedence constraints which guarantee that all operations of a job are processed in order. Constraints

(3.14¢) ensure that the makespan is at least the largest completion time of the last operation of all
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jobs. Constraints (3.14d) are global constraints which ensure that no two operations overlap on a given

machine.

3.5 Direct QUBO Models of JSP

In this section, we present two direct QUBO formulations for JSP based on the two common MIP models
of JSP: the disjunctive and the time-indexed models in Section 3.4.1. We then analyze the sizes of the

two models. In order to model larger JSP problems, we use the binary encoding in QUBO models.

3.5.1 Disjunctive QUBO Model

The disjunctive QUBO (DQ) model is based on the disjunctive MIP model [18] in Section 3.4.1.1. There
are multiple decision variables. Variables &; ,,, represents the integer start time of the operation of job j
on machine m, while Cpnqz is the integer makespan variable. As in Section 3.4.1.1 we use & to represent
the binary expansion of integer variable x in QUBO. Variable z; ,, is a binary variable that is 1 if

the operation of job j on machine m precedes the operation of job k on machine m and is 0 otherwise.
(1) 2(2) (3,1) .(3,2)
§7,8

55,0085 2 Sjkmo Sjkm
Every non-negative integer variable is represented as its binary expansion. For convenience, we use

are integer slack variables in penalty terms representing different constraints.

Cinaz to represent the binary expansion of C),4,. The DQ is as follows:

min Conax (3.15a)
N M 0 )

) (fj,az;,l Tdigi fj,agb) (3.15b)
j=1h=2
N . 2

+ p2- Z (jj,afw + dj,M + §§‘2) - Omax) (3.15(})
j=1
M N-1 N )

+ p3- Z Z (i‘k,m - i’jm@ — dj)m +V-V. Zjkm — §§?]£7)n) +
m=1 j=1 k=j+1

5 . 23.2) )

(zj,m —Zrm — dem +V - 2 km — sj7,;7m> (3.15d)
zjkm €{0,1}, Vi k=1,..,N,j<kVm=1,.,M, (3.15¢)
A B (1) 42 (31 4(32) . _

Craz 2 0,&5,m,58; 5,87, 87 10,8 m €L, Vj=1,..,N,VYm =1, ..., M. (3.15f)

Term (3.15a) is the original objective function of the JSP. Term (3.15b) is the quadratic representation
of precedence constraints, added to the objective function as a penalty term. A precedence constraint
guarantees the start time of the h-th operation of job j is greater than the end time of the (h — 1)-th
operation of job j if h > 1, i.e.,

AJ ol Z i‘j,ai71 + G0l (3.16)
We penalize the constraint violation by transforming it to
A& . _ 2
pro(@p0 =850 —dj ) (3.17)

where p; is a sufficiently large integer. As we are minimizing the overall objective, we want (3.17) to
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evaluate to 0 when constraint (3.16) is satisfied and to a non-zero value proportional to its violation
when it is not. Thus, we add an integer slack variable to (3.17) and it becomes term (3.15b). As long
as pp is large enough, violating the precedence constraints would lead to a significantly large increase in
the overall objective, which would reasonably be avoided by QUBO solvers.

Similarly, term (3.15¢) is the quadratic representation of the makespan constraints. Term (3.15d) is
the quadratic representation of the disjunctive constraints, with the help of a sufficiently large constant

V to enforce the disjunction.

3.5.2 Time-indexed QUBO Model

The time-indexed MIP model [543] is well known for its poor scalability since there is a binary variable
for each (job, machine, unit of time) triple. However, it is straightforward to transform a time-indexed
MIP model into a QUBO model, and, as we show below, there are advantages of a time-indexed QUBO
(TIQ) model. In TIQ, x; ¢ is a binary variable that is 1 if the operation of job j on machine m starts
at time ¢t and is 0 otherwise. Cinag is the integer makespan and §; is the integer slack variable for the

makespan constraint of job j. The TIQ is as follow.

min Cruaz (3.18a)
N M /T 2

+pa-y > (Z Timt — 1) (3.18b)
j:l m=1 \t=0

+p5-z > S B Timats (3.18¢)

J=1(m1,m2)€EP; t1+dj m, >t

+ D6 Z Z Z Lji,mot1 * Lja,mito (3'18d)

m=1 ji1#j2 0<ta—t1<dj; ,m

N T 2
+ pre Y (Z (t T t) +d; e 8- émam) (3.18¢)

j=1 \t=0

Crmaz > 0,8; € Zyxjms € {0,1}, Vj=1,...N,¥Ym=1,...,M,¥t =0,...,T. (3.18f)

The objective term (3.18a) represents the makespan to be minimized. Term (3.18b) ensures that an
operation only starts once. T is the horizon, i.e., the upper bound of makespan and py4, ps, ps and pr
are coefficients that penalize the value of a term if it is non-zero. Term (3.18¢) represents the precedence
constraints within a job. P; is the set of machines pairs that have consecutive operations of job j. Term
(3.18d) represents the resource constraints, where two jobs cannot overlap on the same machine at any
time point. Term (3.18e) guarantees that the completion time of each job does not exceed the makespan.

The size of the time-indexed QUBO model in Venturelli et al. [390] is often large as each operation
considers all time points up to the timespan 7. Given a reasonable timespan, constraint propagation
[610] could provide lower and upper bounds for the makespan and the starting time of operations, thus
resulting in a significant decrease in the number of time points each operation takes into account. For
example, consider the makespan in the range [0, 63], we then need 6 bits to represent the makespan. If
we know the lower and upper bound of the makespan to be [50, 63], we then only need 4 bits to represent

an integer variable in the range [0, 13].



CHAPTER 3. QUBO-ACCELERATED LNS FOR JSP 52

Venturelli et al. [390] (see Section 3.2.3) proposed a slightly different time-indexed formulation that
solves a series of feasibility problems with decreasing horizon rather than having an explicit makespan
objective. However, as our purpose is to establish a baseline performance of direct QUBO models, we

use a model that is solved in a single QUBO run.

Shimada et al. [392] (see Section 3.2.3) experimented with a number of QUBO models for JSP on
the Fujitsu Digital Annealer, with the best one being an Approximate Expression (AE) model. It is a
time-indexed QUBO model that uses the sum of completion times to approximate makespan, and needs
no general integer variables. The AE model replaces term (3.18a) by the following term, while retaining

terms (3.18b) to (3.18f).
T

N M
DD (ttdim) T (3.19)

j=1m=11t=0

Though not optimizing the makespan directly, by reducing the completion time of all operations, the
AE model will tend to reduce the makespan. As far as we are aware, the AE model is the state-of-the-art
QUBO approach to JSP. We include the AE model in our experiments.

3.6 Rank-Guided Large Neighborhood Search

Large Neighborhood Search (LNS) [247] is a framework that combines the scaling advantage of local
search with the search power of specialized solvers. A detailed literature review of LNS is presented in
Section 2.3.1. LNS modifies an existing solution to the problem by selecting a subset of variables and
unassigning them. LNS then searches in the space induced by these unassigned variables. The choice of
variables to unassign, namely the neighborhood heuristic, is crucial to the performance of LNS. For JSP,
classical neighborhood heuristics identify a set of operations to focus search effort on. For example, the
time window neighborhood heuristic selects all the operations that are scheduled in a particular time
interval [265]. The resource load neighborhood heuristic selects operations scheduled on a particular set

of resources [257].

By contrast, we propose a rank-guided neighborhood heuristic that considers all operations but
restricts their time windows based on rank information extracted from solutions of multiple one-machine
scheduling problems. That is, the large neighborhood is formed by the heuristic restriction of variable
domains, a generalization of the standard approach that fixes a subset of variable values and completely

relaxes the domains of the rest.

As shown in Figure 3.4, the proposed LNS approach alternately solves multiple one-machine problems
and a single multi-machine problem. The two main components are rank generation and constrained
global search. In rank generation, one-machine problems are solved to generate operation ranks, which
if combined naively might lead to cycles. In constrained global search, the multi-machine problem hence
derives a time window for each operation from the single machine schedules and searches for improving,
feasible solutions within the constrained time-windows. Conversely, a given global solution is used to
define “rank windows” for operations in each single machine problem. The primary decision variable
is the rank of each operation and the feasible domain of each rank variable is established via inference

from the current global solution.
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Figure 3.4: General description of rank-guided LNS.

3.6.1 Rank Generation

The rank of an operation is its position on its machine. The operation scheduled first has a rank 1, the
second scheduled operation has rank 2, and so on. Ranks can serve as decision variables for JSP [514]
since a feasible solution is obtained once all the one-machine sequences are generated and combined
without cycles. Ranks can be obtained from solving one-machine scheduling problems, which have been
used as subproblems in decomposition methods for JSP (e.g., the shifting bottleneck heuristic [552], as
reviewed in Section 3.2.2.2.2). Here, we obtain ranks by solving one-machine problems formulated as
rank-based QUBO models.

The rank generation process is done by simultaneously solving multiple one-machine problems, one
for each machine. Provided the total size of models for each machine is smaller than the hardware
capacity, all models can be solved in parallel as they are independent.

The rank-based single-machine model assigns a rank to each operation on a machine, hence binary

variable x; , is 1 if the operation of job j is in the g-th rank and 0 otherwise. The model is as follows.

N/2 N
mlnz ij,q ’ POSJ' : (N - q) ' dmaa: (320&)
R
N N
+ D> wyg (Hy—Ty) - (N —q) (3.20b)
q=1 j=1
N /N 2 N [N 2
+p8'z< x”_l> +po D | D w1 (3.20¢)
J=1 \g=1 q=1 \j=1
24 €4{0,1}, ¥j=1,..,N,Yg=1,..,N. (3.20d)

The constant N is the number of operations on the machine and, consequently, the highest rank.
In the objective, Pos; is the precedence position of the operation j in its job. If operation j is the
h-th operation in a job, then Pos; = h. Recall that the job ordering is fixed for each job. Thus, for
the operations that are ranked from 1 to N/2, the term (3.20a) favors small job precedence positions.

Note that N/2 is a tunable parameter. We use N/2 to ensure that precedence positions are taken into
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consideration in the first half of the one-machine sequence.

In (3.20b), H; is the ‘head’ [552] or the inferred earliest start time of operation j and T} is the ‘tail’
[552] of operation j, i.e., length of the longest path from the end of the operation to a dummy node
representing the makespan variable. The heads and tails are generated by constraint propagation with

a makespan upper bound (see Figure 3.5).

The term (3.20b) represents the weighted sum of operation head minus tail. The weight N — ¢
prioritizes operations with small value of (H; — T}) to start early. Terms (3.20c) are penalized one-hot
constraints that guarantee each position of the machine sequence is assigned to only one operation and
each operation is assigned only one position. Overall, therefore, this model seeks to assign ranks such

that operations with small job-precedence positions and small heads vs. tails are scheduled earlier.

Extra constraints on ranks are added to the model based on the operation time windows extracted
from a feasible, partial solution to the multi-machine problem. We denote a feasible partial solution by
sP and a globally valid upper bound on makespan as UBc. We then define the reference time windows
as the following lower and upper bounds for operation start times obtained via constraint propagation
based on s? and UBg¢:

[LBjm,UBj.],Vj=1,..,N,.¥Ym=1,..., M. (3.21)

We restrict the domain of rank variables according to the reference time windows. For the operation

0j,m of job j on machine m, we define the following two sets:

Bjm =1{0jym|UBj ,m < LBjm}, (3.22a)
Ajm ={0j/m|UBjm < LBjrm}, (3.22b)

where Bj ,, is the set of operations on machine m that have a maximum reference start time that is
less than the minimum reference start time of 0;,,. In any improving schedule, each 0; ,, € Bj ;,, must
be scheduled before 0;,,. Similarly, A; ., is the set of operations that are scheduled after o, ,, in any

improving schedule. Then the resulting rank domain becomes:
1 Bjim| <7jm <N = [Ajml, (3.23)

where r;,, represents the rank of the operation o;,,. In the rank-based QUBO model, we remove

variables x; 4, if ¢ < |Bjm| or ¢ > N — |4, ]

In addition, for operation o; ,,,, for each operation 0/ ,,, € Bj m, it is safe to conclude that 7/ », < 7.

Thus, we can add the following penalty term (p1g is a sufficiently large coefficient) to the rank-based
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Figure 3.5: The head and tail of operations. The dark blue boxes are the operations and the lighter blue
boxes are time windows of the two operations.
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QUBO model of machine m:

N N

P10 - > > wiering | (3.24)

J:i’=1, UBys ,,<LBjm \4q,9’=1,9<q¢’
The constraints (3.24) are conflict constraints that can be represented as

Tjq+zjg <1, V)5 =1,..,N,

) o (3.25)
Vg,q¢ =1,...,N,q< ¢, fUBj p, < LBj .

Note that the problem defined by (3.20a) to (3.20d) is the assignment problem that can be solved
in polynomial time [611]. The assignment problem with conflict constraints, in the form of (3.25), is
strongly NP-hard [612].

By solving the QUBO models with extra constraints for all one-machine problems we obtain operation

ranks that are used to constrain the multi-machine global search.

3.6.2 Constrained Global Search

We use a constrained version of the standard multi-machine CP model (3.14) in Section 3.4.2 to conduct
the global search. Given a set of one-machine schedules (e.g., from the rank generation procedure) along
with a feasible solution of the multi-machine CP model, we add the following constraints to the CP
model.

We define an integer parameter k that controls the size of the neighborhood. For machine m, we
define the given operation ranks as reference ranks, denoted by {1 < g;.,» < N,Vj = 1,..,N}. For
machine m, job j; and job jo, if the condition gj, m + k < gj,,m — k is satisfied, then oj, » executes

before 0j,,,. Thus, we add the following constraints:

endOf(zj, m) < startOf(zj, ,,), Vm =1, ..., M,

o ' (3.26)
Vi, je=1,....N, if gjy.m +k < gjpom — k.

We also constrain the time windows of each operation based on reference ranks. We sort the durations
of operations on the same machine in ascending order to get the following ordered set for each machine
m:

{d},,d%,,...,dN}, (3.27)

1

L <d? <.<dN~-! <dl. To enforce a rank window of [g;m — k, gj.m + k] to the operation

where d

0j,m, then we add the following constraints:

Gjom—k—1 N—-gjm—k+1
di, <startOf(z; ) < Crnaz — dy,,

Vj=1,..,N,Ym=1,.. M.

With the two sets of constraints (3.26) and (3.28) modify the standard CP model for JSP, the
global search during the CP solving is constrained and hence leads to a smaller search space and can be

conducted faster.
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3.6.3 Rank-Guided Neighborhood for JSP

The ranks obtained from one-machine problems are converted to constraints on time windows and added
to the multi-machine model. The constrained problem only contains a subset of solutions to the original
problem, and hence forms a neighborhood for search.

For machine m, let {g;m = 1,...,N,Vj = 1,..., N} be the reference operation ranks generated from
the corresponding one-machine problem. We want the real ranks {r;,,, =1,...,N,Vj =1,..., N} in any
feasible solution to be close to the reference ranks. We use a parameter k to represent the distance from

the real rank to the reference rank. Then the ideal rank-guided neighborhood is expressed by
Gim —k <rjm < gjm +kVi=1,..,N,Ym=1,.., M. (3.29)

This neighborhood is illustrated in Figure 3.6.

1S7‘3S5 k=2 SST7S9
g3 =3 g7 =7 |
9

|
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Figure 3.6: Rank-guided neighborhood for JSP.

This neighborhood contains solutions that are not far away from the reference ranks for every machine,
and the size of the neighborhood can be tuned by the parameter k. As the neighborhood with small &
(e.g., k = 1) is also small, the global search could quickly find better solutions or conclude infeasibility.
With larger k the neighborhood needs more effort to be searched, but the number of solutions inside is
still reasonably small. However, since the neighborhood is guided by reference ranks, that are generated
with multiple jobs taken into consideration, the neighborhood is expected to contain lots of high-quality
solutions, which helps search find better solutions more likely.

For models with ranks represented, this neighborhood can be formed by adding constraints on ranks
directly. However, for models without rank information, such as the standard CP model for JSP, a
relaxed neighborhood in terms of time windows is considered. As shown in Section 3.6.2, we add two
sets of constraints on time windows.

We call the neighborhood formed by the two sets of constraints (3.26) and (3.28) the (relazed)
rank-guided neighborhood. Note that the (relaxed) rank-guided neighborhood is larger than the ideal
rank-guided neighborhood formed by (3.29), since constraints (3.26) and (3.28) make a conservative
estimation. In practice, we use the (relaxed) rank-guided neighborhood as the multi-machine models of
interest only have start time variables instead of rank information. In the rest of the chapter, we omit

the prefix “relaxed”.

3.6.4 Large Neighborhood Search

The full rank-guided large neighborhood search (RGLNS) procedure is shown in Algorithm 3. At line 1,
the best solution sol* and the best objective value v* are set to soly and vg. Until the time limit, the

algorithm repeats lines 3 to 11.
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At line 3, a number of machines depending on a ratio are randomly selected and their operation
sequences are relaxed. M, and M, are the sets of relaxed and unrelaxed machines and ratio = M, /(M,+
M,,). The algorithm then performs constraint propagation with the best-known objective value and the
precedence graph induced by the relaxed and unrelaxed machines, producing time windows tw, for the
operations on the relaxed machines. At line 5, the QUBO models of the one-machine problems for each
of the relaxed machines are bundled together as the input to a QUBO solver. The QUBO models are
then solved in parallel as decision variables for them are not connected by constraints. Thus, the rank
generation step calls the QUBO solver once.

The initialization of constrained global search is performed at line 6. While there is no feasible
solution and k has not reached its limit at line 8, the algorithm repeatedly searches for better solutions
with increasing k values. Note that when k reaches N/2, the constrained CP model would be the same
as the original CP model. Thus, the limit of k is set to a smaller value N/3. t4 is the running time of
the constrained global search which is updated according to the solution status, as detailed in the next
section.

In the search, constraints (3.26) and (3.28) are added to operations on relaxed and unrelaxed ma-
chines. The reference ranks of the operations on M, are based on the solving one-machine problems at
line 5, while the reference ranks of the operations on M, are the corresponding operation ranks in the
best feasible solution sol*. As a consequence, operations on M, also have time windows constrained by
(3.26) and (3.28).

Parameters k and t; are updated according to the solver status, as shown at line 9. Thus, the
growing neighborhood mechanism [257] has been realized by increasing k gradually: operations get less
constrained as the neighborhood grows. At line 10 and 11, when feasible solutions are found, if the
best solution among them is better than sol*, the algorithm replaces sol* and v* for the next iteration.

Otherwise, it keeps using the current solution.

3.7 Empirical Evaluation

In this section, we present our experimental results. Recall that our goal is to investigate if specialized

hardware can be used to solve non-trivial JSP problem instances.

3.7.1 Experiment Settings

Our solvers are the CP solver IBM ILOG CP Optimizer (CPO) V20.1.0, the MIP solver Gurobi V9.5.0,
and the QUBO solver, the Fujitsu Digital Annealer (DA) [613]. The third generation DA (DA3) is
a hybrid system of hardware and software with a capacity of 100,000 binary variables. For our DA
environment,’ the coefficients for the quadratic terms range from —2%2 to 262 and those for the linear
terms range from —27 to 273 [510].

For our experiments, we run DA3 on a remote computer and do not include the communication time
in our runtime limits and results. The programs for running DA3, CPO, and Gurobi are written in
Python 3.7 and run on a Ubuntu computer with Intel(R) Core(TM) i7-9700K CPU @3.00GHz with 32
GB RAM.

1Experiments were conducted on the Digital Annealer environment prepared exclusively for research at the University
of Toronto.
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Algorithm 3: Rank-guided LNS
input : JSP data; initial solution/objective soly/vp; initial runtime for constrained global

search tg; time limit T, 4, initial ko.

output: The best solution/objective sol* /v*.

=

v* < g, sol* + soly;

2 while Runtime < T,,,4 do

3 (M,, M,) + RelaxMachSeq(sol*,ratio);

4 tw, < Propagation(sol*,v*,M, ,M,);

5 rw, < RankGeneration(M,, tw,);

6 k < kg, status < Infeasible, t; + tg ;

7 | while status # Feasible and k < N/3 do

8 (sol, v, status) < CGSearch(rw,., sol*, My, k, ts);
9 (k, ts) + ktUpdate (status);

10 if v < v* then

11 L sol* + sol, v* + v;

3.7.2 Experiment Metrics

We use the best objective value found and the mean relative error as two measures. Let B;;, be the
best solution attained by runtime ¢ of approach a for instance i. The relative error at time ¢ for approach
a on instance 7 is shown in (3.30) where B; represents the best known lower bound in the literature for
known benchmarks or the best feasible objective value over all approaches for generated instances. For
a minimization problem, (3.30) is always non-negative. The mean relative error of approach a at time
t, MRE(t,a), is computed in (3.31).

RE(i,t,a) = w (3.30)
1
MRE(t,a) = i > RE(i,t,a) (3.31)
€L

3.7.3 Experiments on Small Instances

As an initial experiment, we restrict ourselves to small problems to test if direct models are promising
enough to try on large problem instances as future hardware capacity evolves.

We test 5 randomly generated JSP(25,5,100) instances and 5 randomly generated JSP(100,10,100)
instances, with integer operation processing times uniformly drawn from [1..100]. We obtain initial
solutions and associated makespans by using the shortest-processing time (SPT) dispatching rule [614].
Then, all the JSP instances are preprocessed by constraint propagation to generate lower and upper

bounds on the makespan and on the start time of each operation. The QUBO sizes of direct models are
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all significantly smaller than a naive model.

For the DA3, we use the default parameter configuration that works reasonably well across the
instances. The penalty terms are selected so there is no violation to any constraints. The DA3 was run
for 20s for direct models and 1s for rank-based models. The total runtime of the rank-guided LNS is 20s
for fair comparison. When testing TIQ with approximate expression (TIQAE) [392], DA3 was run for
1s per iteration and 20 iterations (20s in total), matching the authors’ parameterization.

For the rank-guided LNS, the constrained global search is initialized by setting ratio to 0.7 and kg to
1. Once the solver status is ‘Infeasible’ or ‘Timeout’, k is increased by [N/10], where N is the number
of jobs. The runtime of the multi-machine CP model on CPO is fixed to 1s (t; = 1).

For comparison, we run the standard CP model defined in (3.14) and classical CP-based LNS with

the same CP model using CPO. We select the time window neighborhood with two windows and the

resource load neighborhood with 65% resources [257]. We also run the disjunctive MIP model in (3.12)
[18] on Gurobi.
RGLNS CP-LNS | Existing Direct model
Size | QUBO/CP | TW RL | TIQAE | DQ TIQ MIP Ccp
) 355 387 387 355 inf 355 *355 *355
X 282 282 282 282 inf 282 *282 *282
) 372 372 372 372 inf 372 *372 *372
369 369 372 369 inf 369 *369 *369
355 355 355 355 inf 355 *355 *355
10 780 818 917 inf inf inf *780 *780
X 788 802 838 inf inf inf *788 *788
10 872 882 920 inf inf inf *872 *87T2
785 787 866 inf inf inf *785 *785
766 775 821 inf inf inf *766 *766

Table 3.1: Makespan of small instances.

The total runtime of each of the aforementioned approaches is 20s. CPO and Gurobi are set to the
default configurations. The makespan results are shown in Table 3.1.

In the table, RGLNS is the rank-guided LNS. TW is the time window neighborhood and RL is
the resource load neighborhood. The “*’ indicates proved optimality. For both 5 x 5 and 10 x 10
instances, the standard CP model and the disjunctive MIP model find and prove an optimal solution in
2s. RGLNS is competitive as it finds the same solutions in 2s, but, as a heuristic method, is unable to
prove optimality. The classical neighborhood TW is better than RL, but both are worse than RGLNS.
The TIQ and TIQAE achieve good results for 5 x 5 instances but cannot find any feasible solutions for
10 x 10 instances. The DQ is the worst as it produces no feasible solutions to any instance.

The results demonstrate that DA3 can solve very small JSP instances with TIQ or TIQAE but the
solution quality degrades substantially with even modest increases in problem size. Although 10 x 10

JSP is not the largest problem DA3 can represent with DQ or TIQ, our experiments already show the
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challenge in terms of directly solving JSP.

3.7.4 Experiments on Large Instances

We test JSP(400,20,100) Taillard benchmark instances from the OR-Library [(15]. Direct QUBO models
for these problems are too large for DA3 and hence are not included. As on the small instances, DA3 is
run 1s for rank generation. For the constrained global search running on CPO in RGLNS, we still set
ratio to 0.7 and kg = 1 and update k by [N/10] once the CPO status is ‘Infeasible’ or ‘Timeout’. We
set tg = 5 as we only want to put little effort on proving infeasibility when k& is small. Once the solution
status is ‘Timeout’, the CPO runtime is updated to larger values: 10N seconds, as shown at line 9 of
Algorithm 3.

RGLNS CP-LNS Direct model
Taillard QUBO/CP | TW RL | MIP CP

20 x 20 21 1659 1727 1748 | 1684 1655
22 1620 1640 1689 | 1641 1629
23 1569 1604 1629 | 1588 1584
24 1652 1703 1745 | 1718 *1644
25 1601 1619 1719 | 1638 1598
26 1660 1679 1704 | 1711 1674
27 1699 1749 1781 | 1723 1693
28 1604 1648 1714 | 1633 *1603
29 1628 1653 1679 | 1651 1634
30 1598 1619 1669 | 1636 1599

Table 3.2: Makespan of selected Taillard instances.

As shown in Table 3.2, rank-guided LNS achieves good results. CPO running for 10/Ns finds five best
solutions compared to the other approaches. The rank-guided LNS is much better than the disjunctive
MIP model and the classical LNS with time window or resource load neighborhoods.

The MRE graph comparing against best-known lower bounds is shown in Figure 3.7. At the bottom,
we can see that RGLNS with DA3 and CPO running for 1s and 10N's performs almost identically to the
standard CP model.

3.7.5 Scaling to Larger Instances

To evaluate the limit of the RGLNS, we do further experiments on randomly generated square JSP
instances of size {25, 30, 35,40, 45,50}, with operation duration uniformly drawn between 1 and 100, as
there is no such benchmark instances in the literature. We focus on square instances as they are in
general more difficult than rectangular instances [(16]. The standard CP model, the disjunctive MIP

model, RGLNS, and the two classical LNS are run for 3600s per instance for 10 instances per size. The
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Figure 3.7: MRE of 20 x 20 Taillard instances.

configurations of DA3/CPO/Gurobi and the parameters of RGLNS remain the same as the experiments
on Taillard instances. The final MRE comparing against the best feasible objective values over all
approaches with respect to problem sizes is plotted in Figure 3.8.

The figure shows that the RGLNS is on average better than direct CP when problem size is smaller
than 40 but underperforms CP after 40. The performance of MIP and classical LNS deteriorates rapidly
as the problem size increases. In particular, Gurobi with the disjunctive MIP model cannot find any
feasible solution for 35 x 35 or larger instances in 3600s. By contrast, RGLNS has a much slighter relative
performance degradation with increasing problem size.

The MRE plot of the 60 instances over time is shown in Figure 3.9. For the instances that Gurobi
fails to find any solution, we use the SPT makespan to calculate the MRE. We can see that RGLNS
significantly outperforms MIP and classical CP-based LNS, while being competitive with CP.

3.7.6 Comparing One-Machine Models

The one-machine scheduling problems of the rank-guided LNS can be solved by other methods. A
key question is whether the use of the DA3 provides advantages over alternative techniques within the
RGLNS approach. Hence, we compare DA3 with the QUBO model defined above, CPO with a rank-
based CP model, and Gurobi with a rank-based MIP model. While having the same decision variables
x4 as the rank-based QUBO model, the MIP/CP model also use (3.20a) and (3.20b) as the objective
function, with variable pruning induced by (3.23). Instead of terms (3.20c) and (3.24), the MIP/CP
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models have constraints (3.25) and the following constraints:

N
ij,q =1,Vg=1,...,N.
=t (3.32)

N
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Figure 3.10: MRE of one-machine scheduling problems.

We randomly generate 10 instances each for one-machine problems with the operation number in
{10,20,30,40,50,60,70,80} and the operation heads and tails uniformly drawn between 1 and 500. The
window of each operation start time is given by constraint propagation with fixed machine sequences
obtained from the SPT solution. The three methods are each run for 20s. The MRE results are shown
in Figure 3.10. DA3 and Gurobi reach similar solution qualities at 20s, while DA3 finds good solutions
much faster. CPO performance is consistently worse than Gurobi and DA3 throughout the 20s.

These results show that, for the one-machine problems in RGLNS, the third generation Fujitsu Digital
Annealer outperforms existing state-of-the-art approaches, demonstrating its value within the RGLNS

framework.

3.8 Discussion

Our hybrid approach that incorporates traditional optimization techniques and novel hardware makes
solving large JSP with a QUBO-based approach possible. The largest JSP that previous QUBO-based
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methods could solve on specialized hardware is a 6 x 6 instance with tiny d;q. = 2 [390]. Our approach
can solve 20 x 20 to 50 x 50 JSPs with d,,4, = 100 and, as shown by our experiments, achieves results
that are competitive with state-of-the-art constraint programming based approaches. Note that for
Taillard 20 x 20 benchmark instances, the makespans found by RGLNS are on average 0.7% worse than
the makespans found by state-of-the-art metaheuristics [617]. Our goal, however, was not to compete
with JSP-specific meta-heuristic techniques but to investigate if non-trivial scheduling problems can be

solved using hardware designed for a general optimization problem.

3.8.1 Binary Expansion

The better performance of TIQAE than TIQ and the failure of DQ cast a shadow on using binary
expansion for integer variables in QUBO. We believe that the DA3 does not perform well with the
binary representation of integer variables due to its one-flip neighborhood. Flipping one bit in a binary
representation of an integer can lead to very distant integers, requiring changes to many other binary
variables to achieve an energy of zero (i.e., feasibility). Since general integers naturally appear in many
optimization problems, an important question for future work is whether difficulties in solving problems

with integer variables are seen with other QUBO hardware.

3.8.2 Decomposition: Benefits and Insights

The main advantage of the RGLNS decomposition comes from the combination of the two fields of QUBO
and CP. Through a decomposition, it is possible to relax the problem by introducing abstractions such
that the resulting relaxation is more amenable to the technique chosen at each stage. The result is
an algorithm that can ignore precedence constraints during the rank generation and relieve a certain
amount of computational burden when considering the precedence constraints during the constrained

global search.
The idea of guiding global search with operation ranks is new, the framework of the RGLNS can

be generalized to a larger class of routing and scheduling problems than just the job-shop scheduling
problem. An appropriate candidate problem should have multiple resources, (e.g., machines in JSP)
such that some reference sequences of tasks (e.g., operations in JSP) can be obtained from each of the
resources independently. Then some guiding or pruning algorithms could be developed to speed up the
solving process when all resources are considered together, with high-quality solutions kept in the search
space.

The RGLNS framework is compatible with both exact and non-exact methods, hence most of the
existing models and approaches. Nonetheless, some efforts are needed in the case of an overall exact ap-
proach as primal and dual bounds need to be managed correctly. In the non-exact case, such an approach
can help make intractable problems manageable without too much loss in performance. Unfortunately,
the RGLNS is not a pure QUBO approach as it uses CP as a major module. Given the current hardware
size and the encoding compactness of JSP QUBO models, it is a reasonable compromise to use a hybrid
method to solve large JSP problems. As CP showed strong performance on JSP, for a pure QUBO
approach, one can consider integrating the adapted constraint propagation for the JSP QUBO models
and the QUBO-based local search algorithms in the constraint-based local search framework [618].
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3.9 Conclusion

We develop a rank-guided large neighborhood search approach, which is a new decomposition method to
solve JSP. This new approach is compatible with various subproblem solvers. More importantly, when
using specialized hardware, it becomes the first hardware-based approach that outperforms traditional
methods.

Our results show that current specialized hardware for solving Quadratic Unconstrained Binary
Optimization problems can only represent small job shop scheduling problems when using a direct
encoding and further that even on small instances, direct models perform poorly.

By contrast, we showed for the first time that it is possible to employ such specialized hardware
in combination with constraint programming to solve large-scale job shop scheduling problems. Our
experimental results on 20 x 20 Taillard benchmarks with the Fujitsu Digital Annealer for the one-
machine QUBO model and CP Optimizer for the multi-machine CP model show that our approach is
substantially better than mixed integer programming and competitive with a state-of-the-art constraint
programming model. It also beats all the existing hardware-based approaches and some classical CP-
based large neighborhood search variants with a single neighborhood heuristic.

Though presented with JSP, this idea can also be applied to other scheduling problems with minor
modifications. For future work, we are interested in applying this approach to intricate one-machine

scheduling problems or more general resource-constrained project scheduling problems.



Chapter 4

CP-based Branch-and-Price-and-Cut
for Bi-Path Multi-Commodity Flow

Problems

Constraint programming (CP) is compatible with various decomposition frameworks such as logic-based
Benders decomposition [106] and large neighborhood search [249]. There have also been a small number
of efforts on integrating CP into the branch-and-price-and-cut framework [619]. In this chapter, we
revisit this idea and propose a CP-based branch-and-price-and-cut framework to exactly solve a multi-
commodity flow (MCF) problem requiring two paths for each demand. The problem is to route demands
in a capacitated network under the minimum cost. The two paths for a given commodity must have
disjoint arcs and the delays accumulated along the two paths must be within a small deviation of each
other. CP is used at multiple points in this decomposition framework: for solving pricing problems, for
cut generation, and for primal and branching node selection heuristics.

These modules use a CP solver designed for network routing problems and can be adapted to other
combinatorial optimization problems. We also develop a novel, complete two-level branching scheme.
On a set of diverse bi-path MCF instances, experimental results show that our algorithm significantly
outperforms monolithic CP and mixed integer linear programming models and demonstrate the efficiency
and flexibility brought by the decomposition and the tailored integration of linear programming and CP

methodologies.

4.1 Introduction

The size of telecommunication networks has significantly increased in recent years [620], with new ap-
plications leading to the next generation of traffic routing protocols and new requirements such as small
end-to-end delay and resilience to link faults [621]. Larger networks and new requirements raise chal-
lenges for routing optimization and there have been several attempts to develop efficient optimization
algorithms to handle all technical constraints through approaches including linear programming (LP)
[622], non-linear programming [(623], meta-heuristics [(624], machine learning [625], and reinforcement

learning [620].

66
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In mathematical programming approaches, several constraints found in such problems are hard to
model, requiring an exponential number of constraints, big-M parameters, and intermediate variables
[627]. Constraint programming (CP), by contrast, allows greater flexibility and extensibility in the types
of constraints [572], resulting in the development of many global constraints for complex sub-problems
in industrial contexts. However, CP performance depends substantially on local reasoning arising from
inference algorithms embedded in each constraint [11]. Previous studies have shown that it is possible
to benefit from a more global perspective through the combination of LP and CP: addressing optimality
via LP relaxations and ensuring feasibility via CP inference [628, , , ].

CP-based column generation [7, 8] has been proposed as an approach to hybridization of CP and LP.
We extend this line of work by proposing CP-based branch-and-price-and-cut (BPC) [183] for a variant of
the multi-commodity flow (MCF) problem [241]. CP is embedded in all the functional components of the
BPC framework: column generation, cut generation, primal heuristics, and branching node heuristics.

In bi-path MCF, multiple commodities need to be routed in a network. Each commodity requires
unsplittable primary and secondary paths that are arc-disjoint (i.e., the two paths cannot share any
arcs) and delay-similar (i.e., the difference in delay accumulated over each arc in the two paths must be
less than a threshold value). Each commodity has a bandwidth requirement to reflect its demand, while
each arc in the network has a total bandwidth capacity limit. The goal is to minimize the total costs
of bi-path arc usage by the commodities. This MCF variant arises mainly in the deterministic Internet
Protocol (IP) network, with the main application being 1+1 protection [632], where the two paths are
used as working and protection channels, respectively. The bounded delay difference guarantees that
the user experience during the failure of primary paths does not suffer too much. The 1+1 protection is
illustrated in Fig. 4.1.

Another application is load balancing [621], where the delay difference is related to the buffer sizes
at the end of the routes and the bounded delay difference assures relatively small buffer sizes to reduce
the fixed hardware costs. Bi-path MCF is also relevant to the primary/secondary cache placements for

in-memory data grids [633].

4.1.1 Contributions

We make four primary contributions.

Working l
channel \ L. ] L]
- m BUFFER -
Protection / l / \
channel oy oy

Figure 4.1: 1+1 Protection.
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e We develop a CP-based branch-and-price-and-cut approach for the bi-path MCF problem. Differing
from existing CP-based BPC algorithms where CP is used only for pricing problems [7, 8, 9],
the proposed approach also uses CP for primal heuristics, branching node heuristics, and cut

generation.
e We design and implement a two-level branching scheme for the bi-path MCF problem.

e We conduct a thorough numerical evaluation on the bi-path MCF problem, showing the advantage

of the CP-based approach over compact mixed-integer linear programming (MILP) and CP models.

This chapter is based on a paper published in the INFORMS Journal on Computing [03/].

4.1.2 Organization

In Section 4.2, the problem is defined with proof of its complexity. Related research is reviewed in
Section 4.3. Two MILP formulations are presented in Section 4.4. In Section 4.5, a specialized CP
solver for network routing problems is introduced, followed by an overview of the CP-based branch-
and-price-and-cut framework in Section 4.6. In Sections 4.7 and 4.8, the CP-based column generation
and cut generation are detailed. The CP-based primal heuristic is presented in Section 4.9. The CP-
based branching node selection heuristic and a two-level branching scheme are described in Section 4.10.
Finally, a thorough experimental evaluation is conducted in Section 4.11, followed by discussions and

conclusions in Sections 4.12 and 4.13.

4.2 Problem Definition

In this section, we define a complex MCF variant where a primary and a secondary path must be
allocated to each commodity. The two paths need to be arc-disjoint, i.e., no arc is used by both paths.
Due to the time for a demand to traverse an arc, the two paths each have a total delay. We require
the difference between the two path delays to be no greater than a given threshold. Each commodity
has a bandwidth to reflect its resource consumption in the network, while each arc in the network has a
capacity for its bandwidth usage. The objective is to minimize the total costs of the primary paths and
the secondary paths. We call this MCF variant bi-path MCF (BP-MCF).

The BP-MCF is defined on a graph G = (V, A), where V' = {vy, ..., vy } represents the set of vertices
and A = {a1, ..., a4} represents the set of arcs. For each vertex v, §°"*(v) and §™ (v) represent the set of
outgoing and incoming arcs of v, respectively. For each arc a, we use a~ and a™ to denote the origin and
destination nodes of the arc, respectively. There is a set of commodities (demands) K = {ki,..., kx}
that need to be routed as elementary paths in the graph. A path is called elementary if no vertex is
repeated in the path. Each commodity & has an origin si, a destination ¢;, and a bandwidth b;. Each
arc a has a bandwidth capacity ¢, and a delay d, for any commodity whose path contains a. The delay
of a path is the sum of the delays of its arcs. The difference in the delays of the two paths for commodity
k is required to be less than or equal to Ag. In addition, a, and 5, are the arc cost coefficients for
primary and secondary paths, respectively. Namely, if the primary (secondary) path of a commodity k
contains arc a, the induced cost is agbr (B.bk).

As capacities ¢, and bandwidths b, are often treated as integers in telecommunication applications,

they are assumed to be non-negative integers in BP-MCF'. By contrast, delays d,, delay difference limits
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Table 4.1: Summary of symbols and definitions.
Symbol Definition Symbol Definition Symbol  Definition
G=(V,A) graph (network) a” origin of a Sk origin of k
V ={v} set of vertices a® destination of a t destination of k
A={a} set of arcs cq € Lo capacity of a by € Z>o bandwidth of k
K ={k} set of demands dg € R>g delay of a i dual of (4.3b)
din(v) incoming arcs of v | ag € R>o primary cost of a Ta dual of (4.3¢)
§out(v) outgoing arcs of v | B, € R>o secondary cost of a | 1, dual of (4.21)
% ={C} set of covers v route variable
Ar € Rxo bound of delay difference of k
zk/zk =1 if arc a is used for the primary/secondary path of k, =0 otherwise
ik =2k 4 7%  =1if arc a is used for demand k, =0 otherwise
z;fj =1 if primary and secondary paths p and p are used for k, =0 otherwise
w]’;’ﬁ total cost of primary and secondary paths p and p of demand &
P set of elementary paths from s to ¢
K, set of demands using arc a
A’ [A°/A° set of set/closed/open arcs
D¥ accumulated delay of column % for demand k
O/l /ug, delay threshold/lower-bound /upper-bound for demand k
— - » Demand 1 with origin d destination g and bandwidth 3 Network arc
-------- » Demand 2 with origin f destination m and bandwidth 4 [delay,capacity]

Figure 4.2: An example of BP-MCF with two demands. The upper bound of delay difference is 2. The
solution shown in the example is feasible as (1) the two paths for each demand are arc-disjoint; (2) the
delay difference of the two paths for each demand is 1; and (3) the arc capacities are not exceeded.
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Ag, and cost coefficients a, and [, are assumed to be non-negative continuous. An example of BP-MCF
is shown in Figure 4.2. The notation is summarized in Table 4.1.
Since the unsplittable MCF problem is NP-hard [399], it is not a surprise that BP-MCF, as a MCF

variant with more constraints, is NP-hard as well. For completeness, we present a short proof as follows.
Theorem 1. BP-MCF is NP-hard.

Proof. In fact, the BP-MCF is NP-hard with only one commodity. We prove this NP-hardness via
a reduction from the resource-constrained shortest path problem (RCSPP), which is NP-hard [635].
Specifically, for the single commodity with a delay-difference threshold A, we add an additional arc
from the origin to the destination of the commodity, with a capacity greater than the bandwidth of the
commodity, zero cost, and a delay of D. Then, with either the primary or the secondary path assigned
to the additional arc, the rest of the problem is to determine the other path with its delay in the range
of [D — A, D + A] while minimizing the cost. This problem is exactly the RCSPP. Thus, BP-MCF is
NP-hard. O

4.3 Literature Review

In this section, we summarize the bi-path MCF problem and CP-based approaches for network routing

problems, followed by the review of the branch-and-price-and-cut approach.

4.3.1 The Bi-Path Multi-Commodity Flow Problem

With the recent trend of traffic engineering methodology where routes between nodes are explicitly speci-
fied [636], network routing problems are frequently abstracted as multi-commodity flow (MCF) problems
[19]. In particular, MCF appears when multiple commodities (e.g., cargo, packets, or demands) need to
be routed between specific node pairs without violating the capacity constraints associated with the arcs
in the network. While the splittable MCF can be solved in polynomial time as a linear program, the
unsplittable MCF is NP-hard [399] and is often solved as a mixed-integer linear program with advanced
techniques. MCF is a core problem in various application contexts, including communication [637],
transportation [638], and energy management [639]. We refer readers to a recent work for a summary
of the state-of-the-art classification, applications, and solution methods for the multi-commodity flow
problems [640].

A few works study the multi-commodity flow problem with primary (default) and secondary (backup)
paths. Xia and Simonis [641] studied an MCF variant with arc-disjoint primary and secondary paths,
both under capacity constraints. However, they complicated the capacity constraints with nonlinearity
and did not consider the delay (the time spent on traversing a link). Our mathematical model, by
contrast, guarantees that the two paths meet a delay difference requirement and does not need nonlinear
constraints or objectives.

A recent work studies bi-path MCF in the context of large-scale deterministic IP network [621].
For network resilience, the work explicitly models arc-disjointness but not bounded difference of delay.
The method for solving the abstracted optimization problem is price-and-branch heuristic, i.e., column

generation at the root node, followed by an integer program with all the generated columns to compute
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a heuristic solution. In contrast, our approach is exact, with CP-based techniques to strengthen the

relaxation and accelerate the solution process.

4.3.2 CP-based Approaches for Network Routing

CP-based approaches have been applied to solve network routing problems as direct CP models, hybrid

CP methods, and specialized CP frameworks for network routing, as shown in Fig. 4.3.

Direct CP
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Other
optimization
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optimization
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Figure 4.3: CP-based approaches for network routing.

The routing problem in networks has been studied as constraint satisfaction [642] and constraint
optimization problems, with direct CP models including both node-based models [643] and arc-based
CP models [644]. A complete CP model using set variables to represent the paths, continuous variables

for the flows, and integer variables for the edge weights is proposed for a weight-setting MCF variant

with an interior gateway protocol optimization metric [645].

Combined with other optimization techniques, CP has also been integrated into hybrid approaches
to solve network routing problems. LP relaxations have been used to augment CP in solving routing
problems for the open shortest path first routing protocol [646]. Lagrangian relaxation (LR), with
relaxed capacity or path constraints [232, ], and CP were integrated to route traffic demands in
data networks. The LR model and the arc-based CP model are maintained in parallel with information
exchanged between them during a depth-first search. Similarly, Lagrangian decomposition and CP were
combined to solve the multi-cast network design problem, where Lagrangian decomposition provides a
bound and the integration allows constraint propagation of all sub-structures at every dual iteration
[647]. CP has also been used within a logic-based Benders decomposition framework [106] with the
integration exhibits the best performance for the time-triggered periodic communication problem in
time-sensitive networks [648]. CP has also been combined with local search to solve a network routing

variant where as many demands as possible are accepted [649].

Lastly, to solve traffic engineering problems in segment routing, a CP framework tailored for network
routing problems was proposed with novel route variables that can be considered as a relaxation of
usual representations [650]. The framework allows the users to customize an efficient CP core system

for specific routing problems.
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4.3.3 CP-based Branch-and-Price-and-Cut Approaches

CP-based Branch-and-Price-and-Cut (CPBPC) originated from the idea of CP-based Column Generation

(CPCG) and CP-based Branch-and-Price (CPBP). Since CP, column generation and branch-and-price-

and-cut are comprehensively introduced in Chapter 2, in this section, we review CPCG and CPBP with

their applications first, followed by the CP-related solution techniques in CPCG, CPBP, and CPBPC.
CP can be applied to multiple phases of CPCG, CPBP and CPBPC, as shown in Fig. 4.4.
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Figure 4.4: CP-based Branch-and-Price in the literature.

4.3.3.1 CP-based Column Generation and CP-based Branch-and-Price

The CP-based column generation framework was independently introduced by two research groups
focusing on crew management problems, as documented in Junker et al. [7] and Yunes et al. [651].
The primary impetus for exploring CP stemmed from the inadequacies of standard OR techniques in
efficiently modeling and resolving the intricate rules derived from legislation and union agreements. CP’s
appeal lies in the expressiveness of its modeling language, which adeptly handles complex logical and
non-linear constraints, coupled with the robust performance of its solvers.

CP-based branch-and-price (CPBP) is an extension to CP-based column generation. The column
generation algorithm addresses the continuous relaxation of the master problem; however, further steps
are necessary to obtain an integer solution. The most straightforward approach involves solving the
restricted master problem with the generated columns while enforcing the integrality constraint. This
heuristic solution provides a primal bound on the optimal value. When an exact solution to the master

problem is required, the implementation of a branch-and-price algorithm becomes necessary.
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4.3.3.1.1 CPCG and CPBP Applications Over the past two decades, the CPCG/CPBP frame-
work has been successfully applied to a diverse array of applications, establishing itself as a viable
solution for addressing complex real-life problems.

These applications include airline crew scheduling [7, , , ], urban transit crew manage-
ment [651, ], traveling tournament problem [650], constrained cutting stock [657], airline planning

, 663],

wireless mesh networks [664], grouping cabin crew [665], employee timetabling [666], two-dimensional

[658, , , ], vehicle routing problem with time windows [3, ], graph coloring |

bin packing [667], three-dimensional capacitated vehicle routing problem with loading constraints [668],
multi-machine assignment scheduling [669], medical student scheduling [(670], nurse rostering [175, 671],

runway scheduling during winter operations [672], and operating room scheduling [673].

4.3.3.2 CPCG Solution Techniques

As shown in Fig 4.4, there are four main streams of works for CP used within CG: directly solving
the pricing problem via CP models, developing specialized global constraints and filtering algorithms
to improve the CPCG efficiency for specific problems, using labeling heuristics to generate promising
columns, and generating diverse columns to overcome the slow convergence of CPCG. We look at each

of these in turn.

4.3.3.2.1 Direct CP Models for Pricing CP can be employed as an off-the-shelf solver for the
pricing problem [651, ]. When a pricing problem admits a straightforward CP model, we can feed the
model to a CP solver and the solution generates required columns. This approach can outperform DP-
based CG approaches and benefits from the ease with branching constraints which can be incorporated

into the pricing subproblem [651].

4.3.3.2.2 Specialized Global Constraints for Pricing For more challenging pricing problems,
researchers have developed multiple specialized global constraints and associated filtering algorithms.
Fahle et al. developed the Path constraint [652], leveraging the dual variables of the master problem
to perform domain reduction, thereby eliminating values that cannot lead to a negative reduced cost
solution.

Rousseau et al. [3] applied CPCG to the vehicle routing problem with time windows (VRPTW). The
CP model for the pricing problem addresses a cyclic resource-constrained shortest path problem, pri-
marily utilizing the A11Different and NoSubTour global constraints. New filtering rules are introduced,
based on the assumption that the triangle inequalities hold for each considered resource.

The CPCG framework has been applied to solve an employee timetabling problem, as demonstrated
by Demassey et al. [666]. In this implementation, the CP model utilizes the CostRegular global
constraint rather than the simpler NegativeReducedCost constraint, to more effectively propagate the
cost implications of the dual multipliers. The CostRegular constraint is leveraged in several innovative
ways: (i) to enable cost-based domain filtering on decision variables, (ii) to update both the lower and
upper bounds of the cost variable domain, and (iii) to solve a relaxation of the problem which is then

utilized in the labeling strategy.

4.3.3.2.3 Labeling Heuristics for Pricing For large-scale integer programming problems, a primal

basis must include several variables that are at value zero, leading to small and often non-improving LP
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pivots, known as the tailing-off effect [153, ]. The tailing-off effect can be problematic, making it
sometimes preferable to halt column generation and solve the integer-restricted master problem to obtain
a heuristic solution. Therefore, balancing the computation time required to solve the LP relaxation with
the time needed to compute an integer solution is a critical issue in solving large-scale IP problems using
column generation. In the context of CPCG, this trade-off can be managed by employing specialized
labeling heuristics for solving the pricing subproblem.

Lowest Reduced-Cost First (LRF) is a labeling heuristic introduced by Fahle et al. [652], which
orders variables by decreasing reduced cost. This strategy aims to accelerate the solution of the LP
relaxation of the master problem by prioritizing the generation of columns with favorable reduced costs.
While the LRF strategy is effective in the initial iterations of column generation, its efficiency diminishes
as the restricted master problem nears its optimal value, leading to increased computational time.

Gendron et al. [674] introduced two additional labeling heuristics: the dual strategy and the master
strategy. The dual strategy is similar to the LRF heuristic in that it sorts variables by their reduced
cost but it includes randomization, preventing CP pricing from generating nearly identical columns,
which can impede the convergence of the column generation process. The master strategy is a labeling
heuristic designed to consider the constraints of the master problem when selecting the next variable to
be labeled. The objective is to generate columns that will positively contribute to solving the integer
master problem. A similar heuristic is described by Sellmann et al. [653]. Computational results indicate
that both the dual strategy and the master strategy are effective, but combining the two strategies yields

even better performance.

4.3.3.2.4 Generating Diverse Columns The biggest disadvantage of using CPCG is that it often
converges significantly more slowly than the regular column generation algorithm [653, ]. This slower
convergence rate is partly attributed to the frequent generation of similar columns, which is more common
with CP techniques compared to other methods due to the standard CP depth-first search strategy. To
address this issue, limited discrepancy search (LDS) [676] can be employed as an implicit mechanism
for generating diverse columns. Rousseau’s study [675] on VRPTW demonstrates that LDS has a
stabilization effect. However, standard stabilization methods, such as interior point stabilization [197],
have been shown to be more effective.

An alternative method for generating diverse columns, proposed by Sellmann et al. [(53], incorporates
problem-specific “diversity constraints”, that constraints function similarly to the master strategy by
restricting the number of times a row can be covered by any single column. If a solution that meets the
specified coverage limit cannot be found, the constraint is relaxed by increasing the coverage limit, and

the search process is restarted.

4.3.3.3 CP Applications in CPBP

In addition to its application in solving the pricing problem, CP can be utilized in various phases of a
branch-and-price framework including CP-based preprocessing, CP-based starting heuristics, and CP-
based branch evaluation.

Gronkvist [659] employed CP to enhance the efficiency of the column generation algorithm for an
airline planning problem. Specifically, CP was utilized to implement preprocessing algorithms that
eliminate arcs which cannot be part of any feasible solution, thereby reducing the size of the connection

network. A similar preprocessing idea was applied to the tail assignment problem [661].
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More recently, Pohl et al. [672] used a CP model to reduce variable domains through constraint
propagation and as a start heuristic, followed by a column generation procedure and a branch-and-
bound algorithm to solve the problem.

Furthermore, CP was leveraged to improve the integer fixing heuristic [659], i.e., primal heuristic,
which seeks an integer solution based on the optimal fractional solution obtained through column gener-
ation. This heuristic iteratively fixes some fractional variables to integer values, allows CP to propagate
the effects of these assignments, and subsequently generates new columns. Gualandi and Malucelli in-
troduced the concept of augmented pricing to generate integer feasible solutions, effectively anticipating

integer feasible regions during the resolution of pricing problems.

4.3.3.4 CP Applications in CPBPC

Only a limited number of papers have proposed CP-based branch-and-price-and-cut (CPBPC) algo-
rithms. Most of these works use CP to solve pricing problems [(51] as we have summarized above.
Although under a different name, a CP-based branch-and-price-and-check algorithm for the vehicle
routing problem with location congestion follows the same paradigm as CPBPC by using CP to check
the feasibility (by solving the feasibility subproblems) of the location resource constraints and to add

combinatorial no-good cuts to the master problem in case of constraint violation [677].

4.4 Monolithic MILP Formulations for BP-MCF

We propose two mathematical programming formulations for BP-MCF, where the first is compact and

the second is typically solved with column generation.

4.4.1 Compact MILP Formulation

The compact mixed-integer linear programming (MILP) model with arc variables for commodities is
inspired by an existing model in the literature [641]. There are only binary decision variables X = {2}
and X = {Z*}, where 2F = 1 if the primary path of commodity k uses arc a, and 0 otherwise; and T8 = 1

if the secondary path of commodity k uses arc a, and 0 otherwise. The MILP model is as follows:

min Z bk(z gk + Z BT (4.1a)

keK acA a€cA
1 ifv=sy,
Sooak— > ab=01 ifo=t, WeVVkeEK, (4.1Db)
agsout (v) agsin(v) 0 otherwise,
1 ifv=sy,
oomh- > w=0-1 ifo=t, WEVVKEK, (4.1c)
acomtv) acon(v) 0  otherwise,
Z br(zh +7%) <, Va € A, (4.1d)
keK
= Ak <Y daak = > daTE <A Vk € K, (4.1¢)

a€A a€A
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k<1 Va € A,Vk € K, (4.1f)
ak Tk e {0,1} Va € A,Vk € K, (4.1g)
Cycle Elimination Constraints. (4.1h)

Term (4.1a) represents the total weighted cost of arc usage by the primary and secondary paths
of each commodity. Constraints (4.1b) and (4.1c) state the path flow constraints. Constraints (4.1d)
address the arc capacity for primary and secondary paths. Constraints (4.1e) ensure that the delay
difference between the two paths of the same commodity is under the threshold. Constraints (4.1f)
guarantee that the two paths are arc-disjoint. Constraints (4.1g) are the domain constraints of decision
variables X and X.

We also need to lazily add constraints to eliminate cycles that may be found. For example, for a
commodity k, given that the delay difference of the primary and secondary paths is limited, if a low-cost
but high-delay primary path is selected, then the secondary path may include cycles in order to close
the delay gap. Such solutions to the MILP model need to be eliminated to ensure elementary paths.
Thus, if there exist cycles in the optimal solution of model (4.1a)-(4.1g), constraints (4.1h) are added
lazily during the solving process, i.e., via the callback mechanism of commercial MILP solvers. We
use depth-first search to detect cycles in the current best solution. If a cycle in the primary path for
commodity k is detected as Sy, the set of all arcs in the cycle, the cycle elimination constraint is the
following inequality:

Sk < IS -1 (4.2)
a€ Sk
An analogous constraint is added if the cycle is in the secondary path. All such constraints (if any) are
lazily added to the compact model, which is solved again until no cycle is detected in the current best

solution.

4.4.2 Bi-Path MILP Formulation

Our second MILP formulation has bi-path decision variables Z = {25,5}7 where z]’;j =1 if primary path
p and secondary path p are used for commodity k, and 0 otherwise. For convenience, we use PPy to
represent the set of potential bi-paths for commodity k. Any bi-path in the set satisfies the corresponding

path flow, arc-disjoint, and delay-difference constraints. Thus, we can directly obtain the cost coefficient

k

wy 5 associated with a bi-path (p,p) of commodity k. The MILP formulation is as follows:

min Z Z w’;ﬁz}’;ﬁ (4.3a)

k€K (p,p)ePPy

dSooods=1 Vk € K, (4.3b)
(p,P)EP Py,

Z b, Z zgj <cq Ya € A, (4.3¢)

keK (p,p)EPPy|aEp or a€EP

Zp € 10,1} Vk € K,Y(p,p) € PPy. (4.3d)

The bi-path MILP model requires an exponential number of decision variables, which is intractable

when the graph size is large. Thus, a column generation approach inspired by Barhart et al. [24, ]



CHAPTER 4. CPBPC ror BP-MCF 7

is used. In column generation, model (4.3a)-(4.3d) with a subset of bi-paths for each commodity is
referred to as the (restricted) master problem. The bi-path variables of a commodity are generated by
solving pricing problems, where arc-disjoint and delay-similar bi-paths are found. We define the dual
value of constraints (4.3b) as {ur} and the dual value of constraints (4.3¢) as {m,}. By using binary
decision variables {z,} ({Z,}) to express whether the primary (secondary) path uses arc a, the compact

formulation of the pricing problem for commodity k is presented as follows.

min Z(aa + 7o) bkxa + Z(ﬂa + Ta)bkTa — Pk (4.4a)
a€A acA

1 ifv=sy,
Z Tgq — Z To =4 —1 ifv=ts, Yo eV, (4.4b)

a€sout(v) a€din(v) 0 otherwise
)

1 ifv=sy,

Z Ty — Z To=< 1 ifv=ty, Yo eV, (4.4¢)

a€t () acatn(v) 0 otherwise,
—Ap < Z daTq — Z daTq < Ay, (4.4d)
acA acA
To+Tq <1 Va € A, (4.4e)
ZayTq € {0,1} Va € A, (4.4f)
Cycle Elimination Constraints. (4.4g)

The pricing problem does not have arc capacity constraints, as they are enforced in the master problem.

The explanations of the model (4.4a)-(4.4g) are omitted as they are similar to model (4.1a)-(4.1h).
Theorem 2. The pricing problem of BP-MCF is NP-hard.

Proof. We have proved in Proposition 1 that the BP-MCF with only one commodity is NP-hard, which
implies that the pricing problem is also NP-hard by the same reduction from the resource-constrained

shortest path problem. O

We can develop a variety of approaches to generate bi-paths: dynamic programming, MILP, con-
straint programming (CP), and problem-specific algorithms. In this work, we use CP as it can deal with

various constraints and is efficient, especially in failure detection.

4.5 A CP Solver for Network Routing

In this section, we introduce a specialized CP solver designed for multi-commodity flow (MCF) problems.
A MCF problem is composed of commodities with origins and destinations and the requirement to form
elementary paths from origin to destination under a variety of constraints. A CP problem is defined by
a set of variables, each having its own domain of possible values, and a set of constraints that apply to
them.
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4.5.1 Route Variables

As a type of graph variable [55, ], a route variable for a commodity is defined as
rv = (s,t,b,G, A), (4.5)

where s and ¢ are the origin and destination of the commodity, and b represents the bandwidth, which
we also refer to as the flow. G is the graph where the commodity flow problem is defined and A is the set
of all arcs in G. An arc a € A has three possible statuses: set, closed, and open. If a is set, it is selected
as a part of the elementary path of the commodity. If a is closed, it is removed from the commodity’s
graph. If a is neither set nor closed, then it is open: it may or may not be added to the elementary path.
We use A = A® U A°U A° to distinguish the three sets of mutual exclusive arcs for a commodity.

The domain of a route variable contains all the elementary paths from s to ¢ in the graph defined
implicitly via arc status. The route variable manipulates the status of arcs in the graph to determine
its value, i.e., the elementary path it is assigned to. Formally we write the domain of a route variable
as D(rv) = P, y, where P, is the set of all elementary paths from s to t. The route variable maintains
a partial path originating from the origin, which is used to prune arcs via inference. An example of the
partial path and the statuses of arcs is shown in Fig. 4.5. We base our implementation on ideas in the

literature on route variables [650, 678].
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Figure 4.5: Three types of arcs in the specialized CP solver: {sa,ab,bj} are the set arcs that form the
partial path for commodity kq; {be, bk} are the closed arcs as there already exists one outgoing arc from
node b that is set; {jc, jm, jt} are the open arcs as no decision has been made for the next set arc of the
path.

4.5.2 Global Constraints

Constraints in CP are implemented by filtering algorithms that preserve consistency among variable
domains [679]. Thus, CP supports high-level, independent, and composable constraints. Here we present

all the relevant CP constraints in this work.

4.5.2.1 Arc-Disjoint Constraint

In the case where two paths need to be arc-disjoint, the constraint is defined as follows:

ArcDisjoint(rvy, rve), (4.6)
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where rv; = (s1,t1,b1,G, A1) and rvg = (s9,t2,be, G, A3) are two route variables. This constraint

ensures that if an arc is set for a variable, the same arc is closed for the other variable, i.e.,
VYa € A] — a € A5 and Va € A — a € Af. (4.7)

The implementation of the ArcDisjoint constraint is as simple as (4.7), which is triggered by the setting
operation of an arc in a route variable. This constraint ensures that an arc is closed for a variable if it

is set for the other variable, i.e.,

The ArcDisjoint constraint can be strengthened by adding an s —t cut of size 2, with only the open
arcs being considered. Let {a1,as} be a s —¢ cut. If ay is set in rvq, and in order to have an arc-disjoint
path, as must be set in rvg, then as must be closed in rvy. This rule could potentially accelerate the

filtering process. An example is shown in Figure 4.6.

= path 1

= * =P Open arc

N/

I cut

F  —_ %}1 ) Close c-d for path 1

.
-
s
LEFTTTTR LI LA

-~ Pd

et

Figure 4.6: Arc-disjoint constraint strengthened by s — ¢ cut of size 2.

4.5.2.2 Delay-Range Constraint

When arc delays are considered in MCF, the accumulated delay along a path can be constrained by the
following constraint:
DelayRange(rv, [, u), (4.8)

where v = (s,1,b, G, A) is a route variable. The I (u) is the lower bound (upper bound) of the accumu-

lated delay along the path.

During the construction of the path, when considering an arc a to set, we use shortest path algorithms
(e.g., Dijkstra [680]) to compute the smallest path delay D with the arc a set according to the following
formula:

D(a) =Y di +dq + h(a), (4.9)

i€AS
where h, is the smallest delay of the partial path originating from the end node of arc a. This formula
is illustrated in Fig. 4.7. If ﬁ(a) > u, the upper bound of delay is exceeded after setting arc a, which

implies that arc a can be closed.

The inference regarding the lower bound ! only occurs when the path is almost set. For example, if
setting arc a completes the path and the path delay is less than [, then arc a is removed and other arcs

are evaluated.
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Figure 4.7: Inference of the delay in the delay-range constraint: the arc bj is the candidate under
consideration, h(jt) is the shortest delay of the partial path from j to the destination ¢.

4.5.2.3 Delay-Difference Constraint

Constraints that place an upper limit on the delay difference between two paths are defined as follows:
DelayDiffUB(rvy,rve, A), (4.10)

where A represents the threshold of the delay difference between the two paths, i.e.,

DI o

a€Af a€Aj

<A. (4.11)

In general, the inference of the delay difference is weak when neither the first nor the second path is
fixed. However, with an appropriate search strategy, if one of the paths can be fixed first, then its delay
D can be obtained. With the fixed path delay and the upper limit of the delay difference, a range of the
other path delay D' is calculated as follows:

D-A<D <D+A. (4.12)

The inference regarding this delay range is the same as the constraint DelayRange.

4.5.2.4 Arc Capacity Constraint

The arc capacity constraint of MCF is as follows:
ArcCapacity({rvi, rve, ..7un}, {Cays Cags -er Can - (4.13)

The ArcCapacity constraint involves a set of route variables and a set of arc capacities. This global

constraint is equivalent to a group of capacity constraints for each arc, i.e.,

Z b; < cq, Ya=aq,...,an- (4.14)

a€Af Vi=1,...n
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The constraint closes any arc of a variable of a commodity that exceeds the capacity of the arc, based

on the accumulated bandwidth on an arc.

4.5.3 Implementation Details

Our CP solver does not represent constrained floating point variables: in fact, all constrained variables
used in the models in this work are Boolean (i.e., 0/1) variables. However, reasoning about floating
point values is needed in some global constraints and with respect to costs as both arc delays and arc
costs are assumed to be continuous parameters. In such cases, our solver uses C++ double variables to
represent bounds on continuous values. Our implementation makes use of frequent epsilon comparisons

to handle numerical errors that could occur during the propagation.

4.6 CP-based Branch-and-Price-and-Cut Framework

As stated in Chapter 2, Branch-and-Price-and-Cut (BPC) is an exact framework for solving combina-
torial optimization problems, where the relaxation is solved by column generation and strengthened by
cutting planes, with the help of branching heuristics to search in the entire solution space and close the
gap between the primal and dual bounds. We incorporate the specialized CP solver into four algorithmic
modules in a CP-based BPC (CPBPC) framework, as shown in Fig. 4.8.

Next node / Search
( start } \strategy :> Create branches

Best branching node

Cover cuts | CP-based Column CP-based CP-based Branching
Generation Branch-and-Price-and-Cut Node Heuristic
(CPCG) (CPBPC) (CPBNH)
Continuous solution, LB Integer solution, UB
CP-based Cut CP-based Primal
Generation Heuristic
(CPCT) (CPPH)
Yes New cover No

Convergence?
cuts ? &

Figure 4.8: Flowchart of the CP-based branch-and-price-and-cut: blocks with bold frames are the CP
modules.

The four modules are CP-based column generation (CPCG), CP-based cut generation (CPCT), CP-
based primal heuristic (CPPH), and CP-based branching node heuristic (CPBNH). Our implementation
iteratively solves CPCG and CPCT until no new cuts are generated, then it turns to CPPH with the
latest CPCG solution. Combined with a proposed two-level branching scheme evaluated by CPBNH,

the entire procedure is summarized in Algorithm 4 in a minimization problem setting.



CHAPTER 4. CPBPC ror BP-MCF 82

Algorithm 4: CPBPC

Input: ins - a MCF problem instance.

Output: [b/ub - global lower/upper bound; X* - the best integer solution
1 1b <+ —o00; ub < 00; C < 0; X* < 0; T« {ng};
2 while T # Q) Aub—1b> ¢ do
3 n  PopTree(T);

4 repeat

5 (Ib',X") « CPCG(ins,n, C);

6 if X' =0 or Ib' > ub then n < PopTree(T) ;
7 else C « CPCT(ins,n, X );

8 until C' has no new cuts;

9 (ub/,X) < CPPH(ins,n, X ); Ib < UpdateLB(lb ); (ub, X*) < UpdateUB(ub , X);
10 if ub —I1b > 0 then

11 n1,ns + CPBNH(ins, n, X);

12 T < CreateBranch(T, {n, n2});

13 return [b, ub, X*;

In the CPBPC algorithm, the initialization is conducted in line 1. T is the search tree and ng is the
root node of the tree. Starting from line 2, a node of the search tree T is evaluated. From line 4 to line 8,
the algorithm iteratively solves CPCG and CPCT until no new cuts are generated. In line 6, the current
node is discarded if it induces an infeasible relaxation or the local lower bound is worse than the best
upper bound. The best fractional solution along with the generated columns are then passed to CPPH
to find an upper bound and an integer feasible solution in line 9. If the best upper bound is greater than
the best lower bound by a threshold §, the convergence criteria are not satisfied and thus the CPBNH is
performed to generate two branches in line 11. The two branches are then explicitly added to the search
tree T in line 12. Otherwise, if the algorithm converges, the best lower and upper bounds and the best
integer feasible solutions are returned.

We detail the CP-based column generation in Section 4.7, the CP-based cut generation in Section 4.8,
the CP-based primal heuristics in Section 4.9, and the CP-based branching node heuristics in Section
4.10.

4.7 CP-based Column Generation

In our column generation approach CPCG, the CP solver introduced in Section 4.5 is used for solving
the pricing problems. The linear relaxation of the model (4.3a)-(4.3d) with a subset of all bi-paths is
referred to as the (restricted) master problem. Specifically, constraint (4.3d) is replaced by the following
constraint:

>0 Vk € K,V(p,p) € PPy. (4.3d°)
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In the rest of this chapter, (4.3a)-(4.3d’) represents the master problem in column generation.

4.7.1 CP Model for Bi-Path Generation

The pricing problem that needs to be solved for each commodity k is the following constraint satisfaction

problem:
ArcDisjoint(rvg, 7o), (4.15a)
DelayDiffUB(ruvg, 7ok, Ag), (4.15b)
> (0o +ma)br + Y (Ba+ Ta)br < ke (4.15¢)
a€Af a€A;,
rok = (Sks U, bk, G, Ag), (4.15d)
Ok = (Sk, t, be, G, Ag). (4.15¢)

The rv, and 7oy are the route variables of primary and secondary paths of commodity k. The Aj and
Aj are the arc sets for the two variables. Constraints (4.15a) and (4.15b) are the arc-disjoint and delay-
difference constraints of the two paths. Constraint (4.15¢) reformulates the reduced cost and enforces
it to be negative, i.e., solutions with non-negative reduced cost are infeasible. Different from standard
pricing problem formulations, we model ours as a constraint satisfaction problem enforcing the negative

reduced costs via a constraint.

4.7.2 Search Strategy for Bi-Path Generation

The proposed CP solver is compatible with any valid search strategy, with depth-first search as default.
We use a strategy that first determines an elementary path for the primary and then for the secondary
route variable, guided by the shortest path from the origin to the destination of the variables. With
the primary path fixed, the arcs used by the primary path are closed for the secondary route variable
and, as the accumulated delay of the primary path is fixed, the range of the delay of the secondary path
is determined. Some efficient algorithms tailored for resource-constrained shortest path problems (e.g.,
“pulse” [681]) are hence used. This search strategy is particularly advantageous as the DelayDiffUB
constraint cannot make strong inferences about the delay difference of the two incomplete paths.
Similarly, with the total cost of the primary path fixed, the cost-based filtering for the secondary
route variable is stronger. If the CP solver detects a dead-end, it backtracks to another (partial) primary

path.

4.8 CP-based Cut Generation

To strengthen the linear relaxation obtained from the CP-based column generation, we propose a CP-
based cut generation method. A cutting planes (cut generation) method iteratively refines a feasible set
by adding cuts, i.e., linear inequalities, to LP and MILP problems [17]. For MCF variants, cover cuts

are stronger than the capacity constraints and can be generated to strengthen linear relaxation [(682].
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4.8.1 Generating Minimal Cover Cuts

A cover is any subset of K that exceeds the arc capacity for some arc a. Given a cover C, at most

|C| — 1 commodities of C' can be routed via arc a. A cover cut [682] is then introduced to strengthen
the capacity constraint as follows:
Y b <|Cl-1, (4.16)
keC

where z¥ = 1 if commodity k uses arc a as a part of its path.
In BP-MCF, an arc cannot be used by both paths of the same commodity. Thus, the following

inequality using decision variables in the compact formulation is satisfied by all integer solutions:

d ki) <ol -1 (4.17)
keC

This inequality is a cover cut for BP-MCF. Moreover, a cover C' is minimal if

Z by, > ¢, and Z b < cq,VieC. (4.18)
keC keC\ {3}

The minimal cover inequalities dominate all others [682].

According to the arc-disjointness, for any commodity k, ¥ +Z* < 1 always holds. When the variables
are discrete, we can use variable ¥ = 2% + Z% to replace 2% and Z¥%. We then use X to represent the
set of #¥ with domain of {0,1}. Note that this replacement is for the convenience of presentation. In
practice, the two sets of variables are manipulated separately. Let X' (X/ and X,) be the fractional
solution obtained from CPCG. The problem of finding a cover cut violated by X/, or deciding that none

exists, is the separation problem for the cover cuts: deciding if there exists a subset C' C K such that
(i) > pec bk > ca,
(i) D rec >0 - 1.

Condition (i) ensures that C' is a cover, while condition (ii) indicates that X' violates the corresponding
cover cut.

To generate such inequalities, one needs separation algorithms for them, i.e., routines for detecting
when they are violated. We propose a CP-based cut generation (CPCT) method to heuristically generate
cover cuts violated by the current fractional solution. The process is conducted with an independent CP
model considering capacity constraints and all commodities on small graphs (one for each route variable)
constructed from active columns (obtained from column generation) to efficiently generate cuts. The
detected cuts are guaranteed to be minimal. The CPCT method detects a cover cut by seeking a set of

commodities and an arc that satisfies inequalities (i) and (ii).

4.8.2 Algorithm Details

CPCT is performed after each run of CP-based column generation (CPCG) to add cuts to the master
problem (4.3a)-(4.3d’) and strengthen the linear relaxation. After an iteration of CPCG, the generated
columns form partial graphs for each commodity. We create a single multi-commodity CP model with

these partial graphs and arc capacity constraints. Our intuition is that the newly generated columns are
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Algorithm 5: CPCT

Input: K - the set of commodities; A - the set of arcs; X' - the fractional solution; M - the CP
model; {rvg, 70, Vk € K} - the set of route variables.
Output: % - the set of covers found by CPCT.
1 K' + SortNonIncreasing(K); € + 0;

2 In the CP model (4.19a)-(4.19¢) while stopping condition not met do

3 for k € K' do

4 repeat

5 SetPrimaryThenSecondaryPath(M, rug, 7ok);

6 (a,K,) + FindViolatedArc(M, A);

7 if K, # 0 and EvalCondition2(X ', K,) = True then € + € + {K,} ;
8 until rv; and 7, are set or stopping condition met;

9 return ¢;

likely to be incorporated into the next solution to the master problem. By generating cuts specifying
incompatibilities between these columns, we are tightening the subsequent master relaxation. During
the solving process of the CP model, whenever a capacity constraint is violated on an arc, condition (i)
is satisfied. Then based on the fractional variable solutions obtained from CPCG we evaluate condition

(ii), which generates a cover cut if satisfied. The CP model for cut generation is as follows:

ArcDisjoint(rvg, 7o) vk € K, (4.19a)
DelayDiffUB(rvy, 70k, Ak) Vk € K, (4.19b)
ArcCapacity({rv, 7ok, Yk € K}, {c,,Va € A}) (4.19¢)
1o = (S, t, bi, G, A} VE € K, (4.19d)
TOr = (51, oy biey G ) VE € K. (4.19¢)

For commodity k, rv; and 70 are the route variables of the primary and secondary paths. The sets A;C
and Z; contain the arcs of the partial graphs formed by generated columns for commodity k. Constraints
(4.19a) and (4.19b) are the arc-disjoint and delay-difference constraints. Constraint (4.19c¢) is the ca-
pacity constraint over all the route variables and arcs in the network. Note that there is no objective
function in the CP model. The goal of using this model in CPCT is to make inferences based on the

constraint violation.

The search strategy of the CP model is designed to first set the primary and then the secondary
paths for a commodity. All the commodities are sorted in the non-increasing order of bandwidths and
their bi-paths are set one commodity at a time in this order, with backtracking in case of constraint

violation. The procedure is presented in Algorithm 5.

In line 1 of the algorithm, the set of commodities is sorted in the non-increasing order of bandwidths.

Then we start solving the CP model: for each commodity, the primary path and secondary path are
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determined, with a priority on setting the primary path, as shown in line 5. If the capacity of an arc a
is violated, the set of all the commodities using arc a (i.e., K,) is returned in line 6. The backtracking
is implicitly allowed in the while loop as shown in line 4. If condition (ii) is also satisfied according to

line 7, K, will be added to the set of covers . The cover cut corresponding to K, is as follows:

>k <Kl -1 (4.20)
keK,

In the context of CPCG, all such cover cuts in the returned € are added to the master problem (4.3a)-
(4.3d’) in the following form:

> > 2 < |Kq| - 1. (4.21)

k€K (p,p)EPPylaEp or a€Ep

Let the corresponding dual variable in the master problem be 7,. Then the reduced cost constraint
(4.15¢) of the CP-based pricing problem for commodity k& € C' with the new dual values becomes

> l(a + ma)be + nal + D [(Ba + Ta)br + 0a) < pin- (4.15¢")

acAy acA;
Theorem 3. Any cover cut found by CPCT is minimal.

Proof. Since the commodities are sorted in decreasing order of their bandwidths (b;) in CPCT, when a
capacity violation of arc a is detected, the trigger is the commodity with the smallest bandwidth in the
current cover. Since the previous set of commodities using the arc does not form a valid cover, they only
occupy a total bandwidth of B < ¢,. As the bandwidth of all the other commodities in the cover is no
smaller than the newly added commodity, removing any of them from the cover would induce a smaller
total bandwidth occupancy B’ and B’ < B < ¢,. Thus, the cover cut found by CPCT is minimal. [

4.8.3 Extended Cover Cuts

The generated cover cuts could be extended [683]. If C C K is a cover, the extended cover E(C) is
defined as E(C) = C U {i € K|b; > by, Vk € C'}. Accordingly, an extended cover cut associated with the
capacity constraint of arc a is
o ah<|ol -1, (4.22)
keE(C)
and the extended cover cut E(C) dominates the original cover cut C. In our framework, all the generated
cover cuts are extended (if possible) to strengthen the linear relaxation.
We also investigated cut lifting [684]. While the lifting strengthened the cover cuts and hence

improved the linear relaxation, the impact was minimal with nontrivial runtime sacrifice.

4.9 CP-based Primal Heuristic

Column generation provides a solution to the linear relaxation of BP-MCF. Within a branch-and-price-
and-cut approach, it is often useful to employ primal heuristics to find integral feasible solutions. As

described in Chapter 2, there are generally two options:
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(a) Round the continuous solution.

(b) Solve a restricted integer optimization problem using only the generated columns.

Here we propose a CP-based approach for (b). We use CP as a primal heuristic to solve a relaxed
version of the restricted master problem where the possible network for commodity & is constructed from

all the arcs in generated columns for commodity k.

4.9.1 CP Model for the Primal Heuristic

The CP model for the primal heuristic is as follows:

min > (D asbi+ > Babr) (4.23)

kEK a€Aj acA:

(4.19a) — (4.19€).

The objective (4.23) minimizes the total arc cost in the two paths of each commodity. The constraints
are exactly the same as the CP model used for CP-based cut generation. Note that a feasible integral
solution does not necessarily exist when the relaxed problem is feasible, thus the CP model may prove
infeasibility.

There are several advantages of using CP as a primal heuristic. First, the graph for each commodity
is much smaller than the original graph as it is constructed from the arcs of the generated columns for
that commodity, as shown in (4.19d) and (4.19¢). With smaller graphs, the ArcDisjoint, DelayDiffUB,
and ArcCapacity constraints are stronger.

Second, as shown in Fig. 4.9, the graph of each variable may contain more paths than just the active
columns because the formulation is arc-based: arcs from different columns may be combined to form a
novel path. The arc-based CP model searches through all paths that can be constructed by arcs that
participate in the routes of the current node column generation.

Finally, cycles are eliminated with the internal inference of the CP solver.

— column 1

@ ------------ » column 2

® = « =P new path

Figure 4.9: More paths than columns in the graph of a route variable.

Compared to the arc-based MILP model (4.1a) - (4.1g), the CP model does not require cycle elim-

ination constraints and does not need to solve linear relaxation as the CP model is naturally integral.
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Compared to the bi-path MILP model (4.3a) - (4.3d), the CP model can consider potentially more
paths. A similar idea has been used in column generation, where the master problem implicitly consid-
ers more paths than columns, reducing the number of iterations for convergence and accelerating the
column generation process [685]. Compared to dynamic programming or problem-specific heuristics, the
CP approach can conduct systematic domain filtering associated with all constraints and is flexible for
adding new constraints or removing old constraints, i.e., we do not need to re-develop the algorithm

from scratch with a different problem definition in terms of constraints.

4.9.2 Search Strategy for the Primal Heuristic

We use a search strategy similar to the bi-path generation of BP-MCF. Each commodity is processed
in sequence and the primary path is determined first. With a primary path fixed, the CP solver can
quickly find a valid secondary path or prove that none exists, backtracking to another primary path for
the commodity. The ArcCapacity constraint filters arcs as more and more primary and secondary paths
are determined.

The order in which commodities are processed may matter to the performance of the CP solver. In
our implementation, the commodities are processed in random order. We leave the investigation of other
variable ordering heuristics to future work. Also note that since the CP solver looks for feasible solutions

with small objective values, the primary path is determined with a priority for small costs.

4.10 CP-based Branching Node Heuristic

The CP-based column generation, CP-based cut generation and CP-based primal heuristic modules are
performed at every node of a search tree that is constructed with a two-level CP-based branching strategy:
the first-level branches on accumulated path delays of primary route variables and the second-level
branches on removing arcs of primary and secondary route variables. In this section, we first introduce

the two-level branching scheme and then the CP-based branch node heuristic for node selection.

4.10.1 First-Level Branching Scheme

The first level strategy branches on primary delays. Consider a fractional solution where, for a com-
modity, several bi-path variables take fractional values. We use their weighted average delay as the
branching threshold. Formally, for commodity k£ in a CPCG solution, nj columns takes fractional val-
ues {wf, wh, ..., wk } where " wF =1 and wF < 1,Vi = 1,...,n. Let {D}, D, ... D } be the

accumulated delays of the ng columns. The branching threshold is obtained as
ng
Op ==Y wfDF. (4.24)
i=1

Then the two branches are ZaeA; dq < 05 and ZaeA; dq > 0. In our CP framework, we enforce the

two branches by adding constraints on the delay range of the primary route variable as follows:

DelayRange(rvg, ik, 0x) V DelayRange(rvy, 0 + €, ug). (4.25)
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In the right branch, € is a sufficiently small numeric value. If this commodity is branched on again in a
deeper node, the primary delay ranges are updated in the DelayRange constraint rather than adding a
new constraint. Thus, for each node in the search tree, there is at most one DelayRange constraint on
the primary route variable of a commodity. For branching node selection, we select the commodity with
the biggest delay variance among its non-zero weighted paths.

To the best of our knowledge, this is the first time that a delay-based branching scheme is proposed
for solving MCF problems though there are some conceptual similarities with branching on time windows
in vehicle routing problems [686]. Once the primary path of a commodity is fixed, the arc-disjoint delay-
similar secondary path with the smallest cost would be determined as well. In other words, with the
primary path fixed for a commodity, the feasible secondary path with the smallest cost dominates other
secondary paths. However, this delay-based branching scheme is not complete. There are two cases
where it cannot distinguish two bi-paths: (1) if more than one bi-path of a commodity has the same
primary delay, and (2) if there exists more than one secondary path with the same cost and the same

primary path. Thus, we need a second-level branching scheme to ensure completeness.

4.10.2 Second-Level Branching Scheme

If the first-level branching scheme cannot distinguish several bi-paths, the second-level branching scheme
branches by removing arcs via the divergence node-based branching approach [24]. In this approach, if
a commodity takes two fractional values for its (primary or secondary) paths in the linear relaxation, we
find the divergence node: the first node where the two paths diverge. Then all the outgoing arcs from
the divergence node are divided into two sets: A; and Ay, where the two fractional arcs are not in the
same one. The two resulting branches are then formed by removing A; and removing As, respectively.

An example is shown in Fig. 4.10.

—— path1

@ @ = = = path?2
® = « =} Open arc
@ @ partition

———®

©)

. -~y

Figure 4.10: Divergence node based branching scheme: d is the divergence node, A; = {da,db}, Ay =
{dg, dh}.

A problem with the second-level branching scheme is that it may not efficiently partition the solution
space such that the optimal solution is in exactly one branch. If the divergence node of a commodity
is not visited in the optimal solution, then that solution is in both branches and the current branching

node is not well selected. For BP-MCF, this second-level branching scheme is a suitable complement for
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the first-level branching scheme, as it will always distinguish the indistinguishable cases in the first level:

as long as the primary or secondary paths of two bi-paths are different, a divergence node will exist.

4.10.3 CP-based Branch Evaluation

In order to improve the efficiency of the second-level branching scheme, we propose a constraint propa-
gation method for selecting branching nodes. For the two branches of a branching node, CP propagates
(i.e., makes valid inferences according to the arc status of route variables) on each of the two branches
to remove more arcs. A metric score, calculated after the two branches are propagated, is used to make
the branching decision.

Specifically, in a fractional solution with multiple divergence nodes in different commodity graphs,
we use the CP model (4.19a)-(4.19¢) for constraint propagation. For the divergence node i, define N}
as the number of open arcs in the network after propagating on the first branch and N& as the number

for the second branch. The score N for node i is
N®= Nj + N&+|Nj — NiJ. (4.26)

We select the branching node with the smallest score. The intuition behind the selection criteria is to
obtain smaller commodity networks to detect dead-end or feasible solutions faster. The absolute value

term ensures that the two branches are not too unbalanced.

4.11 Experimental Results

In this section, we present the numerical experiments on diverse instances of bi-path MCF generated in

the context of telecommunication applications.

4.11.1 Instance Generation

The majority of problem instances for our experiments are generated from two well-known libraries:
SNDIib, a library for telecommunication network design (http://sndlib.zib.de/home.action0) and
The Internet Topology Zoo, a collection of real networks (http://www.topology-zoo.org/index.html).
The rest of the instances are generated randomly. The three sets of instances follow a similar generation
scheme. We summarize the similar aspects first and then the different aspects of the three generation

processes.

(i) The delay of each arc is related to the arc capacity and the distance between the origin and
destination of the arc, according to the coordinates of the two nodes. Specifically, the delay is the
sum of the queuing delay d? and the propagation delay df. Assuming an M/M/1 queue [687] and

at most 70% link utilization, we use the following formula to generate the delay of arc a:

1 Dy o+

da:)\())((dg—l—dg):)\oX(ngc "
. o p

) (4.27)

where ¢, is the capacity, D,- ,+ is the distance, and v, is the propagation speed of demands along

a link. Assuming the same material for physical links, we use the constant propagation speed


http://sndlib.zib.de/home.action0
http://www.topology-zoo.org/index.html
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v, = 2 x 10% m/s. Ao is a normalization factor that regulates d, to be in the range of [1,100] in

order to ease handling numerical issues of optimization solvers.

(ii) To make sure the number of feasible demands (commodities) is not trivially small, a reverse link
is created for each link if it does not already exist in the network to implicitly enable multiple
elementary paths without modifying the topology too much. The capacity, primary cost, and

secondary cost of the reverse link are the same as the original link.

(iii) One demand is generated in advance for each pair of different vertices in the network, with the
bandwidth randomly selected from a pool of demand bandwidths. The pool is constructed differ-

ently according to the data sources as described below.

(iv) Not all demands are feasible (e.g., some infeasibility is due to the requirement for arc-disjointness).
With the total number of feasible demands being K; for each instance, three configurations
{K¢/1,Ks/2, K/3} are used in different instances. By using a simple greedy heuristic that routes
demands one by one, the total number of feasible demands K for each delay configuration is

determined.

(v) For the threshold of the delay differences of each demand, Yen’s algorithm [688] is used to find the
top 40 delay-shortest paths. Then the delay difference between the 10t" and the {20t", 30" 40"}
paths are used as the delay threshold. We adopt this setting to guarantee that the delay difference
threshold allows multiple paths for the demand. The demand is discarded if there are fewer than
40 paths from its origin to its destination. Finally, to ease the comparison of total routing costs
between delay configurations, instances obtained from the same topology but different values of

maximum delays have exactly the same demands.

4.11.2 SNDIlib Instances

SNDIib originates from real telecommunication scenarios and contains network topologies with multiple
arc capacities, arc costs, and demands. We select 10 large topologies from SNDIib to avoid trivially
small instances. They are {france, geant, germany50, giul39, janos-us-ca, nobel-eu, norway, sun, tal,
zib54}. The first capacity candidate and the cost of each arc provided in SNDIib are directly used as
the capacity and primary arc cost in bi-path MCF. The secondary arc costs are generated based on two
different schemes. The first scheme adapts classical IGP costs [689] in a telecommunication context with

the following formula:
5, = maxa{ca}. (4.28)
Ca
Since the arc capacities in each selected instance from SNDIib are the same, the IGP cost of an arc is
always 1, i.e., B, = 1,Va € A. The second scheme omits the secondary cost of arcs when the costs are
not really important by setting them to 0, i.e., 8, = 0,Va € A. Since SNDIib provides demands with

bandwidth, the pool of bandwidths is the union of the demand bandwidths in the problem instance.

The coordinates provided by SNDIib are either geographical coordinates in longitude and latitude or

pixel coordinates in pure values.
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4.11.3 The Internet Topology Zoo Instances

The Internet Topology Zoo provides networks from all over the world and we also select 10 topologies.
They are {Abvt, Bandcon, Canerie, Evolink, Goodnet, HurricaneElectric, Ibm, Quest, Rediris, Xeex}.
These networks do not have capacity or costs and so we have to generate them. Specifically, the capacity
of each arc is determined by the arc’s connectivity. For an arc a from u to v, the sum of the in-degree

of u and the out-degree of v is used as a reference, i.e.,

5000 0 < |60 (w)| + |89 (v)] < 3,
10000 3 < |81 ()| + |6°m(

20000 5 < |6 (u)| + [6°ut (v
50000 9 < |6 (u)| + 6ot (v

)
v)| <5,
) <9,
-

Cq =

(4.29)

The pool of demand bandwidths is {50, 100, 500, 1000}. The interpretation of this setting is that demands
in MBs are routed in the network with capacities in GBs. The IGP costs are used as primary arc costs
and the hop numbers are used as secondary costs, i.e., 8, = 1,Va € A. Another configuration of the
secondary costs is the all-zero costs, i.e., 8, = 0,Va € A. Note that some of the nodes do not have

coordinates. We generate their coordinates according to their neighbors by the following formulas.

1 1
WL 2 T ] o

JEN (i) JEN (4)

where N (7) is the set of node neighbors (i.e., 37, (4, ) € E or (j,i) € F) of node 1.

4.11.4 Random Instances

The random instances follow the same generating scheme as the Internet Topology Zoo instances for
capacities, bandwidths, primary costs, and secondary costs. However, the vertices, coordinates, and
links are randomly generated. The ranges of z—coordinates and y—coordinates are [0, 100] and [0, 100],
respectively. The number of nodes in generated instances varies in {20, 25,30} and the density of graph
varies in {0.3,0.4,0.5}.

In summary, we generate 10 x 2 x 3 x 3 = 180 instances from SNDIib, 10 x 2 x 3 x 3 = 180 instances
from the Internet Topology Zoo, and 3 X 3 x 2 x 3 x 3 = 162 instances randomly. All the 522 instances

can be found online [690].

4.11.5 Experiment Setting

We summarize the components of the evaluated CPBPC variants in Table 4.2. In the table, ‘del’ refers to
the delay-based branching scheme and ‘div’ refers to the divergence node-based branching scheme. The
algorithms are implemented in C++ on a machine with Intel(R) Xeon(R) CPU E5-4627 v2of 3.30GHz
with 504GB RAM, running under Linux 64-bit OS. CPLEX 12.6 [578] is used as the solver for LP and
MILP. For every single run, one thread is used with a 1000s time limit and a 5Gb memory limit. We
solve all CP models with the proprietary CP solver described above developed at Paris Research Center,

Huawei France.
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Table 4.2: Components of the CPBPC variants

column cut primal branching
Algorithm
generation generation heuristic node heuristic

CPBPC-div v v v v
CPBPC-div-random v v v -
CPBPC-del&div v v v v
CPBPC-del&div-noCut v - v v
CPBPC-del&div-noPH v v - v
CPBPC-del&div-noCutPH v - - v

For CPBPC, we maintain a branch-and-price binary search tree and search for solutions using
breadth-first search (BFS). BFS updates the global lower bound efficiently but may not be able to
update the global upper bound at an early stage.

For column generation, the pricing problem of each demand has a time limit of 100 ms, while the
master problem is run for up to 6000 ms. The CP-based cut generation is run for 100 ms. Similarly, the
primal heuristic is constrained by a time limit of 100 ms but the branching node heuristic has no time
limit as it is doing propagation only.

For comparison, a monolithic compact CP model is also solved with the specialized CP solver. The
model is represented by (4.23), (4.19a) - (4.19¢) with the entire network for all demands instead of partial

networks constructed from active columns.

4.11.6 Numerical Results

The numerical results are summarized in Table 4.3. The ‘gap’ column is the mean optimality gap over
all the instances. All algorithms calculate both a lower bound (LB) and an upper bound (UB) so the gap
is determined by the corresponding algorithm. If no feasible solution is found within the time limit, a
default upper bound found by a greedy heuristic used during instance generation is applied to calculate
the optimality gap. The ‘time(s)’ column is the mean runtime over all the instances. The ‘#nodes’
column is the mean number of evaluated nodes over the instances that are solved to optimality by the
associated algorithm. The ‘#feas’ column is the number of instances with at least one feasible solution
found while the ‘#opt’ column is the number of instances with the optimal solution found and proved.
The ‘#cols’ column is the mean number of generated columns over the instances solved to optimality.
The columns labelled ‘#cuts’ and ‘#PHs’ are the mean number of generated cuts and calls to the primal
heuristic, respectively. For CPBPC variants, the generated cuts are cover cuts, while for the compact
MILP model, the generated cuts are cycle elimination constraints.

From the table, we can see that all the CPBPC variants are substantially better than the compact
MILP and CP models in both solution quality and run-time. CPBPC-div and CPBPC-div-random find
almost the same number of optimal solutions, while the mean number of evaluated nodes of CPBPC-div
is just half of the number of CPBPC-div-random, demonstrating the effectiveness of CPBNH in finding

good branching nodes. However, CPBNH can be time-consuming when there are multiple divergence
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Table 4.3: Results over 522 instances of the CPBPC algorithms and the compact MILP model

Algorithm gap time(s) #mnodes #feas Fopt | #cols #cuts #PHs
CPBPC-div 7.27% 418 20 363 312 167 605 289
CPBPC-div-random 6.97% 406 39 367 313 173 652 178
CPBPC-del&div 6.77% 386 24 380 332 176 540 186
CPBPC-del&div-noCut 6.91% 404 59 379 326 169 - 365
CPBPC-del&div-noPH 8.46% 439 45 339 310 164 664 -

CPBPC-del&div-noCutPH | 10.73% 485 108 302 285 150 - -

Compact MILP 30.36% 864 27470 139 101 - 458 -

Compact CP 38.99% 929 210060 99 47 - - -

nodes for many demands, leading to a better mean optimality gap and runtime of CPBPC-div-random.
For the algorithm variants with the two-level branching scheme, CPBPC-del&div is the best. We can
also see that removing CPCT and/or CPPH leads to worse results and removing the latter results in
more significant degradation.

The detailed results of the eight algorithms for different groups of instances are summarized in Table
4.4. For the instances from SNDIib, about half of the instances have feasible solutions found by CPBPC
algorithms and more than one-third are solved to optimality. Algorithms with two-level branching
schemes do not have obvious advantages. CPBPC-del&div and CPBPC-del&div-noCut perform the
best and demonstrate the importance of the primal heuristic in the CPBPC framework.

For Internet Topology Zoo instances, almost all instances have feasible solutions found by CPBPC
algorithms, and more than three-quarters of the instances are solved to optimality. For CPBPC algo-
rithms, these instances are easier than the instances from SNDIib. Similarly, the compact MILP/CP
approaches find feasible and optimal solutions for more instances from this group than SNDIib, though
they perform worse in terms of the mean optimality gap. Algorithms with the two-level branching
scheme have a significant advantage over the algorithms with the divergence-based branching scheme
only.

For randomly generated instances, all CPBPC algorithms behave similarly by providing feasible or
optimal solutions for more than half of the instances. These instances are harder than other instances
according to the mean optimality gap of CPBPC and compact MILP/CP approaches. The reason fewer
feasible and optimal solutions are found is that problems get harder as the number of demands, the size,
and the density of the network increase. For these instances, CPBPC-del&div achieves the best results.

Recall that we use three different configurations of the threshold for delay difference. We hence re-
organize the results of CPBPC-div, CPBPC-del&div, and the compact MILP/CP approaches according
to the three configurations in Table 4.5.

In the table, the relative UBs (LBs) are calculated as the mean relative value of the UB (LB) divided
by the LB value of the corresponding instance and algorithm when the delay-difference threshold is
10" to 40" as shown in (4.31). The wider range of the delay difference results in a less constrained

problem and potentially smaller objective value in minimization problems. As a result, with the proposed
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Table 4.4: Results of the CPBPC algorithm and the compact MILP model for different instance groups

Instances Algorithm gap  time(s) #nodes  #feas #opt
SNDIib CPBPC-div 8.36% 672 57 82 61
CPBPC-div-random 8.00% 662 133 83 62
CPBPC-del&div 8.19% 633 64 92 69
CPBPC-del&div-noCut 7.79% 650 137 93 67
CPBPC-del&div-noPH 8.711% 668 114 75 64
CPBPC-del&div-noCutPH 9.44% 705 222 66 58
180 Compact MILP 19.60% 909 29464 29 20
instances Compact CP 27.92% 933 226274 16 14
Internet CPBPC-div 1.86% 198 8 168 147
Topology CPBPC-div-random 1.78% 192 12 169 146
Zoo CPBPC-del&div 1.18% 165 12 173 154
CPBPC-del&div-noCut 1.20% 163 32 174 156
CPBPC-del&div-noPH 2.99% 211 23 162 149
CPBPC-del&div-noCutPH 5.13% 240 70 150 142
180 Compact MILP 28.32% 714 26777 79 57
instances | Compact CP 41.81% 875 191332 29 27
Random CPBPC-div 12.05% 381 13 113 104
CPBPC-div-random 11.60% 360 17 115 105
CPBPC-del&div 11.40% 356 16 115 109
CPBPC-del&div-noCut 12.29% 399 49 112 103
CPBPC-del&div-noPH 14.27% 438 32 102 97
CPBPC-del&div-noCutPH 18.39% 510 94 86 85
162 Compact MILP 45.57% 975 63372 13 6
instances Compact CP 48.14% 985 256504 10 6
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Table 4.5: Results with different upper bounds of delay difference

Algorithm delay-diff UB gap time(s) relative UB relative LB #feas Fopt
10th - 20tk 8.00% 463 1.20 1.11 114 96
CPBPC-div 10" - 30tk 7.21% 428 1.10 1.03 123 102
10" - 40" 6.59% 363 1.07 1.00 126 114
10th - 20tk 7.53% 434 1.19 1.11 121 101
CPBPC-del&div | 10" - 30t 7.08% 391 1.10 1.03 128 111
10th - 40tk 5.70% 332 1.06 1.00 131 120
10t - 20t" | 37.93% 944 1.44 1.05 18 12
compact MILP 10t - 301" | 30.51% 872 1.33 1.02 39 24
10t - 40t* | 23.55% 770 1.24 1.00 64 47
10t - 20t | 47.98% 974 1.49 1.04 5 5
compact CP 10" - 30" | 35.91% 926 1.38 1.02 22 15
10t - 40t* | 33.07% 887 1.33 1.00 28 27

denominator, the relative UB (LB) is always > 1.00.

UBloth, —pth

4.31
LBloth —40th ( )

relative UBjgth _ptn =

The results show that with the delay-difference threshold increasing, the problem becomes easier:
the gap and runtime get smaller while the number of instances with feasible or optimal solutions found
increases. In addition, the obtained objective decreases, which means better solutions are found with
looser delay-difference thresholds.

Finally, we present the results of CPBPC-div, CPBPC-del&div, and the compact MILP approach
with two types of different secondary costs, i.e., all-1 or all-0 costs in Table 4.6.

We can see that the two CPBPC algorithms and the compact CP approach find feasible and optimal
solutions for more instances with all-0 secondary costs, while the compact MILP approach finds feasible
and optimal solutions for fewer instances with all-0 secondary costs. All-0 costs mean that the secondary
paths only need to satisfy the arc-disjoint and delay-difference constraints: an easier task for each pricing
problem and for the compact CP model. However, for the compact MILP approach, all-0 costs make it
harder to distinguish secondary paths with costs, which might more frequently create cycles to satisfy

the delay-difference threshold constraints.

4.12 Discussion

We selected branch-and-price-and-cut as the decomposition framework because of its suitability for the
MCF problem variants and its scalability for large industrial instances. In particular, column generation

leads to high-quality dual bounds and simple sub-problems. The branch-and-price-and-cut framework
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Table 4.6: Results with different secondary costs

Algorithm secondary cost gap time(s) #feas #opt
all-1 8.19% 446 180 149
CPBPC-div
all-0 6.34% 391 183 163
all-1 7.44% 424 187 157
CPBPC-del&div
all-0 6.10% 347 193 175
all-1 25.43% 855 69 47
Compact MILP
all-0 34.33% 825 58 42
all-1 41.14% 928 27 21
Compact CP
all-0 34.711% 890 28 26

also takes advantage of the versatility of CP, which stems from a core model that is applicable at
different stages in industrial settings [691]. For comparison, logic-based Benders decomposition (LBBD)
[L06] might concentrate too much computation burden on a master problem and induce a large number
of cuts. Large neighborhood search (LNS) [256] can be effective by fixing a subset of route variables and
searching for better solutions over the remaining variables. However, LNS sacrifices the exactness of the
approach and our intuition is that the search space is too large for it to be promising.

In the branch-and-price-and-cut framework, our results are obtained with a specialized CP solver,
but similar results could be expected with other CP solvers that can handle route variables. There
is a certain amount of effort needed to formulate/implement the ArcDisjoint, the DelayDiffUB, and
the cycle elimination constraints. However, the propagation algorithms of these constraints are not
complicated.

As shown in the results, the four CP-based algorithmic modules all contribute to the superior per-
formance of the CPBPC approach. To achieve similar performance, the minimum required components
are route variables, several global constraints on route variables, and the CP-based column generation
module. However, a primal heuristic, which does not necessarily have to be CP-based, also provides
substantial benefits. Intuitively, column generation provides high-quality dual bounds and the primal

heuristic generates good primal bounds, speeding up the convergence of the algorithms.

4.13 Conclusion

In this chapter, we integrated Constraint Programming (CP) and Linear Programming (LP) in a CP-
based branch-and-price-and-cut (CPBPC) approach for Multi-Commodity Flow (MCF) problems. In
addition to the column generation itself, we propose the novel use of CP for the cut generation, primal
heuristics, and branching node heuristics in the CPBPC framework. With minor modifications, the
approach can be applied to different routing problems and, with more effort, to other combinatorial
optimization problems.

The proposed solution approach is applied to a bi-path multi-commodity flow (BP-MCF) optimiza-
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tion problem, where a primary path delivers each demand and an arc-disjoint, delay-similar secondary
path is reserved in case of the failure of the primary path. The goal is to route demands in a capacitated
network under the minimum cost. We proved the NP-hardness of BP-MCF and its pricing problem,
provided two mixed-integer linear programming formulations, and developed a delay-based branching
scheme.

We evaluated the performance of the proposed CPBPC approach, a compact MILP model, and a
compact CP model on a diverse set of BP-MCF instances. Experimental results show that the CPBPC
approach is significantly superior to the compact MILP and CP models in terms of optimality gap,
runtime, size of the search tree, and the number of instances solved. Thus, this work represents an
important contribution to exact methods for MCF and demonstrates the promising prospect of CP-LP
integration.

Our proposed methodology can be viewed as a general CP-based framework, where every component
except for the master problem solver is a CP module. Each module in the framework can be useful in
general. The CP-based cut generation can be applied to other MCF variants with capacity constraints.
The idea of incorporating more paths than columns in the CP-based primal heuristic can be adapted
to other problems based on path generation. The CP-based branching node heuristic is effective when
branching can lead to domain pruning of decision variables. Lastly, the two-level branching scheme can
be adapted to other problems for which no efficient and complete branching scheme exists.

For future work, the proposed approach can be adapted to other MCF variants, and a more efficient
filtering algorithm of the capacity constraint can further improve the performance of the primal heuristics,
cut generation, and cut lifting components based on CP. Other ways of CP-LP integration are worth
exploring. In particular, using the fractional solutions of the embedded LP relaxation in the CP solver

to guide the CP search for MCF is an interesting future direction.



Chapter 5

Solving LBBD Master Problems
with Constraint Programming and
Domain-Independent Dynamic

Programming

Constraint generation is a commonly used approach in solving combinatorial optimization problems.
Logic-Based Benders Decomposition (LBBD) (see Section 2.2), one of the most important constraint
generation algorithms, is compatible with various optimization methods including Mixed Integer Pro-
gramming (MIP) and Constraint Programming (CP). In this chapter, we investigate how to use Domain-
Independent Dynamic Programming (DIDP) and CP in LBBD. We discuss two ways to use DIDP and
CP in LBBD: (i) DIDP and CP for subproblems and (ii) DIDP and CP for master problems.

We focus on (ii) as it is fundamentally interesting, in particular addressing the challenge of feasibility
cut formulation. For the state-based DIDP model, we propose two cut encoding approaches: using
additional preconditions on state transitions or adding state constraints. Each of these approaches can
be modeled using integer numeric variables or set variables, resulting in four novel encodings. For CP, we
exploit key variable manipulation, constraint-based expressions, and global constraints to construct three
combinatorial cut encodings. We apply the four DIDP variants and three CP variants to simple assembly
line balancing problems with sequence-dependent setup times type-1 (SUALBP-1). Experimental results
show all approaches outperform a MIP-based master problem and the state-of-the-art monolithic MIP

model, with the three CP variants being superior to all of the DIDP approaches.

5.1 Introduction

Logic-Based Benders Decomposition (LBBD) is one of the most powerful and convenient patterns of
problem decomposition for solving combinatorial optimization problems [106]. While the most common
combination within the Operations Research (OR) literature uses Mixed Integer Programming (MIP)
for master problems and MIP or CP for subproblems [108], LBBD is compatible with various modeling

and solving techniques. For example, subproblems have been modeled and solved with Satisfiability

99
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Modulo Theories (SMT) [117], Binary Decision Diagrams [115], and problem-specific algorithms [692,

|. However, work investigating modeling and solution methods other than MIP for master problems
in LBBD is sporadic [693]. In this chapter, we explore modeling and solving LBBD master problems
with methods different from MIP.

As a constraint-based formalism, CP can readily accept cuts encoded as linear constraints. However,
linear constraints tend to propagate weakly, resulting in poor master problem performance. The encoding
methods proposed in this chapter are more combinatorial and focus on key decision variables in the
global constraints of the master problem CP model. As CP is competitive with MIP across a number of
optimization problems [95], when the master problem is of the form that is better solved with CP, a CP-
based master problem may outperform a corresponding MIP master problem if a good cut formulation
can be achieved.

Domain-Independent Dynamic Programming (DIDP) is a recent exact framework to model and solve
combinatorial optimization problems [50, 96], as we have reviewed in Section 2.1.3. Its success in well-
known problems motivates us to investigate using DIDP for master problems in the LBBD framework.
Since a DIDP model is defined as a state-transition system, encoding Benders cuts in DIDP differs
fundamentally from the constraint-based encoding in MIP and CP.

As a case study, we use assembly line balancing problems with sequence-dependent setup times
type-1 (SUALBP-1) [1]. The natural decomposition for this problem is to solve the Simple Assembly
Line Balancing Problem type-1 (SALBP-1) as the master problem and to solve a traveling salesman
problem with precedence constraints as a subproblem. Previous work shows that both DIDP and CP
can outperform MIP for SALBP-1 [95], thus this choice allows us to test whether cuts can be formulated

to maintain this advantage.

5.1.1 Contributions

Our contributions are summarized as follows.

1. Development of an LBBD algorithm for SUALBP-1 that first assigns tasks to stations in the
master problem, taking precedence constraints into account, and then independently schedules
tasks within each station as subproblems. Benders cuts are derived from infeasible subproblems
and iteratively added to the master problem. The LBBD master problem is solved using DIDP,

leveraging four novel encodings for Benders feasibility cuts.

2. Introduction of three innovative representations of feasibility cuts for SUALBP-1 within a CP-based

master problem.

3. Proposal of four encoding methods for Benders feasibility cuts in a DIDP-based master problem.
These methods utilize either integer variables or set variables to represent preconditions or state

constraints, resulting in four distinct encodings tailored to the DIDP framework.

4. An empirical study demonstrating that both DIDP-based and CP-based master problems outper-
form MIP for solving SUALBP-1, with CP consistently delivering the best performance. The study
includes a comprehensive analysis of the seven novel cut formulations, providing insights into their

effectiveness and comparative advantages.
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5. A proof of concept illustrating that modeling paradigms such as DIDP and CP can serve as robust
alternatives to MIP for modeling and solving LBBD master problems and effectively managing

Benders cuts.

This chapter is based on a paper published in the Thirtieth International Conference on Principles
and Practice of Constraint Programming (CP 2024) [694].

5.1.2 Organization

This chapter is organized as follows. The literature is reviewed in Section 5.2 and the logic-based Benders
decomposition of SUALBP-1 is presented in Section 5.3 with a MIP model for master problems and DIDP
models for subproblems. Section 5.4 then introduces the three novel CP models for the LBBD master
problems of SUALBP-1. The formal definition of the four feasibility cut encodings in DIDP is presented
in Section 5.5, followed by the instantiation of the four encoding methods for SUALBP-1 in Section 5.6.
The experimental results are presented in Section 5.7. We discuss the proposed approaches and results

in Section 5.8, followed by our conclusions in Section 5.9.

5.2 Literature Review

As LBBD is defined in Section 2.2, in this section, we first review the non-MIP approaches for LBBD
master problems and then the simple assembly line balancing problem with sequence dependent setup
times type-1 (SUALBP-1).

5.2.1 Non-MIP Approaches for LBBD Master Problems

To the best of our knowledge, no existing work explicitly uses non-MIP approaches to represent/solve
the LBBD master problems. However, there are some works where the MIP master was itself solved with
decomposition. Daryalal et al. [693] applied the classical Benders decomposition algorithm to solve the
LBBD master problem and CP to the LBBD subproblems for a network migration problem. Lam and Van
Hentenryck used branch-and-price to solve the master problem and used CP to solve the subproblems in
a branch-and-check (see Section 2.2.1.2) framework for a VRP with location congestion [677]. Similarly
Dall’Olio and Kolisch applied the branch-and-price-and-check approach to solve a technician scheduling
and routing problem with subproblems solved with MIP [695]. However, the LBBD master problem is

still represented as a MIP and the Benders cuts are expressed as linear inequalities.

5.2.2 SUALBP-1

An assembly line is composed of multiple workstations arranged along a conveyor belt. Workpieces are
sequentially introduced onto the line and transferred from station to station. At each station, specific
operations are performed within a fixed cycle time during each work cycle. The challenge of optimally
distributing tasks among the stations to achieve a particular objective is referred to as the Assembly
Line Balancing Problem (ALBP); see, for example, Baybars [696], Becker and Scholl [697], and Boysen
et al. [693].
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Figure 5.1: Example of SUALBP-1.

The Simple Assembly Line Balancing Problem (SALBP) is a well-studied production planning prob-

lem [697]. As setup operations such as tool changes, curing, or cooling processes are often required
between consecutive tasks in real production lines [699], SUALBP incorporates setup times into SALBP
[700], as shown in Fig. 5.1. Andrés et al. [700] defined the fundamental problem, the General As-

sembly Line Balancing Problem with Setups (GALBPS), which incorporates setup times between two
tasks performed consecutively by the same worker. Scholl et al. [701] further distinguished between
forward setup times, which occur when two tasks are executed within the same cycle, and backward
setup times, which occur when a worker must transition to the next workcycle between two tasks (the
final task of the current cycle and the initial task of the next cycle). They termed this problem the SetUp
Assembly Line Balancing and Scheduling Problem (SUALBSP). Subsequent research by Esmaeilbeigi
et al. [1] and Zohali et al. [137] continued to examine this problem, incorporating both forward and
backward setup times. This problem has since become known as the assembly line balancing problem
with sequence-dependent setup times (SUALBP).

For assembly line balancing problems, there are two main problem types: type-1 if the cycle time (the
maximum total task processing time on a station) is fixed and the number of stations to be minimized;
type-2 if the number of stations is fixed and the cycle time to be minimized. In this chapter, we study
the type-1 SUALBP.

5.2.2.1 Problem Definition

SUALBP-1 consists of n assembly tasks, partially ordered with precedence constraints, that require
processing on m ordered assembly stations. The tasks on a station must all sequentially execute within
the cycle time ¢. In SUALBP-1, the cycle time c is fixed and the objective is to minimize the number of
stations m. Though all stations can perform all assembly tasks, if a task is assigned to station j, all its
successors as defined by the precedence constraints must be assigned to the same or subsequent stations
(ie, 4,5+ 1,5 +2,...,m). Tasks assigned to the same station must also be sequenced to satisfy the
precedence constraints, if any. The deterministic processing time of a task is provided a priori. However,
the setup before a task (forward setup) is dependent upon the previous task in the processing sequence
of the station it is assigned to. There is also a sequence-dependent setup (backward setup) from the last
task on a machine to the first task on the same machine to model the setup required between the end
of a cycle and the start of the next one.

The setups are not symmetric, i.e., the setup time from task ¢ to j might be different from that
from task j to i. Nevertheless, the setups satisfy the triangle inequality. The decisions to be made for
SUALBP-1 are (i) the assignment of tasks to stations; and (ii) the sequence of the tasks assigned to

each station. We use the notation proposed by Esmaeilbeigi et al. [1], as shown in the Table 5.1 for
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Table 5.1: Notation and definition for SUALBP-1 [1].

Notation Definition

i,7€V index and set of tasks

ke K index and set of stations

t; execution time for task i € V'

P, (P}) set of direct (all) predecessors of task i € V

S (SF) set of direct (all) successors of task i € V

c the cycle time

m (m) upper (lower) bound on the number of stations

Tij (tiz) forward (backward) setup times from task ¢ € V' to task j

7 (1) the smallest forward (backward) setup time from any task to task i € V

a lower bound of the time contribution by task i, i.e., t, =¢; + min(zi,ﬁi)

SUALBP-1. To obtain all the parameters in the table, we adapt the preprocessing techniques in the
literature [1, 50, 137].
5.2.2.2 Monolithic MIP Model of SUALBP-1

To present the monolithic MIP model of SUALBP-1, additional parameters are required, as shown in
Table 5.2. We base our formulation on the Second Station-Based Formulation (SSBF) [1], the state-of-
the-art MIP formulation for SUALBPs. Since the SSBF model can be adapted to both SUALBP-1 and
SUALBP-2, we name it SSBF-1 [1]. The decision variables are:

e 1;;: binary variable with value 1, iff task ¢ € V is assigned to station k € F'S;.

e 2;: integer variable for encoding the index of the station that task ¢ € V is assigned to.
e uy: binary variable with value 1, iff any task is assigned to station k.

® g;ji: binary variable = 1, iff task 7 is performed immediately before task j on station k.
e h;ji: binary variable = 1, iff task ¢ is the last and task j is the first task on station k.

e r;: integer variable representing the rank of task ¢ in a sequence of all tasks. The sequence is

composed of the task sequences on all the active stations.

The SSBF-1 MIP model proposed by Esmaeilbeigi et al. [1] is as follows.

min Z up +m (5.1a)
keKP

sty wg=1, VieV, (5.1b)
keF'S;

> kemi =2, VieVv, (5.1c)
keF'S;

Z Jijk + Z hijk = @ik, VieV, VkeFS;, (5.1d)

i€FTyNFEF i€FTyNFE
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Table 5.2: Additional parameters for SUALBP-1 [1].

Notation Definition

& set of all precedence relations

E; earliest station for task i € V', e.g., E; = [HE#]

L; latest station for task i € V, e.g.,, Ly =m + 1 — (H_Z’%F%]

dij lower bound on the number of stations between the stations of tasks ¢ and j, inclusive,
e.g., di; = F#tj_l‘*%vesl*m’f tu—‘

KD(KP)  set of definite (possible) stations, i.e., KD = {1,...,m}, KP = {m+ 1,...,m}, and
K=KDUKP

FS; set of stations to which task ¢ € V' can be assigned, i.e., F'S; ={E;,, E; + 1, ..., L;}

FTy set of tasks which can be assigned to station k € K, i.e., F'T, = {i € V|k € F'S;}

A; set of tasks that cannot be assigned to the station to which task ¢ is assigned, e.g.,
A, ={j e V|IFS;NFS;, =0}

FF(PF) set of tasks which may directly follow (precede) task ¢ in forward direction, i.e.,
FF={jeV—(Ff-F)-P'— A, —{i}}and PF ={jeV]ie FjF}

FB(PB) set of tasks which may directly follow (precede) task i in backward direction, i.e.,

FP={jeV-F'—A}and PP ={jeVl]ie F}

Z Gijk + Z hijk = Tjk, VieV, Vke FSj, (5.16)

iEFTkﬂPJF ieFTijB

Z Z hijr = 1, Vk € KD, (5.1f)
1€FT, je(FTRNFP)

oD ik =, Vk € KP, (5.1g)
1€FTy je(FTLNFP)
ritl+ = |F =P > gigw—1) <y, VieV, VYjeFl,  (5.1h)

kE(FSiﬁFSj)

ri+ 1<y, V(i,j) €€, (5.1i)
zi < zj, Y(i,j) € €, (5.1j)

oot > > Tagar+ Y. wihie <c Vk € KD, (5.1k)
i€FT) i€F Ty je(FTNFF) i€ FT,NPBE

Z tiTi + Z Z Tij9ijk + Z ,uijhijk < c-ug, vk € KP, (511)
1EFT) 1€F Ty je(FTRNFL) 1€ FTyNPE

Yo za<tn—m+1) (1—hip), Vke K, VjeFT, (51m)

i€FT\{j}
Up+1 < Uk, Vk € K P\{m}, (5.1n)
gijr € {0, 1}, Vke K, Vi€ FT,, Vj€ (FTynFl), (5.10)
hiji € {0,1}, Vke K, YieFT,, Vje (FT,NEP), (5.1p)
[P 4+1<r <n—|F], VieV, (5.1q)
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za € {011, VieV, VkeFS;, (5.11)
ri,zi € LY, VieV, (5.1s)

The objective (5.1a) minimizes the number of stations. Constraints (5.1b) ensure that a task is
assigned to a station. Constraints (5.1c) link x;, and z;. Constraints (5.1d) and (5.1e) assure that a task
on station k is followed and preceded by exactly one other task in the cyclic sequence of this station.
According to constraints (5.1f) and (5.1g), in each cycle exactly one of the relations is a backward setup.
Constraints (5.1h) and (5.1i) establish the precedence relations among the tasks within each station.
Note that the constraints (5.1h) are inactive if tasks ¢ and j are assigned to different stations. We add
the constraints (5.1j) to make sure that the precedence relations among the tasks of different stations
are satisfied. Knapsack constraints (5.1k) and (5.11) ensure that no station time exceeds the cycle time.
Constraints (5.1m) guarantee that only task j is allocated to station k when hj;; = 1. Constraints
(5.1n) guarantee that stations are used in the correct order and no empty station is in the middle of
used stations. Constraints (5.10) to (5.1s) specify the domain of the variables.

Note that the decision variables r; and z; are set to continuous in the original SSBF model [1].
However, doing so results in infeasible solutions being labeled as feasible for some problem instances. In
addition to the MIP model, Esmaeilbeigi et al. [1] developed pre-processing techniques to reduce the

number of variables and constraints. We implement all these techniques, as well.

5.2.2.3 Solution Approaches for SUALBP-1

As shown in Fig. 5.2, SUALBP-1 has been solved with a number of approaches including MIP [1], CP

[702], DIDP [702], and heuristics [701].
Small SUALBP-1 size Large
>
Exact Approaches for SUALBP-1 Non-exact Approaches for SUALBP-1
cP Reoptimization
models methods
MIP DIDP Priority rule- Population-
del del based based

models L models methods metaheuristics
! \‘. Rule-based
, 1BBD GRASP

Figure 5.2: Solution approaches for SUALBP-1 in the literature.
LBBD is in dotted line as it has been applied to many complex ALBPs but surprisingly not
SUALBP-1. The arrows indicate dependencies between approaches.

5.2.2.3.1 Exact Approaches for SUALBP-1 Exact methods for SUALBP-1 are mostly model-
based, with MIP being the most popular approach.
MIP Models. Andrés et al. [700] formulated the SUALBP-1 as a binary linear program, ignoring

the distinction between forward and backward setup times. Their formulation employs O(n?) variables
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and O(n*) constraints, enabling the optimal resolution of extremely small problem instances. Scholl et
al. [701] expanded upon the research of Andrés et al., introducing a distinction between forward and
backward setup times. For SUALBP-1, they proposed a novel MIP Station-based Formulation (SF) that
synthesizes the traditional formulation for the SALBP-1 [703] with the classical Miller-Tucker-Zemlin
formulation for TSP [704]. With the key innovation being the decomposition of three-index decision
variables into two-index variables, this formulation demonstrates a significant reduction in complexity,
with the number of variables and constraints bounded by O(n?).

Esmaeilbeigi et al. [1] introduced three novel formulations for SUALBP-1 in 2016. Their approach
encompasses two station-based formulations and one schedule-based formulation. The First Station-
Based Formulation (FSBF) presents a departure from the SF model in terms of disjunctive constraints
and decision variables. The Second Station-Based Formulation (SSBF) [1] presents a modification of the
binary program initially developed by Andrés et al. [700]. A notable improvement in the SSBF is the
reduction of the number of constraints to O(n?). However, this formulation still suffers from a high num-
ber of binary variables, which may impact its computational efficiency. In the third formulation, known
as the schedule-based formulation for SUALBP-1 (SCBF-1) the number of variables and constraints is
bounded by O(n?) [1]. A significant drawback of the SCBF is its high memory consumption when using
a standard MIP solver, primarily due to the rapid growth of the active node list in the branch-and-bound
tree. According to the experiment results provided by Esmaeilbeigi et al. [1], the state-of-the-art MIP
model for SUALBP-1 is the SSBF model.

CP Models. In our parallel work [702], a CP model and a DIDP model have been developed. The CP
model features optional interval variables to represent the possibility that the task can be assigned to
many stations. It uses the Alternative constraints [54, 705] to ensure that a task is finally assigned to
one station. The schedule on each station is determined by the NoOverlap constraints [706]. The model
has auxiliary interval variables to encode the first and last tasks on a station and also the constraints
involving backward setup times. The CP model is good at finding high-quality solutions fast but fails
to outperform the SSBF in terms of the number of instances proved to optimality over time [702].
DIDP Models. The state-of-the-art exact method for SUALBP-1 is a monolithic DIDP model [702].
As introduced in Chapter 2, a DIDP model can be defined using a state-transition system. Here, a state
is defined by the set of unscheduled tasks, the current station that tasks are being assigned to, the first
and previous (i.e., most recently assigned) tasks on the current station, and the remaining cycle time on
the current station. Transitions consist of assigning a task as the next one on the current station, closing
the current station to allow no further tasks to be assigned, and assigning a task as the first task on a
station. Experiments showed that many open benchmark instances are closed with the DIDP model.
LBBD. For exact decomposition approaches, LBBD (see Section 2.2) is popular for assembly line
balancing variants. However, there is no existing LBBD approach specifically designed for SUALBP-
1. The closest work is an LBBD algorithm for mixed-model assembly line balancing problem with
sequence-dependent setups [138] that can be adapted (with significant simplification) to SUALBP-1.
The approach decomposes the problem into a task assignment master problem with task precedence
and a set of scheduling subproblem with the sequence-dependent setup times. We also follow this

decomposition idea and discuss this model in detail in Section 5.3

5.2.2.3.2 Non-exact Approaches for SUALBP-1 Most non-exact approaches for SUALBP-1

originate from priority rule methods and have evolved to incorporate advanced features such as reopti-
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mization, randomization, and population-based search.

Priority Rule-based Methods. Priority rule-based methods have a long tradition of addressing var-
ious ALBPs [707, , ] and numerous priority rules and scheduling strategies have been evaluated.
Key findings suggest that, for both SALBP and SUALBP, a station-oriented scheduling approach gen-
erally outperforms a task-oriented approach [709, ]. In both approaches, tasks are prioritized and
assigned sequentially once their predecessors have been allocated. The station-oriented approach se-
quentially constructs station loads, while the task-oriented approach opens a new station whenever the
highest-priority task cannot be accommodated within an existing station.

Andrés et al. [700] and Martino and Pastor [710] conducted comprehensive evaluations of a wide
range of priority rules. Their research revealed that single-parameter criteria, such as task time, are
generally less effective than composite rules that incorporate multiple parameters. The most effective
composite rule, as identified by Martino and Pastor [710], dynamically adapts based on the setup time
between unassigned tasks. Martino and Pastor further refined the parameters of this rule by training
on a subset of the dataset (10% of the instances) using the Nelder-Mead nonlinear optimization method
[711].

Reoptimization Methods. Among the various enhancements to the basic station-oriented scheme,
re-optimizing the partial sequence within the current station immediately after each task assignment has
been particularly effective. This re-optimization involves using local search techniques to shift tasks to
different positions within the sequence. In each iteration, the task shift that minimizes station time is
executed until a local optimum is reached. By incorporating these modifications into the station-oriented
priority rule-based procedure, Martino and Pastor [710] significantly outperformed a more sophisticated
rule-based GRASP developed by Andrés et al. [700]. However, Scholl et al. [701] later noted that these
re-optimization procedures often have limited impact, as they tend to quickly become trapped in local
optima.

Rule-based GRASP. Rule-based GRASP introduces an element of randomness into the priority rule-
based process. It involves multiple iterations, during each of which a solution is generated using the
station-oriented scheme [700]. In this scheme, a task is considered a candidate if it meets or exceeds a
certain threshold priority value, though it does not necessarily have the highest priority. A task is then
randomly selected from the pool of candidates. After constructing each solution, a local search heuristic
is applied to enhance solution quality by swapping tasks, provided that the precedence constraints are
not violated.

Scholl et al. [701] advanced the rule-based GRASP algorithm by employing six priority rules and
introducing randomness in the rule selection process rather than the task selection. In this approach,
while the task with the highest priority value is assigned, the calculation of priority values varies across
different iterations. Rule-based GRASP is applied to both the original problem and its reverse, achieved
by inverting the precedence graph [703]. To avoid wasting time on suboptimal partial solutions, the
total processing time, excluding setup and idle times, is computed and compared against a threshold
to determine if a solution that is at least as good as the incumbent is still feasible. Experiments
demonstrated that this composite heuristic algorithm significantly outperforms others on instances with
small to medium setup times.

Population-based Metaheuristics. For population-based metaheuristics, Yolmeh and Kianfar [712]
developed a genetic algorithm (GA) for SUALBP, with operators and parameters calibrated through

multifactor analysis of variance. The computational results indicate that their GA surpasses all previ-
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ously existing algorithms for SUALBP-1 and SUALBP-2 as of 2012.

The ant-colony-based shortest-path procedure, also known as the Avalanche procedure, developed
by Boysen and Fliedner [713], is a versatile heuristic applicable to a broad range of ALBPs and can be
readily adapted for the SUALBP. This iterative two-phase algorithm operates based on task sequences.
In the first phase of each iteration, an ant colony optimization (ACO) approach [714] generates a set of
precedence-feasible sequences using priority rules, with task time serving as the priority value. In the
second phase, each sequence generated in the first phase is optimally partitioned into station schedules
using a graph-based approach, which was further refined by Scholl et al. [701]. Inspired by the Avalanche
procedure, the multi-Hoffmann heuristic by Sternatz [715] is able to solve different relevant SUALBP

extensions of SALBP even in a combined manner.

5.3 LBBD for SUALBP-1

In this section, we present the logic-based Benders decomposition (LBBD) for SUALBP-1. LBBD has
been applied to many variants of the assembly line balancing problems (ALBPs) [137, 138, 716]. The
original problem is usually decomposed into an assignment master problem and multiple scheduling
subproblems. We develop a similar decomposition approach for SUALBP-1, illustrated in Fig. 5.3.
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Figure 5.3: LBBD for SUALBP-1.
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In the decomposition of SUALBP-1, the master problem assigns tasks to stations, considers the
precedence constraints between tasks, and minimizes the number stations used. The subproblems sched-
ule the tasks within each station and take the setup times into account, but only towards constraint
satisfaction instead of optimization. Whenever the best schedule (the shorter the station time the better)
of the tasks in a station violates the fixed cycle time, a Benders feasibility cut is generated and added
to the master problem.

Without any Benders cuts, the master problem is identical to the Simple Assembly Line Balancing
Problem type-1 (SALBP-1) [696]. As the LBBD master problem is usually modeled and solved as a
MIP, we first present the MIP model for the master problem.
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5.3.1 MIP Model for the Master Problem

For the master problem, instead of a simplified MIP formulation proposed by Akpinar et. al [138] we
use the state-of-the-art NF4 MIP formulation [717] for SALBP-1 and replace ¢; by t; to express the
subproblem relaxation and accelerate the convergence of decomposition. The decision variables of the

MIP model are as follows:
e 7, - binary variable that is 1 if task ¢ is assigned to station k and 0 otherwise.
e y; - binary variable that is 1 if station k is used and 0 otherwise.

The MIP model for the master problem (MP) is as follows:

min Z Yk, (5.2a)

x,Y

k=1,....,m
s.t. Z Tip =1, VieV, (5.2b)
k=FE;,....L;
S minck>dii+ Y mck Vi € V,Vj € P, (5.2¢)
k=FE;,...,L; k=FE;,....L;
> @kt <c Vk=1,...,m, (5.2d)
1€V, if E;<k<L;
Z Tik -l < ¢ Yk, VE=m+1,...,m (5.2e)
i€V, if B;<k<L;
uk =1, Vk=1,...,m, (5.2f)
Yk+1 < Yks Vk=m,...,m—1, (5.2¢)
zix € {0,1}, Vie V,Yk=E,, ..., L; (5.2h)
yr € {0,1}, Vk=1,...,m. (5.21)

The objective function (5.2a) minimizes the number of stations used. Constraints (5.2b) ensure that
each task is assigned to exactly one station. Here F; is defined as a lower bound on the number of

stations required to schedule task i:

L+ ep
E; = [17361313—‘ (5.3)
c
L; is an upper bound on the number of stations required to schedule task i:
b+ 2 jerrt
Li=m+1— [7]“3 ﬂ. (5.4)
c

Note that they are calculated based on {¢,} instead of {¢;}, because we want to incorporate the estimated
setup times in task processing times to better approximate the subproblems, such that the solutions
obtained from MP are high-quality and the number of LBBD iterations is reduced.

Constraints (5.2c) guarantee that the precedence relations between tasks are satisfied. Constraints
(5.2d) and (5.2¢) ensure that the cycle time is not exceeded. These two constraints also serve as the
subproblem relaxation in the MP, because the station load time here is just a lower bound as the
sequence-dependent setup times can only be exactly calculated in the subproblems.

Constraints (5.2f) and (5.2g) assure that the first m stations are used and that the remaining stations

are used with a preference of earlier stations to break symmetry. Finally, constraints (5.2h) and (5.21)
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define the domains of the decision variables. Note that variables x;; are not defined for k¥ < E; and

k > L;, because the task ¢ cannot be assigned to those stations.

5.3.2 DIDP Model for the Subproblem

In the LBBD framework for SUALBP-1, the MP solution assigns tasks to each station and hence de-
termines the number of stations used, i.e., the objective value. Thus, each subproblem is a constraint
satisfaction problem to find a schedule of the tasks, considering the precedence relation between tasks,
the sequence-dependent setup times, and the cycle time. The task processing times are not included in
the subproblem as they are constant after the task assignment is given; the sum of processing times is
therefore subtracted from the cycle time when evaluating feasibility. The subproblem has a structure of
Traveling Salesman Problem (TSP) with precedence constraints. For this constrained TSP variant, our
preliminary investigations showed that DIDP outperforms CP and MIP and we hence use DIDP as the
sole subproblem solver. The state variables, base cases, and the recursive function are as follows.

State variables. For station j, the DIDP model has the following state variables:
e U: set variable for unscheduled tasks. In the target state, U = Z7.

e s: element variable for the current task, with its value in Z7. In the target state, s = d,, where d,

is a dummy task with setup times from and to any other tasks set to zero.
e f: element variable for the first task, with its value in Z7. In the target state, f = ds.

Base cases. The base case of the DIDP model is: U =0 A s =d,.
Recursive function. We use V(U, s, f) to represent the cost of a state. Let Pij* be the set of predecessors
of task 7 on station j. Let Uy = {i € Z0 | TV 0 P/* = (}.

compute V(I7,d, d,) (5.5a)
0 fU=0 A s=d,, (i)
s+ VU, dg,dg elseif U=0 A s+#d,, ii
V(s )= 1TV ) 7 () (5.5D)
psi +mingep, V(U\{i},i, f) elseif Uy #0 A s#ds, (iii)
min;ey, V(U\{i},14,19) else, (iv)
+ 3 79 f = d87 i
V(U,s, f) = max tyt2ier T ne ® (5.5¢)
0, else. (i)

Case (5.5b-1) refers to the base case, while (5.5b-iv) corresponds to assigning the first task to the
current empty station. Case (5.5b-iii) represents assigning the next task to the current station and
adding the corresponding setup time. (5.5b-ii) represents closing the station and adding the setup time
to the first task. (5.5¢) is the dual bound [50].

Although this DIDP model is designed for optimization problems, since some DIDP solvers support
anytime solving [95], by setting a primal bound, the search can be stopped after a solution satisfying all
the constraints and having a total cost no greater than the cycle time minus the total processing time is

found.
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5.3.3 Benders Feasibility Cuts as Linear Constraints

Whenever the subproblem is infeasible, a Benders feasibility cut is generated and added to the master
problem. For the cut representation, linear constraints [135] are directly applied. As Z7 is the set of
MP variable indices that appear in the j-th subproblem, the corresponding Benders feasibility cut in the

MIP form is as follows:

S @ik <|TP|-1,Vhe{ke K |B—1<k<L;,VieT'}. (5.6)
1€TI

Chu and Xia defined a valid Benders cut as a logical expression having two properties [718]:

Property 1: The cut must exclude the current MP solution if it is not globally feasible. (5.7a)
Property 2: The cut must not remove any globally feasible solutions. (5.7b)

Property 1 ensures finite convergence if the MP variables have finite domains. Property 2 assures
optimality since the cut never removes globally feasible solutions. Here we provide a proof of the two

properties for the Benders cut (5.6).
Proposition 1. The linear constraint cut encoding (5.6) is valid.

Proof. For any cut j € J, > ,c7;
With the count smaller than |Z7|, as implemented in (5.6), the same set of tasks are never assigned to the

x; 1, counts the number of tasks that appear in the current station.

same station and Property 1 is satisfied. Since the solutions removed by this encoding are the solutions
with the set of tasks Z7 assigned to any station, they are all infeasible globally as the task processing

times and setup times are independent of stations, and thus Property 2 is satisfied. O

The Benders cut (5.6) is stronger than the traditional combinatorial no-good cuts [719] because it
cuts off multiple infeasible solutions at once instead of just one solution. In particular, any solution with
any station containing all the tasks in Z7 is pruned. It behaves similarly to the no-good cuts (or no-good
learning) in the context of CSP [720, 721] and SAT [722].

The Benders cut (5.6) can be strengthened by multiple techniques as reviewed in Section 2.2.1.2. A
straightforward approach here is to re-solve the subproblem with a subset of Z7, say 79" C I9. 1f the
subproblem is infeasible, we can obtain a stronger cut with respect to 7i' [116]. However, we leave that
for future work, as (i) the current cut is strong enough to fast convergence, and (ii) our focus is on

comparing cut encodings with different modeling paradigms.

5.4 CP-LBBD for SUALBP-1

In this section, we present three LBBD formulations for SUALBP-1 with CP master problems and

Benders feasibility cuts.

5.4.1 CP Master Problem

As stated in Section 5.3, the master problem is equivalent to the SALBP-1. For SALBP-1, Kuroiwa
and Beck [50] improved the CP model proposed by Bukchin and Raviv [723] by using a Pack global
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constraint. Our models differ from theirs in two ways:

1. t; is replaced by ¢, for task ¢ to model a subproblem relaxation in the master problem.

2. Three different combinatorial formulations of Benders feasibility cuts are used, one formulation in

each model.

We define T; as a lower bound on the number of stations between the station of task 7 and the last

station, inclusive (namely the tail):

T — {Q -1+ Zjes; th. (5.5)

c

Also, d;; is a lower bound on the number of stations between the stations of tasks ¢ and j, inclusive:

ti +tj -1+ ZUES:QPJ-* tv-‘

di; = [ - (5.9)

Let z be an integer decision variable representing the number of stations, z; be an integer decision
variable for the station that task ¢ is assigned to, and y; be an integer decision variable for the sum of
the lower bound time contribution of tasks scheduled in station k. Then the CP model for the master

problem, CP-MP, is as follows:

min z (5.10a)

s.t. Pack({yklk € K}, {z;li € V},{t;]i € V'}), (5.10b)

0<y <cg Vk € K, (5.10¢)
E,—1<z;<z-1-T;, VieV, (5.10d)

x; +dij < xj, VjGV,ViEP;,ﬂUGSfﬂP; tdij < djy + dy;. (5.10e)

The constraint (5.10b) utilizes the Pack global constraint [51] introduced in Section 2.1.2.1. It ensures

that the tasks are packed into the stations and contribute to the station loads. Specifically, the first
argument {yx|k € K} represents the total loads of all stations. The second argument {z;|i € V'} expresses
the task assignment for all the tasks. The third argument {¢,|¢ € V'} stands for the load contribution (the
lower bound of the time contribution) of these tasks. The Pack global constraint enforces the following
equation:

ye= > t, VEEK. (5.11)

ieVizi=k

Constraints (5.10¢) and (5.10d) state the domains of y; and z;, where E; is the defined as (5.3). Con-
straints (5.10b) and (5.10c) together ensure that the total task time on each station does not exceed the

cycle time. Constraints (5.10¢) are an enhanced version of the precedence constraint using d;;.

5.4.2 CP Formulations for Benders Feasibility Cuts

For SUALBP-1, we develop three combinatorial CP formulations for Benders feasibility cuts by using

key variable manipulation, a Count Different expression, and a Pack constraint.
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5.4.2.1 Variable Manipulation Encoding

For cut j € J, recall that 77 is the set of tasks assigned to the station that cannot be scheduled within
the cycle time. Then the j-th Benders feasibility cut based on manipulation of the key decision variables,

i.e., the station assignment specified by x;, is as follows:

S (@i=k)<|P|-1,Vke{keK|E-1<k<m-1-T,ViecT} (5.12)
i€TI

Theset {k€ K | E;—1<k<m—1-1T;,Vi e I’} excludes station k when there exists a task i that
cannot be assigned to k& due to precedence relations, i.e., k < E; — 1 or k > m — 1 — T;. The restriction

is valid because the cut is trivially satisfied if only a subset of 77 can be assigned to station k.
Proposition 2. Cut (5.12) is valid.

Proof. Recall that Chu and Xia [718] defined a valid Benders cut as a logical expression having two
properties that are introduced in (5.7a) and (5.7b). As z; = k specifies the station assignment and there
are |I7| tasks in Z7, the cut prevents the tasks in Z7 from being all assigned to the same station and
satisfies Property 1. Since the solutions removed by this encoding are all infeasible globally with the set

of tasks 77 assigned to any station, Property 2 is satisfied. O

5.4.2.2 Constraint-based Expression Encoding

Encoding (5.12) is similar to the linear constraints that are commonly used in MIP. But CP provides more
compact encodings via constraint-based expressions and global constraints that can also take advantage
of strong constraint propagation and domain filtering in CP.

The constraint-based expression Count_Different takes a list of (more than one) variables as input
and returns the number of distinct values of these variables [578]. The j-th cut based on Count Different
is as follows:

Count Different({z;|i € Z}) > 2. (5.13)

Proposition 3. Cut (5.13) is valid.

Proof. This constraint guarantees that the number of distinct values in {z;|i € Z7} is at least 2 and
implies (5.12). Thus, Property 1 and Property 2 are satisfied. O
5.4.2.3 Global Constraint Encoding

The j-th cut based on the global constraint Pack is as follows:
Pack({wy|k € K}, {x;]i € 77}, {1,]i € T9}), (5.14)

where 0 < wy, < |Z7| —1and 1; = 1,Vi € 7.

In the Pack constraint, the first argument {w|k € K} represents the total loads of all stations. The
second argument {z;|i € Z7} expresses the task assignment for the relevant tasks in the cut j. The third
argument {1;]i € Z7} stands for the load contribution of these tasks. Thus, the domain of wy, ensures
that each station can accommodate at most |Z7| — 1 tasks in Z/ given that each task contributes only 1

to the station load.
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Proposition 4. Cut (5.14) is valid.

Proof. Since 1; has unit length and wy, < |Z7| — 1, this cut assures that no more than |Z7| — 1 tasks in
T’ are assigned to any station and satisfies Property 1. Since the solutions removed by this encoding

are all infeasible globally with the set of tasks 77 assigned to any station, Property 2 is satisfied. O

The CP-LBBD models with cut (5.12), (5.13), and (5.14) are referred as CP-LBBD,, CP-LBBD,,
and CP-LBBD,, corresponding to ‘assignment’, ‘count’, and ‘pack’, respectively.

Note that the CP-LBBD. and CP-LBBD,, models, unlike CP-LBBD,,, cannot prune unnecessary
cuts for a station k if it does not satisfy the condition E; — 1 < k <m — 1 — T;,Vi € 77, because the
Count_Different expression and the Pack constraint do not have the flexibility to exclude a specific

station.

5.5 Feasibility Cut Encoding in DIDP-LBBD

In this section, we present four general encoding methods for the feasibility cuts in the LBBD framework
with DIDP master problems.

LBBD is often defined with MIP master problems and we first use MIP context. Let x be the decision
variables in the master problem and let X be the optimal solution of the latest MP iteration. Let Z be
the set of all MP variable indices and let Z7 be the set of MP variable indices that appear in the j-th

subproblem, then the Benders feasibility cut obtained from this subproblem is of the following form:

S (zi=m) < |- 1. (5.15)

€I

This form is often formulated as a linear constraint in the MIP master problem and we call it the j-th
cut. We define the variable-value pair (x;,T;) to be active if x; = T; and inactive if x; # T;.

In DIDP, however, a cut of the form (5.15) cannot be directly represented with state variables. Thus,
instead of adding only a constraint to the DIDP model, we add a new state variable for each cut, with
relevant transitions updating the variable value. New preconditions or state constraints are also added

to enforce the logic of Benders cuts.

5.5.1 Counting-based Encoding

Our first two encoding methods are based on integer variables in DIDP. The essence of the encodings is
to track the active variable-value pairs, i.e., (x;,T;) in the LHS of (5.15). However, the variable x; is in
the MIP form and does not exist in DIDP models. Often, we can still extract the concrete interpretation
of the value assignment of x; from the state variables and transitions in DIDP models.

Here our encoding methods identify the transitions that increase or decrease the LHS of (5.15), by
using a counter that is correspondingly incremented or decremented by the identified transitions. Then
we add a precondition or state constraint on this counter to enable the DIDP pruning when the cut
(5.15) is violated.

To formally define our encoding methods, we rely on a mapping from DIDP models to the variable-

value pairs. Let £(S) be the sequence of transitions from the target state S° to state S. Define a function
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M that maps £(S) to the value assignments of decision variables {x;|Vi € T} in the MIP form such that:
M(E(S)) = {xi|Vi € Z}. (5.16)

Here the value of z;, is interpreted/translated from £(S) and can be undetermined, i.e., not assigned
any value yet in DIDP since the corresponding decision has not been made. Then we define g/ to be
the number of the active variable-value pairs in the left-hand side (LHS) of the cut (5.15) that can be
extracted from M (£(S)), i.e.,

g = (wi =), (5.17)

1€ZLI

where 77 is the set of decision variable indices in the MIP form mapped from the associated subproblem.
Note that Z is added to the DIDP model as a constant set when initializing the model, while Z7 is a

constant subset of Z.

In the target state, since the £(SY) contains only the target state and no actual decisions have been
made, we have >, 7;(x; = T;) = 0 and ¢’ is 0. Let F7 be the function that updates the value of g7
according to transitions. If the effects eff, of transition 7 imply that z; = T; for some i € 77 and
xy # Ty, for some k € 77, we have

Fi(r) = U] - D], (5.18)

where UJ (D) is the set of the variable indices of the variable-value pairs that are changed from inactive

(active) to active (inactive) by transition 7 with respect to the j-th cut, with i € U? and k € DJ.

In other words, let S be the state where the preconditions of transition 7 are satisfied, and let
S’ = S[[]] be the state reachable from S by 7, we have

(l‘i £T; Nx; € ./\/l(f(S')),‘v’z S L{ﬁ) N (l‘l =T; \Nx; € M(f(S)),VZ S L{ﬁ) (5.193)

(x; =T Aai € M(E(S)),Vi € DI) A (x5 # T Axi € M(E(S)),Vi € D?) (5.19b)

Therefore, we have
S'lg’] = S[g’] + F (). (5.20)

In practice, the implementation of F depends on the problem and we define the encoding for
SUALBP-1 in Section 5.6.2. With the LHS of cut (5.15) modeled, we use preconditions or state con-
straints to model the right-hand side (RHS).

5.5.1.1 Counting-based Precondition Encoding

Our first method for modeling the RHS of (5.15) is based on preconditions. Specifically, for the cut
with the form (5.15), we add a precondition for each transition in the DIDP model that can model the
Benders cut as follows:

Slg’] + Fi(r) < |T7| -1, (5.21)

where 7 is the transition. If the precondition is violated, the transition 7 is not permitted.
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5.5.1.2 Counting-based State Constraint Encoding

Our second method for modeling the RHS of (5.15) is based on state constraints that need to be satisfied

by all states. The state constraint for the j-th cut is as follows:
Slg’] < |77 -1, (5.22)

where S is any state. A state constraint is evaluated after a state is created but a precondition would

prevent the state from being created.

5.5.2 Set-based Encoding

Our other two encoding methods are based on set variables in DIDP. Let £/ be a set variable that keeps
track of the active variable-value pairs in the LHS of the cut (5.15), according to the mapping M and
the constant set Z7. More specifically, the set variable Q7 contains an element e; iff 2; = %; is satisfied
in a state. In the target state, Q7 = (. If the effects ef f, of transition 7 imply that #; = T; for some
i € 77 and 3y # Ty, for some k € Z7, let UJ be the set containing all such i and DJ be the set containing
all such k, then the €7 is changed to

(S UUIHN\DI. (5.23)

Let S be a state and S” = S[[7]] be the state reachable from S by 7, we have S'[2] = (S[Q/] UUZ)\D:.
Similar to the counting-based encoding, we use preconditions or state constraints to model the RHS.
5.5.2.1 Set-based Precondition Encoding

For the cut (5.15), we add a precondition for each transition that can modify Q7 in the DIDP model as
follows:
T ¢ (SIV] UU)\ DY, (5.24)

where 7 is the transition. (S[Q7] UUZ)\DL gives the value of Q7 after the transition and may contain
items that are not in Z7. The precondition prevents {7 from including all the items in Z7.
5.5.2.2 Set-based State Constraint Encoding

The state constraint for the j-th cut is as follows:
77 ¢ S[), (5.25)

where S is any state.

5.5.3 Weakness of the DIDP Encoding

There is a fundamental weakness in the aforementioned DIDP encodings compared to constraint-based
models: adding a cut expands the search space. All four DIDP encoding methods rely on adding a new
state variable to the MP to keep track of the changes to the LHS of (5.15) caused by transitions. After
adding a new state variable corresponding to the j-th cut, the original state space size is multiplied by

the cardinality of the Z7. We return to this point in Section 5.8.
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Table 5.3: Summary of the DIDP model for the master problem.

State ‘ Type Objects Preference

U set tasks V'

r integer resource larger

Target state U=V,r=0

Base case =0

Transition ‘ Preconditions Effects Cost Forced
. 1eU N <rA )

assign, o U—-U\{i}ANr—=1r—1t 0 1

z “vnps \i) l
open CEU V<tV r—c 1 1

UNP;#0)|VieV

5.6 DIDP-LBBD for SUALBP-1

In this section, we present the DIDP model for the master problem for SUALBP-1 and the instantiation
of the four encoding methods in Section 5.5 to the Benders feasibility cuts for SUALBP-1.

5.6.1 DIDP Master Problem

Since the LBBD master problem for SUALBP-1 is equivalent to the SALBP-1 as stated in Section 5.3,
our DIDP formulations for the master problem are inspired by an existing DIDP model for SALBP-1
[50], which is defined as follows.

State variables.
e U: set variable for unscheduled tasks. In the target state (i.e., the initial state), U = V.

e 7: integer resource variable for the remaining time (cycle time minus used time) of the current

station. In the target state, r = 0. A larger r is better.

Base case. A base case is a set of conditions to terminate the recursion. The base case of the DIDP
model is: U = 0.
Transitions. Recall that a transition 7 is a 4-tuple (eff,, cost,, pre ., forced,;) where eff; is the effect,

cost, is the cost expression, pre_ is the set of preconditions, and forced, € {1, T}.

o Assigni=U - U\{i} Ar—=r—¢t,0,i€U ANt, <r ANUNPF =0, L): assign task i to the

current station.
e Open=(r—c¢ 1, 1¢U Vr<t, VUNP#£0)|VieV, L): open a new station.

Note that we use ¢; instead of ¢; in the master problem to estimate the setup times that are exactly
calculated in the subproblems.

Theoretically, the transition Open can be used at any state. However, a state with a closed station
that can accommodate an unscheduled task is dominated by an otherwise identical one that schedules
such a task. Thus, a dominance rule, stating that a station can only be opened if no task can be

assigned to the current station, is encoded in the preconditions for transition Open. This dominance
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rule plays an important role in the efficiency of the DIDP model [50] but presents a complication for our
cut formulations (see Section 5.6.2.2). The state variables, target state, base case, and transitions are

summarized in Table 5.3.

Recursive function. We use f(U, ) to represent the cost of astate. Let Uy = {i € U | r > ¢, A UNPF = (i}
be the set of tasks with all their predecessors scheduled that can fit on the current station. The recursive
function of the DIDP model is as follows:

compute f(V,0) (5.26a)
0 if U =90, (i)

f(Ur) =1+ f(U,c) else if Uy =0, (i) (5.26b)
minep, f(U\{i},r — 1) else, (i)

fWUr) < FUTY, > (5.26¢)
[y, (i

FUr) 2 max § 3y wf + [V ey wi® = 121, (ii) (5.26d)

[ iev w? = 1°T. (iii)

The term (5.26a) is to compute the cost of the target state. Equation (5.26b) is the main recursion of
the DIDP model. Specifically, (5.26b-i) refers to the base case, while (5.26b-ii) corresponds to opening a
new station and (5.26b-iii) refers to assigning task i to the current station. Inequality (5.26¢) formulates
state domination due to the resource variable: if other variables are equal, a state with a larger remaining
time dominates. (5.26d-1), (5.26d-ii), and (5.26d-iii) are valid dual bounds proposed by Scholl and Klein

2

[97] with numeric constants w?, w ,w? indexed by a task i and depending on t,, as shown in Table 5.4.

Table 5.4: Numeric constants for calculating a knapsack-based dual bound.

t; | (0,¢/2) ¢/2 (c¢/2,¢] || t; | (0,¢/3) ¢/3 (c/3,¢/2) 2¢/3 (2¢/3, ]
w? 0 0 1 w? 0 1/3 1/2 2/3 1
w;? 0 /20

In addition, the expression [ encodes the ‘if-then-else’ logic and returns 1 if r > C'/2 and 0 otherwise.

Similarly, the expression [3 returns 1 if > C/3 and 0 otherwise.

5.6.2 Encoding DIDP-LBBD Cuts for SUALBP-1

The formulations in Section 5.5.1 and Section 5.5.2 can be used for any cut of the form (5.15). Here we

formally present four cut formulations for SUALBP-1.

Recall that Chu and Xia [718] defined a valid Benders cut as a logical expression having two properties
that are described in (5.7a) and (5.7b). We also prove that these two properties are satisfied for each of

the four cut encodings.
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5.6.2.1 Counting-based Precondition Encoding

Let J be the set of subproblems leading to Benders cuts. Consider subproblem j € 7 corresponding to
station k, define Z7 as the set of tasks assigned to the station that cannot all be scheduled within the
cycle time. Also, define function F7 such that F7(i) = 1 if i € Z9 and 0 otherwise. In order to encode
this cut, we add a new state variable ¢/ with its value being 0 at the target state. We then modify the

recursive formulation (5.26b) as follows.

fWU.r g’ Vi€ J}) =

0 ifU =0, (i)

(5.27)
1+ f(U,c,{0|Vj € J}) else if Uy = 0), (ii)
min;ep, f(U\{i},r —t;,{¢’ + Fi(i) | Vj € J}) else. (iii)

where Up={i €U |r>t, NUNPF =0 A (Vje T, ¢° +F(i) <|Z7] - 1)}

Case (5.27-1) is the base case when all tasks are assigned to stations. Case (5.27-ii) represents the
situation where a new station needs to be opened and all the state variables {¢g’|j € J} are reset to
0 to indicate that in the new station, no task is scheduled yet. The case (5.27-iii) indicates that when
task 7 is assigned to the current station, the state variables {g/|j € J} are increased (or kept the
same) accordingly. Since case (5.27-iii) implies that Us is not empty, any task that can be assigned
to the current station must not make any cut violated according to the newly added preconditions:
Vje T, ¢’ +FI(i) < || — 1, because ¢ + F’ can be mapped back to the LHS of the Benders cut (5.15)
while |Z7] — 1 can be mapped back to the RHS.

Proposition 5. The counting-based precondition encoding is valid.

Proof. For any cut j € J, ¢’ counts the number of variable-value pairs that appear in the current
station. With transition Open, the current station changes to the next station and ¢’ = 0, as shown
in (5.27-ii). As shown in (5.27-iii), with transition Assign; for any 4, since F/ is non-negative and
g/ + FI(i) < |T7] — 1 is the precondition stated in Us,, we have S[g7] < |Z7] — 1 at any state S of the
DIDP model. This guarantees that the same set of tasks are never assigned to the same station and
satisfies Property 1. Since the solutions removed by this encoding are the solutions with the set of tasks
T7 assigned to any station, they are all infeasible globally as the task processing times and setup times

are independent of stations, and thus Property 2 is satisfied. O

5.6.2.2 Counting-based State Constraint Encoding

We can also enforce the cuts by keeping the modified effects and using state constraints instead of

preconditions to enforce the logic of feasibility cuts. The recursive formulation (5.26b) becomes:

FUr g [VjeT}) =
0 it U =0, (i)
1+ f(U,e,{0|Vj e J}) else if Uy = 0, (ii)
min;ey, f(U\{i},r —t;,{g’ + Fi(i) |Vj € J}) elseif Uy # 0. (iii)

(5.28)
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Cases (5.28-1) and (5.28-ii) refer to the base case and opening new station, respectively, which are
the same as (5.27-1) and (5.27-ii). Case (5.28-iii) considers assigning task i to the current station and
updating the state variables {g?|j € J} accordingly.

In (5.28-iii), there is no precondition preventing a task assignment that violates Benders cut. Instead,

state constraints are added to prune the resulting states as follows:
¢ < -1,YjeJ. (5.29)

However, as noted, there is an interaction between the cut and the dominance rule associated with the
preconditions of transition Open: if we maintain the original precondition on Open (i.e., Uy = 0), then
a state where only tasks that violate the cut can be scheduled will result in a dead-end. The transitions
satisfying (5.28-iii) will fire and the resulting states will all violate the state constraints. Thus, no state
is reachable from the current state. However, a new station should be opened in the state when no tasks
can be scheduled. To ensure the correctness of the model, either we remove the dominance and allow
Open at any time, or we maintain it by allowing Open when no tasks, including those violating cuts,
can be scheduled (the new preconditions become Us = )). We select the latter option to maintain the

efficiency of the proposed DIDP model.
Proposition 6. The counting-based state constraint encoding is valid.

Proof. Similar to the proof for Proposition 5, for any cut j € J, ¢/ counts the number of variable-
value pairs that appear in the current station. Explicitly enforced by state constraint (5.29), we have
S[g?] < |Z7] — 1 at any state S of the DIDP model. Property 1 and Property 2 are hence satisfied. [
5.6.2.3 Set-based Precondition Encoding

To encode this cut, we add a new state variable ¥/ with its value being () at the target state. We then

modify the recursive formulation (5.26b) in the DIDP model to express all the Benders feasibility cuts:

FU.r Q7 |Vj e J}) =

0 if U=0, (i)

(5.30)
1+ f(U,c,{0 | Vj € J}) else if Us = 0, (ii)
min;ep, f(O\{i},r —t,, {Q U{i} |Vje J}) else (iii)

where Us={i e U |r>t, N\UNP =0 A (VjeJ,T0¢ QW U{i})}.

Case (5.30-1) is the base case. Case (5.30-ii) represents the transition where a new station is opened
and all the state variables {Q/]j € J} are reset to empty sets. Case (5.30-iii) indicates that when task
i is assigned to the current station, the state variables {Q’|j € J} are updated accordingly. Since case
(5.30-iii) requires that Us is not empty, any task that can be assigned to the current station must not
make any cut violated according to the newly added preconditions: Vj € J,T7 ¢ € U {i}, because this

set relation can be mapped back to the Benders cut j.
Proposition 7. The set-based precondition encoding is valid.

Proof. For any cut j € J, 0 keeps track of the variable-value pairs that appear in the current station.

Case (5.30-ii) represents that, with transition Open, the current station changes to the next station and
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€ = (. As shown in (5.30-iii), with transition Assign; for any i, since the effects never remove any
element from Q7 and Z9 ¢ Q7 U {i} is the precondition stated in Us, we have Z7 ¢ S[Q/] at any state S
of the DIDP model. This guarantees that the same set of tasks would never appear in the same station

and satisfies Property 1. Similar to the proof for Proposition 5, Property 2 is satisfied. O

5.6.2.4 Set-based State Constraint Encoding

We can also adapt the state constraint encoding to the set-based formulation. The recursive formulation

(5.26b) becomes:

f(U,T’,{Qj |V]€J}):

0 if U =0, (i)

(5.31)
14 f(U,c,{0|VjeJ}) else if Us = 0, (ii)
min;ey, f(U\{i},r — ¢, {QU{i} | Vj € J}) elseif U #0. (iii)

Cases (5.31-i) and (5.31-ii) refer to the base case and opening new station, respectively, which are the
same as (5.30-1) and (5.30-ii). Case (5.31-iii) represents scheduling task 7 in the current station and
update the state variables {Q7|j € J} accordingly.
The added state constraint is:
g vjeJ. (5.32)

Similar to (5.28), we maintain the dominance specified by the preconditions of the transition Open by
inserting the case violating state constraints (5.32) into the preconditions (the new preconditions become
Us = 0).

Proposition 8. The set-based state constraint encoding is valid.

Proof. Similar to the proof for Proposition 7, for any cut j € 7, Q7 keeps track of the variable-value pairs
that appear in the current station. Enforced by the explicit state constraint (5.32), we have Z7 ¢ S[€)7]
at any state S of the DIDP model. Property 1 and Property 2 are hence satisfied. O

The DIDP-LBBD models with recursive formulation (5.27), (5.28), (5.30), and (5.31) replacing
(5.26b) are referred as DIDP-LBBD,.p;.., DIDP-LBBD ¢, DIDP-LBBD;p,.., and DIDP-LBBDcop,
respectively, where ‘c’ and ‘s’ correspond to ‘count’ and ‘set” and ‘Pre’ and ‘Con’ map to ‘precondition’

and ‘constraint’.

5.7 Experimental Evaluation

In this section, we compare the performance of our CP-LBBD, DIDP-LBBD, and MIP-LBBD models
against the state-of-the-art MIP model [1] as shown in Section 5.2.2.2. We use the 788 instances of the
SBF2 data set [701].!

Ihttps://assembly-line-balancing.de/sualbsp/data-set-of-scholl-et-al-2013/


https://assembly-line-balancing.de/sualbsp/data-set-of-scholl-et-al-2013/

CHAPTER 5. CP anNp DIDP ror LBBD MP 122

5.7.1 Experiment Setting

Originally proposed by Scholl et al. [701], the SBF2 data set has been widely used in the literature
[724, 725, 726] and was recently modified by Zohali et al. [137]. We use the modified version and follow

their clustering of the instances into four classes:
e Data set A: small (132 instances) with up to 25 tasks.
e Data set B: medium (140 instances) with 28 to 35 tasks.
e Data set C: large (188 instances) with 45 to 70 tasks.
e Data set D: extra-large (328 instances) with 75 to 111 tasks.

Each class has four different settings according to a parameter « that specifies the ratio of the average
setup time to the average task processing time: 0.25, 0.50, 0.75, and 1.00.

For the DIDP models, we use the state-of-the-art solver based on CABS [95] in didp-rs v0.7.3.? For
the CP models, we use CP Optimizer 22.1.1 [578]. For the MIP models, we use Gurobi 11.0.1 [607]. All
the experiments are implemented in Python 3.10.11. Each instance is run for 1800 seconds on a single
thread on a Ubuntu 22.04.2 LTS machine with Intel Core i7 CPU and 16 GB memory.

5.7.2 Experiment Results

The results on SUALBP-1 are shown in Fig. 5.4. Better performance is indicated by curves closer to the
top left corner of the graph. First note that all of our proposed techniques outperform the MIP model, the
current state of the art. CP-LBBD,, achieves the best performance at the time limit with 70% of instances
proved optimal. CP-LBBD,, performs best before 1100 seconds. In particular, CP-LBBD,. achieves 63%
in 300 seconds while CP-LBBD,, is 100 seconds slower to achieve that level. This performance difference
indicates the speedup brought by the constraint-based expression Count_Different. CP-LBBD,, though
trailing the other two CP-LBBD models significantly, performs better than DIDP-LBBD, MIP-LBBD,
and MIP approaches. These results imply that direct manipulation of core decision variables z; in the
CP model is advantageous compared to global constraints, especially when using a global constraint
requires extra variables such as wy in the Pack constraint.

The DIDP-LBBD models find and prove optimal solutions for more instances in a shorter computation
time than MIP-LBBD and MIP. In 60 seconds, all four DIDP-LBBD models find and prove optimality
on 50% of the instances. MIP cannot achieve the same performance in 1100 seconds. At 1800 seconds,
DIDP-LBBD has found and proved optimality for around 60% of the problem instances compared to
58% and 54% for MIP-LBBD and MIP, respectively.

Focusing on the LBBD models, the relative rankings are: CP-LBBD, DIDP-LBBD, and MIP-LBBD,
which demonstrates the promise of CP-LBBD and DIDP-LBBD. Though the three CP-LBBD variants
differ substantially in Fig. 5.4, there is no significant performance difference among the four DIDP-
LBBD variants. It is worth mentioning that the time spent on subproblems is very short, e.g., 0.001s,
suggesting that a branch-and-check approach may result in further performance improvements [107].

The performance of our approaches on datasets A, B, C, and D separately are presented in Fig. 5.5
- 5.8.

2https://didp.ai/
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Figure 5.4: Ratio of instances solved and proved optimal over time for SUALBP-1.
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Figure 5.8: Ratio of instances solved and proved optimal over time for dataset D.

We can see that for the smallest dataset A, all the LBBD models prove optimality for all the instances,
while MIP achieves optimality for 88% instances, which demonstrates the struggle for MIP when solving
even small instances. For the mid-size instances, all the compared approaches behave similarly, with
CP-LBBD,, trailing the other approaches.

For the large instances, the compared approaches behave quite differently. The CP-LBBD, and
CP-LBBD, models lead the performance ranking but the performance of CP-LBBD, drops after 900
seconds. CP-LBBD, performs the best and achieves proved optimality for 62% instances. However,
CP-LBBD,, again performs poorly, only better than the MIP-LBBD model and achieves proved optimal-
ity for 40% instances, which implies that the global constraint Pack might be too expensive. The four
DIDP-LBBD models perform similarly and only worse than CP-LBBD,,, with DIDP-LBBD;p,.. trailing
the other three models. Surprisingly, the monolithic MIP model outperforms MIP-LBBD and achieves
a similar percentage of instances proved to optimality as DIDP-LBBDgp,... The MIP-LBBD model only
proves 31% instances to optimality.

For the extra large instances, the compared approaches also behave differently, with their performance
rankings differing from the rankings for large instances. Although the three CP-based LBBD models
significantly outperform the other approaches, they cannot prove optimality for more than 50% instances.
The constraint-expression based CP-LBBD,, is consistently worse than the other two CP-LBBD models.
While the MIP-based LBBD model underperforms the DIDP-based models before 400 seconds, it starts
to consistently outperform the DIDP-based models after 600 seconds and proves 7% more instances at
the time limit. We can also see that the four DIDP-LBBD models achieve very similar performance.
But apparently their performance degrades in comparison to their performance for large instances. The

monolithic MIP model is the worst and only proves less than 30% of the instances to optimality.
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5.7.3 Algorithm Analysis

To better understand the performance of the eight LBBD models and the differences among them, we

conduct a series of analyses.

5.7.3.1 Optimal Instances vs. Iterations Required

We first report the number of instances that are proved optimal versus the number of LBBD iterations
for all eight LBBD models and all four datasets, as shown in Fig. 5.9. If for a model, after iteration 4,
there is no instance running due to the time limit, the plot stops at iteration i.

From Fig. 5.9 we can see that the CP-LBBD models prove the most instances optimal with
CP-LBBD, performing the best. The CP-LBBD. model proves fewer instances optimal than CP-LBBD,
but more instances than the CP-LBBD,, model. DIDP-LBBD models, with similar performance among
four variants, trail the CP-LBBD models but outperform the MIP-LBBD model.
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Figure 5.9: Optimal instances over LBBD iterations required.

Note that the plots of DIDP-LBBD models stop the earliest before 400 iterations and cannot prove
more instances optimal after around 200 iterations, with counting-based DIDP-LBBD models performing
slightly better than the set-based models. The interpretations here are two-fold: (i) DIDP-LBBD models
cannot conduct more iterations within the time limit; (ii) DIDP-LBBD models require relatively fewer
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iterations to prove some instances optimal. Later we present other analysis to further verify these
interpretations.

It appears that DIDP-LBBD does many fewer iterations but performs better than MIP-LBBD and
almost at the level of CP-LBBD. Given that the only difference is in the solutions to the MP (i.e., the
cuts are mathematically equivalent), then it must be the differences arise from the different techniques
finding different optimal MP solutions. We conduct further evaluations to investigate: (i) whether this

phenomenon is real and (ii) what causes this phenomenon.

5.7.3.2 Distribution of the Number of Iterations

We analyze the distribution of the number of iterations required for the instances proved optimal by
each of the eight LBBD models. The results are shown in Fig. 5.10. Since each LBBD model proves
a different number of instances to optimality, the number of instances considered in each violin plot
corresponding to each model is reported by the black text “#ins”. We also report the mean and median

number of iterations required as the text “mean” and “median”, respectively.
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Figure 5.10: Distribution of the LBBD iterations. The number of instances considered for each model
is reported by the black text “#ins”. The mean is indicated by the short solid horizontal green line and
reported by the green text “mean”. The median by the dotted horizontal red line and reported by the
red text “median”.
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We can see that the four DIDP-LBBD models are indeed more efficient than CP-LBBD and MIP-
LBBD models in terms of the number of iterations required to prove optimality. For each model, the
median number of iterations (indicated by the dotted horizontal red line) is smaller than the mean
(indicated by the solid horizontal green line): most of the instances need only few LBBD iterations
to be proved optimal and occasionally some instance needs more iterations. Compared to CP-LBBD
and MIP-LBBD models, DIDP-LBBD models demonstrate the smallest mean and median number of
iterations, but all median values are relatively close.

While the mean iterations for MIP-LBBD are the largest among all models, the median for MIP-
LBBD is smaller than CP-LBBD, and CP-LBBD,. models: MIP-LBBD has more instances that require
many iterations to prove optimal and the distribution of the number of iterations is similar to bimodal
distribution.

Interestingly, the CP-LBBD, model has the smallest mean and median iterations compared to
CP-LBBD, and CP-LBBD,. The interpretations here are also two-fold: (i) there are few instances
with extremely many iterations when using the CP-LBBD,, model; (ii) some instances need many more
iterations than the current time limit allowed for CP-LBBD,, to prove optimal, and if these instances
are included under a longer time limit, the mean and median iterations will exceed that for CP-LBBD,,
and CP-LBBD,,.

Also, note that the CP-LBBD, model has the smallest number of extreme iterations compared to
other CP-LBBD models. However, in Fig. 5.9, the CP-LBBD. model exhibits the largest number of
extreme iterations. The interpretations of this discrepancy are: (i) the CP-LBBD, model can generally
perform efficient MP solving and thus more LBBD iterations, indicating the efficiency advantage of
using constraint-based expressions in the CP model; (ii) occasionally the CP-LBBD, model struggles

with some instances and fails to prove them optimal.

5.7.3.3 Scatter Plots of Iterations Required

The second evaluation we conduct is to look into individual instances and compare the number of
iterations required for a pair of selected LBBD models. To better understand the difference between
the DIDP-LBBD, CP-LBBD, and MIP-LBBD models, we select the DIDP-LBBD.c,,,, CP-LBBD,, and
MIP-LBBD models for further analysis.

The Fig. 5.11 is a scatter plot for the subset of instances that can be proved optimal by both the
DIDP-LBBD.¢o, and CP-LBBD, models. Each point in the plot corresponds to an instance with the
z-value and y-value being the number of iterations required when solved with the CP-LBBD, model
and the DIDP-LBBD.c,,, model, respectively.

From the scatter plot, we can see that generally the DIDP-LBBD_ ¢, model requires many fewer
iterations than the CP-LBBD, model. In fact, in the plot, only a few instances need more iterations
when solved with the DIDP-LBBD.¢,, model compared to the CP-LBBD, model.

A similar scatter plot for the DIDP-LBBD ¢,, and MIP-LBBD models is shown in Fig. 5.12. We
can see that the DIDP-LBBD_ ¢,, model also needs many fewer iterations than the MIP-LBBD model.
The scatter plot for the CP-LBBD, and MIP-LBBD models is shown in Fig. 5.13. The CP-LBBD,
needs slightly fewer iterations than the MIP-LBBD model, which is consistent with our observations in
Fig. 5.9 and Fig. 5.10.

Note that the three scatter plots consider three different subsets of instances. Each plot includes

only the instances that can be solved optimally by both methods involved.
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Figure 5.11: Number of iterations required for DIDP-LBBD_ ¢,, and CP-LBBD, models.

Figure 5.12: Number of iterations required for DIDP-LBBD_ ¢y, and MIP-LBBD models.
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Figure 5.13: Number of iterations required for CP-LBBD, and MIP-LBBD models.

5.7.3.4 MP Solution Similarity vs. Iterations Required

This section presents efforts to understand the difference in the number of iterations between different
LBBD models.

Since the only difference between the proposed LBBD models is in solving the MP and all cut
formulations are mathematically equivalent, the reason for the performance difference appears to arise
from different optimal solutions being found by the different MP solvers. Once two approaches find
two different optimal MP solutions at an iteration, their search processes diverge because the cuts
generated from different MP solutions will be different. However, the results above suggest that there is
a conceivable systematic effect: DIDP models appear to be consistently finding MP solutions that lead
to fewer overall iterations.

As an attempt to explain the systematic effect observed, we propose a hypothesis: the similarity
between the optimal MP solutions obtained in consecutive LBBD iterations is negatively correlated
with the number of LBBD iterations required to prove optimal. This hypothesis is inspired by a column
stabilization technique to alleviate the tailing off effect at the end of the column generation (CG) process
and to accelerate its convergence [189]. Specifically in CG, using simplex re-optimization after adding a
column instead of optimization from scratch can bring stabilization toward the previous primal solution
of the restricted master problem (RMP) and reduce the number of iterations required to find the optimal
CG solution [727]. This technique implies that similar primal solutions of RMPs in CG lead to fewer
iterations required for convergence. We hypothesize that a similar phenomenon could happen in LBBD
models for SUALBP-1. We now introduce the tools needed to investigate this hypothesis.

We define MP solution similarity as follows. Given an instance i, after the instance is proved optimal
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where NN is the total number of tasks of instance i. The similarity score of the sequence of MP solutions

(corresponding to instance 7 and approach a) is

Yjmra-10a
Q4= —2 71 , (5.34)
where J is the number of MP solutions in the sequence. Note that a higher similarity score means less
change between consecutive MP solutions in the solution sequence.

In Fig. 5.14, we plot the similarity score versus the number of iterations required to prove optimality
for all the instances that can be solved optimally by DIDP-LBBD.c,,, CP-LBBD, and MIP-LBBD
models. We exclude instances that can be solved by any approach with only one LBBD iteration as
we cannot calculate its MP solution similarity. We also plot the regression line to approximate the
distribution.

We can see that the mean similarity of the DIDP-LBBD_.¢,, model is the highest while the mean
iterations required are the fewest. The DIDP-LBBD.¢,,, model demonstrates a clear negative correla-
tion between the MP solution similarity and the number of iterations required to prove optimal. For
CP-LBBD, and MIP-LBBD models, the negative correlations are less apparent.

Thus, for the DIDP-LBBD.c,, model, the MP solution similarity is high, the changes between
consecutive MP solutions are small, and the number of iterations required to prove optimal is low. We
speculate that the search behavior of the DIDP model leads to this phenomenon. The DIDP-LBBD.con
model for the master problem constructs the solution of SUALBP-1 by assigning each of the tasks to
stations. The assignment starts from a station and fills tasks into it until no more tasks can be placed.
Then a new station is opened and the task assignment continues. When there is a Benders cut encoded
by transition preconditions or state constraints included in the DIDP model of the MP, it does not
immediately affect the solution construction process (or search behavior). The cut is only triggered
when the tasks in the current station satisfy the conditions associated with the cut. Thus, the adjacent
MP solutions obtained with the DIDP-LBBD.c,, model could be very similar since the corresponding
DIDP models for the two MPs differ by only a few cuts.

For CP-LBBD and MIP-LBBD models, the Benders cuts are added as constraints and have an
immediate impact on the search space. Since the solutions in MIP models of the MP are not explicitly
constructed from the first to the last station, we could see very different adjacent MP solutions. As
a result, for SUALBP-1, the adjacent MP solutions obtained with DIDP models usually have higher
similarity scores than the adjacent MP solutions obtained with MIP models.

We speculate that the negative correlation between the MP solution similarity and the number
of iterations required to prove optimal is caused by the problem structure of SUALBP-1. Since the

objective is to minimize the number of stations used, the cost function is very coarse. Thus, in most
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Figure 5.14: MP solution similarity v.s iterations required for DIDP-LBBD.¢,,, CP-LBBD, and MIP-
LBBD models

instances, there are multiple optimal solutions. If the algorithm searches in a small region and improves
the solution quality based on a given MP solution, as what our DIDP model does with Benders cuts,
it could likely lead to an optimal solution soon. Instead, exploring different regions may increase the
unnecessary computational efforts and LBBD iterations, as our MIP model does with Benders cuts.

In the Benders decomposition literature, stabilization techniques such as regularization [728] and
trust-regions [729] are often used to accelerate the convergence [102]. Specifically, the regularization
technique modifies the MP objective function to penalize deviations from previous solutions and the
trust-regions technique limits the MP solution to a localized area around a reference point, preventing
erratic oscillations between solutions. These techniques can lead to similar MP solutions and thus fewer
iterations required to prove optimality for many problems [730]. We speculate that as the DIDP-LBBD
models find similar MP solutions, they result in performance similar to a regularized model but without
explicit regularization. We make the observation to inspire theoretical research in future work.

Interestingly, note that the average similarity score of the CP-LBBD, model is high. This means
that the CP models of the master problems could be exploiting a small search region. The relatively

low average iterations required to prove optimal for the CP-LBBD, model are consistent with our



CHAPTER 5. CP anp DIDP ror LBBD MP 133

speculated negative correlation between the similarity and iterations. Therefore, the CP-LBBD models
can perform a relatively small number of LBBD iterations when searching in a small region. The default
search strategy of CP Optimizer consists of several search techniques (including large neighborhood
search, genetic algorithms, etc.) that are dynamically changed during the search by adapting to the
problem of interest [731]. Thus, it is unclear what algorithms are used in the CP master problem. With
the coarse objective function of SUALBP-1, focusing on similar solutions allows CP (and DIDP) to cut
off solutions in a concentrated area, leading to a primal solution that then cuts off solutions in other
areas. Thus, the number of iterations required to prove optimality is significantly reduced. However,
we must re-emphasize that this is speculation and further investigation and fuller analysis is needed for

future work.

5.7.3.5 Runtime vs. Iterations

As shown in the last section, both DIDP-LBBD and CP-LBBD models demonstrate a negative correlation
between the MP solution similarity and the number of iterations required to prove optimality, but why
do the CP-LBBD models outperform the DIDP-LBBD models? To answer this question, we conduct
further analysis.

For the SBF2 data set, 392 of the 788 instances are proved optimal by all of the eight LBBD models.
The mean MP runtimes of the 392 instances over iterations for all eight LBBD models are shown in Fig.

5.15.
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Figure 5.15: Mean MP runtime over iterations.

CP-LBBD and MIP-LBBD have relatively consistent MP runtime across different iterations. Since
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CP-LBBD models need fewer iterations and spend less or similar runtime in each iteration than the
MIP-LBBD model, CP-LBBD models are generally faster than the MIP-LBBD model. For DIDP-
LBBD models, although starting from a small magnitude, the MP runtimes increase drastically as the
iterations increase. As discussed in Section 5.5.3, with more state variables added to the DIDP model of
the master problem, the state space of the model is enlarged and the search needs more search effort to
find and prove optimality: hence the MPs become more time-consuming to solve. We have already shown
in Fig. 5.14 that the number of iterations required for the DIDP-LBBD models is slightly fewer than that
for the CP-LBBD models. But since the runtime of the DIDP-LBBD models increases sharply with the
number of iterations, the overall performance of the CP-LBBD models is better than the DIDP-LBBD
models. Therefore, this performance degradation can partially explain the worse results of DIDP-LBBD
compared to CP-LBBD.

The mean MP runtimes over iterations for dataset A, B, C, and D are separately shown in Fig. 5.16
- 5.19, respectively.

For dataset A, the DIDP-LBBD models achieve the best performance, while the CP-LBBD and
MIP-LBBD models exhibit longer MP runtimes. Notably, the CP-LBBD, model experiences a relatively
prolonged runtime in the initial phase, which decreases significantly after the first iteration. Since the
number of iterations required is low, the runtime for dataset A is generally short and the performance
degradation of DIDP-LBBD models is not obvious.

For dataset B, the DIDP-LBBD models and the CP-LBBD,, model show steep increases in runtime
during the first 60 iterations, whereas the CP-LBBD,, CP-LBBD,., and MIP-LBBD models display a
more gradual rise. Specifically, the MIP-LBBD model maintains a relatively consistent runtime over
nearly 400 iterations, highlighting the insensitivity of MIP runtime to the number of cuts added.

For dataset C, a noticeable surge in runtime begins around iteration 100, with the DIDP-LBBD model
performing significantly worse than the CP-LBBD models in this regard. Despite some fluctuations, the
MIP-LBBD model maintains a relatively consistent runtime across iterations.

For dataset D, the MIP-LBBD model exhibits the worst runtime performance. The DIDP-LBBD
models experience two sharp runtime increases before iteration 100. Initially, the CP-LBBD, and
CP-LBBD, models perform well but are eventually outpaced by the DIDP-LBBD models. Among
all the models, CP-LBBD,, performs the best, delivering consistent runtime throughout the iterations.

In summary, the MIP-LBBD model demonstrates the most consistent mean runtime across itera-
tions. As the number of iterations increases, the DIDP-LBBD models exhibit significant performance
degradation, characterized by sharp increases in runtime. While the CP-LBBD models also experience
runtime surges, these are generally less severe and are often followed by a stabilization period, after
which the CP-LBBD models maintain consistent performance. Combined with our findings in Section
5.7.3.4, we explain the better performance of the CP-LBBD models compared to the DIDP-LBBD and
MIP-LBBD models. In the next section, we analyze the performance of the three CP-LBBD models in

more detail.

5.7.3.6 Analysis of CP-LBBD

In order to investigate the differences among the three CP-LBBD models, for all 788 instances in the
SBF2 dataset, we added the cuts generated by CP-LBBD, model at each MP iteration to all models,
in their corresponding cut forms. Thus for each MP iteration, the three models solve identical problems

except for the differences in the form of the cuts. We set the time limit to 3600 seconds for this
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experiment.

The ratio of instances solved and proved optimal over time for datasets A, B, C, and D are presented
in Fig. 5.20, 5.21, 5.22, and 5.23, respectively. All four graphs show a substantial cluster in the lower-
left corner demonstrating broadly similar performance. However, both CP-LBBD, and, to a greater
extent, CP-LBBD,, exhibit a number of instances with a large number of nodes and large runtimes when

CP-LBBD, has relatively small values of these measures.
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Figure 5.20: Number of nodes of the MPs in CP-LBBD, and CP-LBBD,.

These graphs are consistent with the overall results of the CP models in Figure 5.4. In terms of
the number of nodes generated, the graphs suggest that the difference comes less from a systematic
performance difference among the models and more from a small number of outliers with large node
counts for CP-LBBD, and CP-LBBD,,. In contrast, the runtime graphs for CP-LBBD,, and, though to
a lesser extent, CP-LBBD, show vertical clusters of instances with relatively low CP-LBBD, runtimes
implying that the higher computational effort of the global constraint-based models does not pay off in
terms of performance.

The runtime over the number of nodes of the MPs in CP-LBBD models for the SBF2 dataset is
shown in Fig. 5.24. The results in Fig. 5.4 also coincide with these findings (CP-LBBD, and CP-LBBD,

outperform CP-LBBD,) from a regression perspective.

5.8 Discussion

Our experiments and analysis show a surprising difference in the behavior of different solvers in solving

the MP in LBBD. Despite the fact that the models and cuts are mathematically equivalent, it appears



CHAPTER 5. CP anp DIDP ror LBBD MP 138

le8
1.75 1 =

1.50
1.25 1
1.00

0.75 1

CP-LBBD, number of nodes

0501, —*°

0251 =»

0.00 ¥ | | | | | |
000 025 050 0.75 1.00 1.25 1.50 1.75

CP-LBBD, number of nodes 1e8

Figure 5.21: Number of nodes of the MPs in CP-LBBD,, and CP-LBBD,,.

4000

3500 4

3000

2500 41

2000

1500

CP-LBBD, runtime (s)

1000 -

- @
0 500 1000 1500 2000 2500 3000 3500 4000
CP-LBBD, runtime (s)

Figure 5.22: Runtime of the MPs in CP-LBBD. and CP-LBBD,,.



CHAPTER 5. CP anp DIDP ror LBBD MP 139

4000
3500 4

3000

[

wu

o

o
I

=

wu

o

o
L

CP-LBBD, runtime (s)
[
[=)
=]
o

1000 1~

500

0 — e | | ‘ |
0 500 1000 1500 2000 2500 3000 3500 4000
CP-LBBD, runtime (s)

Figure 5.23: Runtime of the MPs in CP-LBBD,, and CP-LBBD,,.

5000 -
4000 -
o
] i
£ 3000 .
—t
=
2
2000 - L CP-LBBD, instance
—— CP-LBBD; regression
CP-LBBD, instance
1000+ —— CP-LBBD, regression
CP-LBBD, instance
0- —— CP-LBBD, regression

000 025 050 075 100 125 150 175 2.00
number of nodes leg

Figure 5.24: Runtime over number of nodes of the MPs in CP-LBBD models for the SBF2 dataset.



CHAPTER 5. CP anNp DIDP ror LBBD MP 140

that different approaches find MP solutions that push the global search behavior toward more or fewer
iterations. We provide some evidence that the similarity of consecutive MP solutions may play a role
here but further research is required to fully understand our observations.

Global constraints in CP can increase domain propagation and the overall solving performance but
have a limit, after which the improved propagation, if any, is not worth the effort required [49]. This
dynamic may be observed by the worse results of CP-LBBD,, compared to CP-LBBD, and CP-LBBD...
By contrast, CP-LBBD, and CP-LBBD, manipulate the main decision variables more directly while
not inducing much larger constraint models. This trade-off between stronger propagation and increasing
model size is prevalent in applications of CP techniques.

The validity of the proposed four DIDP cut encoding methods depends on the effective extraction of
the useful information, i.e., the change of the variable-value pairs in the Benders cuts. Such information
is often hidden in the transitions of DIDP models. Thus, it is difficult to create a cut encoding using
the existing state variables. An important question is to understand if this state-space expansion is
an inherent weakness for DIDP and, indeed, state-based models in general. There exists similar work
examining the addition of trajectory constraints to Al planning problems which similarly expand the state
space [732, ]. Also, it is worth investigating how to improve the DIDP cut encodings. Methods such
as cut aggregation [734, 729], cut selection [735], adaptive cuts [736] and cut removal [737] are promising
to improve the cut quality or reduce the number of cuts to overcome the performance degradation caused
by the state-space expansion.

In a parallel work, a monolithic DIDP model for SUALBP-1 was shown to perform better than all
the LBBD models presented here [702]. This is a surprising result as the state of the art for similar
problems with sequence-dependent setup times is typically based on decomposition [137, ]. Further
research is required to understand why DIDP models for SUALBP-1 do not follow this pattern. We
speculate that the expanded state space plays a role.

It is noteworthy to mention that Benders feasibility cuts are relatively straightforward to formulate
as the essence is to prune a subset of solutions directly. For Benders optimality cuts, however, the
pruning becomes indirect and objective-related, which is more challenging to develop, especially for
DIDP. It would be interesting to develop DIDP-based and CP-based encoding methods for the Benders
optimality cuts.

5.9 Conclusions

In this chapter, we investigated a rarely studied topic: using non-MIP methods to solve the master
problem in the logic-based Benders decomposition (LBBD) framework. This idea is simple yet novel as
Benders cuts are expressed as linear mathematical constraints in the form of MIP constraints. However,
we show that alternative methods are possible, effective, and efficient. Additionally, the different MP
solving methods provide surprisingly varied performance.

Specifically, we proposed novel LBBD models with master problems modeled and solved with domain-
independent dynamic programming (DIDP) and constraint programming (CP), using simple assembly
line balancing problem with sequence-dependent setup times type-1 (SUALBP-1) as a testbed. In the
state transition system of DIDP, we proposed four encoding methods for Benders feasibility cuts by using
integer or set variables and preconditions or state constraints. As it is challenging to transform linear

constraints to an equivalent form in DIDP, we use a new state variable to keep track of the status of the



CHAPTER 5. CP anNp DIDP ror LBBD MP 141

cut. The body of the cut is updated with the state transitions and the cut logic is evaluated by either
transition preconditions or state constraints. Although the four LBBD models are for SUALBP-1, the
four encoding methods are general and can be applied to the DIDP-LBBD models for other combinatorial
optimization problems.

We also developed three CP-based master problem formulations with Benders feasibility cuts formu-
lated as key variable manipulation, constraint-based expressions, and global constraints, with increasing
strength and complexity of propagation. Though designed for SUALBP-1, these three modeling ideas
in CP can be borrowed by other optimization problems to formulate Benders cuts as well.

Experimental results on SUALBP-1 show superior performance for the CP-LBBD models and good
performance of the four DIDP-LBBD models, compared to MIP-LBBD and monolithic MIP models,
demonstrating the promise of DIDP hybrid and CP hybrid approaches. However, the DIDP encodings
exhibit state-space expansion and performance degradation as the number of cuts increases, while the
CP encoding with global constraints does not pay off in terms of the computational effort required
to enforce the stronger propagation. Thus, further improvements are needed for these cut encoding
methods. Considering the long history of the research and development for the LBBD models with MIP
master problems, DIDP-based and CP-based LBBD models have great potential to be explored.



Chapter 6

Concluding Remarks

In this chapter, we provide a summary and restate the contributions of this dissertation. We conclude

with some potential future research topics.

6.1 Contributions

In this dissertation, we have developed three model-based decomposition approaches for solving complex
routing and scheduling problems. These approaches break down a complex problem into smaller, more
manageable components to be solved individually with suitable and efficient models, leveraging problem-
specific features and combinatorial substructures. The developed approaches integrate traditional models
with novel modeling paradigms that have emerged recently in both exact and non-exact decomposition
frameworks. With competitive and state-of-the-art results achieved by these methods, we also answer
some open questions and propose innovative ideas.

A number of contributions to the literature have been made on the following aspects:
(i) Efficiently solving complex routing and scheduling applications.
(ii) Addressing open questions and innovative ideas in decomposition frameworks.
(iii) Exploring utilization of novel modeling paradigms that have recently emerged.

In the following paragraphs, we summarize our contributions in each of the three main chapters of this

dissertation.

6.1.1 QUBO-Accelerated Large Neighborhood Search for Job-
shop Scheduling Problems (Chapter 3)

Chapter 3 investigates the job-shop scheduling problem (JSP) through the lens of quadratic uncon-
strained binary optimization (QUBO) modeling. The JSP serves as our case study, presenting a com-
plex optimization challenge involving scheduling multi-job activities across unary capacity machines

while respecting precedence constraints. This chapter presents several key research contributions:

1. We evaluated two direct QUBO formulations for the JSP, analyzed their scalability, and examined

their limitations on current hardware hardware.
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2. We developed a novel LNS framework that utilizes operation ranks derived from solving rank-
based QUBO models for single-machine subproblems. These ranks define a neighborhood within
which a multi-machine model explores improved solutions. The hybrid decomposition approach
combines QUBO and CP, combining a traditional optimization tool with an emerging hardware
platform. The proposed rank-guided neighborhood is versatile and can integrate with a variety of

rank-generation algorithms, broadening the range of neighborhoods available for the JSP.

3. We demonstrated strong performance of the hybrid technique on large-scale JSP instances, where
the use of CP for the multi-machine component and specialized hardware for single-machine sub-
problems yields results that are competitive with standalone CP. These outcomes surpass all ex-

isting hardware-based methods and outperform two classical CP-based LNS variants.

To the best of our knowledge, this represents the first approach capable of effectively solving non-trivial

JSPs by incorporating specialized hardware as a key component of the solution framework.

6.1.2 CP-based Branch-and-Price-and-Cut for Bi-Path Multi-
Commodity Flow Problems (Chapter 4)

Chapter 4 explores CP-based column generation for solving the bi-path multi-commodity flow (MCF)
problem. The bi-path MCF problem is a sophisticated network routing challenge, focusing on construct-
ing two arc-disjunctive and delay-similar paths for data demands across a capacitated network while

minimizing overall cost. This chapter presents the following key contributions:

1. We developed a CP-based BPC methodology for solving the bi-path MCF problem. This de-
composition framework integrates CP and LP, utilizing a specialized CP solver within the BPC
structure. In contrast to existing CP-based BPC algorithms, which primarily use CP for pricing
subproblems [7, 8, 9], this approach expands the role of CP to include primal heuristics, branching

node selection, and cut generation, thereby accelerating the column generation process.

2. We proposed a novel two-level branching strategy specifically designed for the bi-path MCF prob-

lem, significantly improving the algorithm’s flexibility and computational efficiency.

3. We conducted a comprehensive numerical evaluation of the bi-path MCF problem, highlighting
the superior performance and scalability of the CP-based approach compared to compact MIP and

standalone CP models.

6.1.3 Solving LBBD Master Problems with Constraint Pro-
gramming and Domain-Independent Dynamic Program-
ming (Chapter 5)

In Chapter 5, we tackle the complex challenge of feasibility cut formulation in LBBD master problems
through DIDP and CP. Our approach presents a comprehensive exploration of cut encoding strategies.
The proposed LBBD models are applied to the simple assembly line balancing problem with sequence-
dependent setup times type-1 (SUALBP-1), which involves scheduling tasks across workstations while
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navigating precedence constraints and task-specific setup times. The chapter presents the following key

contributions:

1. We developed an LBBD algorithm for SUALBP-1, where tasks are first assigned to stations in
the master problem while respecting precedence constraints, and then scheduled independently
within each station in the subproblems. Benders cuts are derived from infeasible subproblems and

iteratively added to the master problem.

2. We introduced three novel representations of feasibility cuts for the SUALBP-1 problem within a

CP-based master problem framework.

3. We proposed four encoding methods for Benders feasibility cuts in a DIDP-based master problem,
utilizing integer or set variables to model preconditions and state constraints. These approaches

yield four innovative feasibility cut encodings tailored to the DIDP framework.

4. We presented an empirical study demonstrating that both DIDP-based and CP-based master
problems outperform MIP for solving SUALBP-1, with CP consistently achieving the best results.
We provided comprehensive analysis and insights into the performance of the seven novel cut

formulations, showcasing their effectiveness and comparative advantages.

5. We provided a proof of concept illustrating that modeling paradigms such as DIDP and CP can
effectively model and solve LBBD master problems while efficiently handling Benders cuts.

The approaches proposed in each chapter each integrate two distinct modeling paradigms within the
decomposition framework, leveraging their combined strengths to address complex routing and schedul-
ing problems effectively. The first decomposition hybridizes QUBO and CP. The second decomposition
integrates CP into multiple algorithmic modules of branch-and-price-and-cut, which is rooted in LP
theory. The third decomposition achieves a deep hybridization of DIDP and CP. Our approaches also
demonstrate the benefits of model hybridization in solving complex combinatorial problems.

Our approaches provide generic guidelines on how to leverage model-based techniques with varying
degrees of modeling flexibility and expressiveness in decomposition. The first decomposition harnesses
specialized hardware for the relatively restrictive QUBO models to solve independent subproblems. The
second decomposition extends beyond subproblem resolution by employing a specialized CP solver for
network routing to accelerate the convergence of the branch-and-price-and-cut algorithm. Finally, the
third decomposition deeply integrates DIDP and CP into the LBBD framework to solve subproblems,

handle master problems, and manage the communication between them.

6.2 Future Work

In this section, we first present some future research directions that are more specific to the three
decomposition approaches proposed in the dissertation. Then we explore broader, more generalized

research trajectories emerging from the dissertation.

6.2.1 Incorporate QUBO into Combinatorial Optimization

In Chapter 3, we tried to answer a broad question: how to incorporate QUBO into combinatorial

optimization. With our contributions, we have shown that QUBO solvers can be used as a neighborhood



CHAPTER 6. CONCLUDING REMARKS 145

heuristic in large neighborhood search. Thus, using QUBO to heuristically solve subproblems in a
decomposition framework is a direct extension of the spirit of Chapter 3. In particular, QUBO could be
a good choice if the subproblems are quadratic.

However, there are still many directions worth exploring. An easy direction (in terms of implemen-
tation and evaluation) is using QUBO as a primal heuristic in an exact solver for quadratic problems.
A modern solver for combinatorial optimization can maintain a portfolio of primal heuristics to keep
finding better primal solutions from different sources [60]. These primal heuristics are conducted in
different threads and computationally heavy ones are allowed to run for a longer time. Thus, QUBO
solvers can be incorporated into the portfolio to provide high-quality feasible solutions.

Deep hybridization of QUBO and other exact methods is a more challenging research direction. A
successful example is the CP-SAT-LP solver in Google OR-Tools that integrates CP, SAT, and LP [92].
Challenges include the difficulty in representing integer variables in QUBO, non-exact characteristics
for most of QUBO solvers, the limited number of variables supported by QUBO solvers [739], and the
poor scalability of current QUBO solvers. A breakthrough in any of the challenges could lead to a
significant improvement in the performance of QUBO solvers and hence open the door to a wide range
of hybridization opportunities.

The current QUBO solvers might be better suited to boost the performance of other non-exact
methods. For example, ViolationLS [90] uses constraint-based local search for solving CP, in a way
similar to the feasibility jump algorithm for heuristically solving MIP [740]. The approach measures
the violation of constraints and conducts local search towards less violation and better objective values.
This idea is similar to QUBO reformulation of many MIP/CP models, where constraints are penalized
in the objective of QUBO and a solution with a smaller cost implies movement toward feasibility and/or
improvement in the objective function. Algorithmic techniques that work well with ViolationLS can
be adapted to solve QUBO. At the same time, the QUBO solver can provide a primal heuristic and

guidance to the violation-based local search algorithms.

6.2.2 Other Uses of CP in Branch-and-Price-and-Cut

In Chapter 4, we proposed a CP-based branch-and-price-and-cut framework that uses CP for column
generation, cut generation, primal heuristics, and branching node heuristics. CP can be used in more
ways in branch-and-price-and-cut. For example, CP can be used to provide an initial feasible solution
and conduct CP-based preprocessing to prune values that lead to suboptimal solutions. Since these
two steps are usually one-time operations, the overhead of using CP is acceptable. CP can also be
used to strengthen the generated cuts though the implementation may be complicated. Since the cut
strengthening needs to be conducted whenever new cuts are found, and the strengthened cuts may not
lead to faster convergence or tighter dual bounds, it is hard to balance the computational time for cut
strengthening and the overall solving time.

In addition, different ways to decompose the original problem in the branch-and-price-and-cut frame-
work could enable other uses of CP. Column generation produces a solution to a relaxation of the original
problem. Usually, this relaxation ignores only the integral constraints. However, we may relax other
hard constraints and rely on CP to guarantee the satisfaction of these constraints. While removing hard
constraints from the column generation model could make the problem easier to solve, relaxing the hard

constraints may result in loose dual bounds. Thus, it is worth investigating the trade-off.
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6.2.3 DIDP-LBBD and CP-LBBD for Other Problems

In Chapter 5, we showed that CP-LBBD and DIDP-LBBD can perform many fewer LBBD iterations
than the traditional MIP-LBBD for SUALBP-1 to solve a problem. We speculated that this is due to
the tendency of DIDP and CP solvers for the master problem search to focus on a small region of the
search space and that the coarse objective function of SUALBP-1 lends itself to such concentration.
A natural follow-up is to investigate the performance of DIDP-LBBD and CP-LBBD models for other
assembly line balancing problems (type-1) that can be solved with LBBD. Also, similar problems like
bin-packing [741] and cutting stock problems [742] can be considered.

More generally, it would be interesting to look at other problems and existing LBBD formulations
to see if CP-LBBD is a good alternative to the traditional MIP-LBBD. Two factors are crucial for the
success of CP-LBBD: (i) CP is a good master problem (MP) solver and (ii) there is a way to formulate
the cut as a combinatorial constraint in the CP model. Since CP supports multiple ways to formulate
constraints, it is worth investigating which one achieves the best performance.

DIDP-LBBD models for other problems are more challenging. An interesting question is whether
performance degradation with more cuts exists when DIDP-LBBD is applied to other problems. If it
does, how to overcome it from the model’s and solver’s perspectives is worth exploring.

From the model’s perspective, the DIDP model needs to be efficient for the master problem. At
the same time, the number of Benders cuts generated by the subproblem should be small to avoid the
performance degradation of the DIDP solver. In the LBBD framework, if subproblems contain more
constraints of the original problem, then the master problem becomes simpler and the MP solution is
more likely to be infeasible and the number of Benders cuts is larger. It is challenging to balance the
complexity of the MP and the subproblems such that DIDP can efficiently solve the MP and the number
of cuts is small.

From the solver’s perspective, the DIDP solver needs to avoid repeating the same work in the early
phase of the search after a cut is added. This requires the search strategy of the DIDP solver to be
able to start from a diverse set of points to explore a wider space. It would be better if the solver
could remember the previous search history, reuse a partial solution, and resume the search from an
arbitrary checkpoint. With sufficient solver improvement, algorithms like branch-and-check [107] can be

conducted with DIDP master problems, as well.

6.2.4 Deeper Hybridization of Different Models

The decomposition approaches proposed in the dissertation use different models for different subproblems
in established decomposition frameworks. The communication between subproblems incorporates the
adaptation of unconventional paradigms used in the decomposition framework, such as representing
Benders cuts (traditionally only defined in MIP form) in DIDP models. How to formulate such a
representation requires theoretical and fundamental research efforts. However, there could be deeper
hybridization of different models, such as solving an LP relaxation inside a CP solver to provide a dual
bound [92] and conducting constraint propagation in a MIP solver [743]. Given that QUBO and DIDP
are relatively new models, such deep integration is missing in the literature. To fill this gap, certain
directions are worth exploring and we discuss a few of them.

The first direction is to include an LP relaxation in DIDP. The dual bound in the DIDP solving

process is provided in the model according to the problem-specific structures [96], such as the bin-packing
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relaxation for SUALBP-1. However, such a bounding method is not general. Given the efficiency of
LP and the quality of the dual bound generated by LP, we may consider solving an LP relaxation at
each node in the DIDP recursion graph. While adding a problem-specific LP model is not very different
from adding a problem-specific dual bound, the development of a general method to convert a DIDP
model to an LP model requires more effort. The challenges lie in the modeling and the performance
aspects. Firstly, automatically transforming a DIDP model to an LP model is not straightforward, as
the two models are based on very different formalisms. Using a problem-specific LP model instead is not
general and the value of the LP relaxation may not be fully exploited since it does not closely relate to
the DIDP model. Secondly, even with an LP model, calling an LP solver at every node in the recursion
graph could lead to significant overhead. To overcome the overhead, incremental LP solving and calling
LP at selected nodes are worth investigating. In addition, since LP relaxation provides a bound and a
fractional solution, taking advantage of the solution to guide the search might be helpful.

The second direction is to integrate constraint propagation in QUBO. Although many combinatorial
optimization problems can be formulated as QUBO, QUBO adopts a relatively restricted language. As
a result, when comparing a QUBO model and other models for the same problem, QUBO often needs
more variables and a very complicated objective to encode certain constraints. Global constraints in
CP are known for their compactness and efficiency [11]. The constraint propagation mechanism in CP
executes the filtering algorithms associated with global constraints to prune the variable domains and
hence accelerate the solving process. If we can first partition a complex problem into a smaller problem
that can be formulated as a QUBO without too much complication, then constraint propagation might
be adapted to filter the domain of the QUBO model. A similar idea has been implemented by Fujitsu
Digital Annealer 3 (DA3) [510], where one-hot constraints [744] are separated from the original problem
and accelerated by specialized software. DA3 has achieved a significant speedup compared to DA2 [613]
which does not have the one-hot speedup. Thus, it can be speculated that if a QUBO solver supports
propagation for a variety of special constraints, it would obtain some performance gain.

The last direction is to develop a constraint propagation mechanism in DIDP. As shown in Chapter 5,
DIDP grammar is distinct from MIP or CP and it is hence challenging to encode Benders cuts in DIDP.
A constraint propagation mechanism in DIDP might be less apparent than that in CP or QUBO. DIDP
leverages transition preconditions and state constraints to prune nodes in the search graph. Constraint
propagation in CP could either generate transition preconditions and state constraints at runtime or

add a new scheme into DIDP for pruning.

6.2.5 Dynamic Hybridization of Different Models

Another promising research direction is the dynamic hybridization of different models. For instance,
our DIDP-LBBD model for SUALBP-1 presented in Chapter 5 demonstrates a remarkably low num-
ber of LBBD iterations compared to CP-LBBD and MIP-LBBD models, yet suffers from performance
degradation as Benders cuts accumulate. A natural enhancement would be to initiate solving with the
DIDP-LBBD model and transition to CP-LBBD once Benders cuts exceed a predetermined threshold,
hence benefiting from both models.

Furthermore, as demonstrated in Chapter 5, while DIDP-LBBD and CP-LBBD models generate
similar master problem solutions, MIP-LBBD produces more diverse outcomes. Dynamically alternating
between DIDP-LBBD and MIP-LBBD models could balance exploitation and exploration effectively.
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Such dynamic hybridization likely offers advantages across various decomposition frameworks. However,
successful implementation requires substantial model analysis, robust software engineering, and careful
parameter tuning to capitalize on each model’s strengths while mitigating their weaknesses. Additionally,

the efficiency of the switching mechanism itself represents a critical factor in overall performance.

6.2.6 Workload Balance Between Partitions

The proposed decomposition approaches are all two-level decompositions, i.e., in the form of master prob-
lems (MP) and subproblems (SP). There are usually multiple ways to partition the original problem into
MPs and SPs in the same decomposition framework [114, ]. When selecting the best decomposition
scheme, we need to take into account the relative problem difficulty between MPs and SPs [123]. In
general, there is a relation between how relaxed one makes a problem (either MP or SP), its ease of
solving, and the quality of its feedback [727, ]. A very relaxed problem would be easy to solve but
provide weak feedback necessitating many iterations, while a very constrained problem would be hard
to solve and provide strong feedback.

Take the LBBD models of SUALBP-1 as an example. Our current model considers precedence
constraints in MPs and forward and backward setup times in SPs. One can add precedence constraints
to SPs and form a simpler MP to construct an alternative LBBD model. But this model might lead to
a slow convergence with many cuts as the MP solution would be far from feasible and the SP runtime
would be long. We have already shown in Chapter 5 that a large number of iterations could be especially
harmful to the overall performance of some LBBD models. Thus, this model is not expected to perform
well. Meanwhile, one can also consider adding forward setup times to MPs and leaving only backward
setup times in SPs. In this case, the MPs are too similar to the original problem and we expect a slow
convergence due to long MP runtime.

Similarly in column generation, a column generator could be fast if it does not incorporate complicated
constraints. However, in that case, the restricted master problem contains most of the constraints and
becomes time-consuming and the convergence speed might be impaired by the poor quality of the
generated columns. On the contrary, if the column generator contains most of the constraints, its
runtime would get longer and the convergence speed might be hindered by the difficulty of generating
columns.

Moreover, to improve the performance for problems that are more complex, multi-hierarchical de-
composition approaches are needed. In the literature, there are works using three-level model-based
decomposition approaches to solve combinatorial optimization problems [677, , ].  For multi-
hierarchical decomposition approaches, the workload balance issue becomes more vital and sensitive to
minor modifications.

Thus, it is worth studying, even on a theoretical level, how the elements of a decomposition interact

computationally and how to better balance the workload between elements.
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