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Abstract

Remote northern communities of Canada are reachable only by air during some parts of the year and
are scattered over 60% of the country’s land mass. Their populations vary, ranging from approximately 50
to 7000 people, with Indigenous Canadians constituting the majority of residents. Living in and providing
services to northern Canada is challenging due to geographic, historical, and demographic factors. The
central goal of this research is to investigate how Operations Research (OR) techniques can be used to
improve living conditions and service delivery in the North.

In this dissertation, we study three critical issues in this region: cargo and passenger transportation,
medical transport services, and food insecurity. An appropriate OR method was selected for each project
based on its speci c¢ research focus. The rst project investigates the improvement of cargo and passenger
transportation to northern communities by dynamically trading o between cargo and passenger capac-
ity using three di erent optimization techniques, including mixed integer programming (MIP), constraint
programming (CP), and domain-independent dynamic programming (DIDP). In the second project, we
study the air ambulance location problem as faced by Ornge through several problem de nitions at varying
abstraction levels, solved using e cient MIP models and evaluated under realistic scenarios. Finally, the
third project focuses on food insecurity, a crucial public health issue in northern Canada. This study uses
a qualitative system dynamics method to understand the underlying causes and e ects of food insecurity
as it is conceptualized in the academic literature and develops a causal loop diagram (CLD) model.

Our results indicate that OR methods, when appropriately selected based on the project’s goals, can
help address diverse issues related to the living conditions and service delivery of northern community
members. In particular, all three techniques of the rst project were e ective in developing optimization
models that could improve aircraft con guration; therefore, the models may be used to enhance the cargo
and passenger transportation for northern communities. In the second project, with the use of e cient MIP
models, we could propose new base locations for Ornge. Our simulation results show that these new base
locations could signi cantly reduce the average distance aircraft travel to reach patients. Finally, in the
third project, our developed CLD model demonstrates that food insecurity in the north is part of a complex
system resulting from variables such as climate change, retail price, and traditional lifestyle. The model
highlights the importance of food harvesting in addressing northern food insecurity, as documented in the

literature.
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Chapter 1

Introduction

Remote northern communities in Canada are accessible only by air during some parts of the year [1].
Although seasonal modes of transportation, such as winter roads and summer barges exist, they are available
for only a few months each year, depending on weather conditions and not all communities can be reached
by these modes [2, 3]. These communities are scattered over 60% of the country's land mass [1] with
populations ranging from approximately 50 to 7000 people, and with Indigenous Canadians constituting
the majority of residents [1, 4]. Living and providing services to northern Canada is challenging due to
geographic, historical, and demographic factors [5, 6].

This dissertation focuses on three challenges in these remote communities: transporting goods and
passengers e ciently, providing access to healthcare, and understanding food insecurity, as summarized in
the following.

1. Motivated by regional air services, we introduce a novel pickup-and-delivery problem to improve the
transportation of cargo and passengers to northern Canada. In this problem, the same aircraft is used
to carry both cargo and passengers, and by adding or removing seats, it can accommodate the varying
demand. We refer to this problem as the pickup-and-delivery problem with seat replacement, or the
seat replacement problem for short.

2. To enhance patients' access to healthcare services, we study the air ambulance location problem. At a
high level, our goal is to nd optimal bases for aircraft, assign aircraft to bases, and determine which
aircraft and bases provide service to each patient.

3. To better understand the crucial public health issue of food insecurity in northern Canada [7], we con-
duct a formal literature review [8]. Then we develop a qualitative system dynamics method, a causal
loop diagram model [9], to understand the underlying drivers of food insecurity, as conceptualized in
the literature, and to explore their interactions through causal relationships and feedback loops.

These three problems have di erent perspectives and levels of clarity. Theperspective of the problem
refers to the viewpoint of the primary stakeholder, which can range from the community to the company.
In this dissertation, we use the term clarity of the problem to describe the extent to which a quantitative
research problem is de ned, from an ill-de ned problem with no clear de nition to a well-de ned problem
with a relatively clear de nition. Figure 1.1 represents the position of each studied problem along these two
dimensions.
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Figure 1.1: Outline of research

Beyond the technical challenges that are common in OR applications, there is an underlying sensitivity
unique to this study, which shapes our research methods. For centuries, the government of Canada has
imposed western lifestyles on Indigenous Peoples; for example, by displacing them from their traditional
territories and relocating them to speci ¢ reserves [10, 11]. Signi cant di erences exist between Indigenous
and western ways of knowing [12]; for example, unlike Indigenous culture that believes land is sacred,
must be treated with respect, and that only what is necessary for a living should be taken [13], western
culture leans towards the utilization and exploitation of land for human use and economic growth [14].
Indigenous Peoples in Canada, including First Nations, Inuit, and Metis, have experienced a wide range of
harms as a result of colonial governance, including discriminatory policies, forced assimilation, and unethical
research practices [15, 16]. Given these past injustices and sensitivities, we do not intend to o er solutions
in a prescriptive manner. For community-level problems, we try to understand the problem and have no
intention of o ering solutions without the leadership of community members. For company-level projects
we o er solutions from the company's perspective. If these solutions directly a ect community members,
we advise engaging with the community before implementation.

1.1 Thesis Statement

The central thesis of this dissertation is that Operations Research (OR) techniques can positively contribute
to improving access to transportation, healthcare, and food in northern Canada by providing a better un-
derstanding of these challenges and potential solutions. This positive contribution can be achieved through
more e cient cargo and passenger transportation, improved base locations to respond to medical trans-
portation demands, and a better understanding of the complex community-based issue of food insecurity.

1.2 Dissertation Outline

We provide background information in Chapter 2, including the regional context, an introduction to the
operations research techniques, and a review of the relevant literature.
In Chapter 3, we introduce a novel pickup-and-delivery problem which is motivated by air service in
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remote communities in Canada's North. The need for air transportation, combined with the relatively small
populations and the lack of resources, has led northern air services to adopt the practice of transporting
both cargo and passengers on the same ights. To enhance the aircraft con guration in these ights, we
formally de ned the Pickup-and-Delivery with Seat Replacement Problen(PD-SRP) in which aircraft can
add or remove seats during a multi-stop trip to accommodate varying demands. Given the demand for
people and cargo, as well as a seat inventory at each location, the problem consists of nding a tour that
picks up and delivers all demand while potentially recon guring the vehicle capacity at each location by
adding or removing seats.

Chapter 4 investigates the Air Ambulance Location Problem (AALP), a real-world challenge faced by
Ornge,! Ontario's air ambulance corporation involving a range of stakeholders, from patients to the Ontario
government. Given the complexity of this project, we develop several problem de nitions, each accompanied
by mathematical models designed to address them. AALP includes three components: patients, aircraft,
and base locations. In this problem, our main goal is to identify optimal aircraft bases, assign aircraft to
these bases, and determine which aircraft will service each patient.

In Chapter 5, we focus onfood insecurity, an important community-level issue in northern Canada which
is particularly prevalent among Indigenous peoples living in this region [17, 18]. Compared to the problems
of Chapters 3 and 4, this problem is harder to de ne due to the complexity that arises from the interplay
among traditional and market food, government programs, economics, and local cultural practices. The lack
of quanti cation and data prevents us from addressing this problem with quantitative techniques. Instead,
we use a qualitative method to map the underlying causes and e ects of food insecurity, as conceptualized in
the academic literature. We conducted a formal literature review, synthesized the ndings, and represented
them in a causal loop diagram [9] model. Our conceptual model can be used by decision-makers to identify
new policies that enhance food security in the region.

Finally, in Chapter 6, we summarize the main contributions of this dissertation, emphasizing how each
OR method was applied to speci c applications in northern Canada. We also describe potential directions
for future research that could extend the present analysis, as well as higher-level developments such as
adaptations to the methodological framework and the broader contextualization of this study.

1.3 Summary of Contributions

This section summarizes the contribution of each of the main chapters. Although we focus on the application
of OR methods in the context of northern Canada, the problems addressed in Chapters 3 and 4 are more
common in the OR literature, and a variety of optimization models are used to solve them. The food
insecurity problem examined in Chapter 5 exists in a complex context of geographical remoteness, severe
weather conditions, and unique cultural and historical events. Therefore, a qualitative method was selected
to enhance our understanding of this complex issue. Overall, this dissertation contributes to the eld
of operations research by demonstrating how various operations research methods, both qualitative and
guantitative, can be used to address three challenges faced by remote northern communities in Canada:
transportation, healthcare access, and food security.

The Pickup-and-Delivery with Seat Replacement Problem (Chapter 3)

The key contributions of this chapter are summarized as follows.

Lhttps://www.ornge.ca/about-us
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1. The novel pickup-and-delivery with seat replacement problem, as practiced in small air carriers, is
formally de ned.

2. Six optimization models are developed within three distinct modeling frameworks, including MIP, CP,
and the recently proposed domain-independent dynamic programming approach.

3. Two sets of instances that approximate the size of the problem in northern Canada are generated.

4. Using these two sets of instances, an extensive numerical evaluation of the proposed models is per-
formed, demonstrating that the domain-independent dynamic programming approach outperforms
traditional OR techniques, including CP and MIP, in solving the problem.

The Air Ambulance Location Problem (Chapter 4)

This chapter's main contributions can be summarized as follows.

1. Several problem de nitions are proposed at varying levels of abstraction and detail, each including
di erent variations to better re ect the real-world complexities faced by decision-makers at Ornge.

2. Eight optimization models that are computationally e cient and easily adaptable to future changes
are developed.

3. Using real patient transportation data provided by Ornge, two problem instances are developed to
assess the performance of optimization models, one generated from the current Ornge base locations
and the other using all existing airport locations in Ontario.

4. Multiple realistic scenarios are designed to evaluate both the solution quality and service performance
of the proposed models. Policymakers can select the most appropriate scenario and apply the corre-
sponding solution depending on their goal.

5. A detailed description for aggregating large-scale data for use in mathematical models is provided.

Food Insecurity (Chapter 5)
The key contributions of the chapter are summarized as follows.
1. A scoping review is conducted to understand causes and e ects of food insecurity in northern Canada.

2. Using grounded theory, the ndings of the literature review are synthesized and represented in a causal
loop diagram model.

3. The developed conceptual model is thoroughly analyzed based on two types of observations: thematic
observations that view variables of the model based on their themes and structural observations that
examine model characteristics (e.g., feedback loops and highly connected variables).

4. The potential uses of the model are discussed, including scenario planning and identi cation of new
policies that can enhance food security in the region.



Chapter 2

Background

Given the interdisciplinary scope of this research, the dissertation is aimed at a varied audience encompass-
ing social scientists, engineers, corporations operating in northern Canada, and local community members.
Therefore, we begin with a brief overview of the regional context of this study, including its geographic
features, climatic conditions, infrastructure, and cultural and historical background, followed by a general
introduction to mathematical modeling, which serves as the primary methodological tool in our research.
After these preliminary sections, we present in detail the technical methods used in Chapters 3 and 4,
namely mixed-integer programming (MIP), constraint programming (CP), and domain-independent dy-
namic programming (DIDP). Next we review several commonly used MIP models from the literature. We
then introduce the eld of Operations Research (OR) and two of its sub elds, community-based operations
research and humanitarian operations research. Finally, we end the chapter by positioning our dissertation
within the scope of community-based operations research.

Since the method used in Chapter 5 is of a di erent nature and adopts a holistic perspective through
system dynamics, it is introduced there. Similarly, as the problems addressed in each chapter di er signi -
cantly, each chapter contains a literature review section for the studied problem.

2.1 Regional Context: Northern Canada

Geographic features:  The de nition of northern Canada is both complicated and controversial, with
various organizations adopting di erent criteria. In the two chapters that study speci c challenges facing
northern Canada, we adopt the most appropriate de nition used by relevant organizations. Speci cally,
Chapter 4 adopts Ornge's de nition of northern Canada, while Chapter 5 follows the de nition used by the
Nutrition North Canada (NNC) subsidy program. To provide context on the geographic extent of Canada,
we refer the reader to Figure 2.1, which shows a map of Canada published by Natural Resources Canada
[19].

Geographic eligibility under NNC is determined by a set of criteria that emphasize both isolation and
access. The program currently supports 124 remote communities across Canada, including 28 located in
Ontario, 25 in Nunavut, 22 in Quebec, 20 in the Northwest Territories, 16 in Manitoba, and seven in
Newfoundland and Labrador. The remaining six communities are in Saskatchewan, Alberta, and Yukon
[20].

To qualify for the NNC subsidy program, the communities must lack year-round surface access (road,
rail, or marine) to southern supply hubs [17, 18] and therefore rely on air transport for their essential goods
and services for most of the year [21, 22]. In addition, eligible communities should meet the territorial
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or provincial de nition of a northern location [20]. This requirement re ects the fact that each province
establishes its own administrative boundaries and classi cations. For example, northern Ontario is de ned
as any region north of, and including, the Parry Sound and Nipissing districts, two regions that separate the
densely populated southern part of the province from the more expansive, less populated northern region
[23, 24]. Therefore, a remote community in northern Ontario would be located north of the districts of
Parry Sound and Nipissing district, while also lacking year-round surface access to the major supply hubs
of southern Ontario.

Figure 2.1: Map of Canada [19].

Climatic factors:  Northern Canada has a distinctive climate compared to the rest of the country in
two key ways: weather conditions and climate change. Many communities in northern Canada, particularly
in Nunavut, have endured extreme weather conditions for generations and have adapted to the harsh
climate [25]. While Canada's average temperature has increased by.71 C over the last 50 years, northern
Canada has experienced a:3 C rise [26]. Thus, especially in the North, extreme weather events such
as thunderstorms, hail, and even tornadoes are expected to become more frequent [27]. Moreover, global
warming contributes to sea ice breakage, making travel (e.g., for winter hunting) increasingly unsafe [28].

Regional infrastructure: In addition to its geographical isolation and distinctive climate, northern
Canada has several regional challenges in energy, construction, and healthcare that sets the region apart
from the rest of the country [29, 30, 31]. Energy infrastructure remains a major concern, with around 70%
of northern communities relying on aging diesel generators. Limited energy infrastructure leads to high
energy costs, which increase operating expenses for businesses and, as a result, slow economic development
in the region [29]. Northern communities also face challenges in building housing due to high construction
costs, shorter building seasons, and increased labor expenses [30]. In addition, healthcare infrastructure in
northern areas is limited, requiring many patients to travel long distances with aircraft to access services in
southern urban centers due to the concentration of facilities and personnel in those regions [32, 31].

The lack of transportation infrastructure further exacerbates these challenges [33]. Severe weather
conditions cause damage to the existing roads in this region [27]. Winter roadsplay a critical role in

1winter roads consist of ice roads over land, frozen lakes, and rivers [2] that are open only for a few months each year,
depending on weather conditions.
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transporting essential goods and services, including food and fuel [22]. Due to the intensifying e ects of
climate change, the ice that forms the foundation for most winter roads is thinning and, as a consequence,
the winter road season has become signi cantly shorter [27]. Therefore, access to remote communities
has become more constrained, negatively impacting economic stability [34] and disrupting the consistent
delivery of goods and services [27].

Cultural and historical features: Northern Canada has a unique cultural and historical context.
Based on the community pro les, 59 of the 124 communities are First Nations, 50 are Inuit, and 15 are non-
Indigenous [20]? Given that the majority of these communities are Indigenous, their cultures, languages, and
traditional practices play a central role in shaping their ways of living. Indigenous people have traditionally
lived in close relationship with land and have sustained themselves by harvesting local traditional food
through hunting and shing [25]. Both the consumption of traditional food and participation in hunting
and shing have strengthened Indigenous peoples’' deep bonds with the land [35, 36]. However, many of
these traditional practices have been disrupted through colonization and sociocultural assimilation [28].

Indigenous peoples in Canada have su ered colonialism through numerous historical traumas, including
the residential school system and the sixties scoop, both of which are examples of western assimilation [15].
From 1880s to the mid-1990s, approximately 150,000 Indigenous children were forced to attend residential
schools, which failed to provide adequate education and actively discouraged the use of Indigenous languages
and cultural practices [37]. Many of the Indigenous children who attended residential schools experienced
chronic mental, physical, and sexual abuse from school employees [37, 38]. The sixties scoop was a practice
in Canada from the 1960s to the 1980s, where provincial and federal social services authorities forcibly
removed Indigenous children from their families, without the consent of their parents, and placed them in
non-Indigenous homes, through adoption and fostering [39]. The enduring impacts of historical colonial
practices continue to a ect Indigenous communities today [37]. For example, the dietary transition of
survivors of residential schools and the sixties scoop, along with their children and grandchildren, from
traditional food to processed store-bought food [40], has increased the prevalence of diabetes and obesity
in Indigenous populations [41].

Distrust toward research and Western methodologies among Indigenous peoples stems from a docu-
mented history of harmful and unethical research practices following colonization [16, 42]. Recognizing this
history, we considered the contextual characteristics of this population as much as possible, in both the
formulation of our research questions and the choice of our methods. As Ulrich [43] arguegpod operations
research practice should properly situate problems within their context and understand stakeholders' needs,
in addition to employing strong modeling skills.

We intentionally decided not to apply our methods to solve a range of problems experienced by this
population. Instead, we stepped back, critically reviewed the issues we aimed to address, and were real-
istic about the limitations of our methods. Our aim was always to ensure that the developed methods
and proposed solutions would complement, rather than replace, their rich traditional knowledge. This re-
search was both challenging and innovative, as we used diverse methods for problem identi cation, problem
formulation, and solution development.

2.2 Modeling in Engineering

Given the interdisciplinary nature of this study and the varying meanings of the word \model" in di erent
elds, it is important to clarify what we mean by modelsand how they are used in engineering.

2 Although we adopt these community classi cations as de ned by the Government of Canada, they are used here only to
indicate the predominant population group and do not fully capture the diversity and identities of the populations within each
community.
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For studying a real-world system, engineers need to perform experiments. However, conducting such
experiments directly on the real-world system is often time-consuming, unethical, expensive, or even impos-
sible. To overcome this challenge, engineers create a model of the system. A model serves as a simpli ed
representation of the system that captures the essential features relevant to the study. Once a model is
built, engineers perform analysis to extract useful information. For example, statistical patterns obtained
from the model can reveal critical insights. The obtained results will not be useful unless they are connected
back to the real-world system through interpretation. In this step, engineers carefully evaluate whether the
assumptions of the model align with reality and consider the limitations of the predictions [44].

The power of modeling does not lie in perfect accuracy, but rather in its ability to provide engineers with
a structured framework for understanding complex systems and making informed decisions. As George Box,
the British statistician, famously stated: \All models are wrong, but some are useful" [45, p. 61]. This quote
acknowledges the inherent limitations of models|no model can fully capture the variability of reality|while
also highlighting their practical value.

Industrial engineers often use mathematical models to represent real-world systems they aim to study.
They use mathematical tools to create a model of the system and run experiments, testing di erent scenarios
and evaluating outcomes without disrupting the actual system [46, 44]. For example, a linear programming
model of a facility location problem uses only linear equations to decide where to open new facilities given a
set of customers. By observing the locations selected by the model, the modeler can analyze the performance
of their developed tools in terms of their realism and make improvements if necessary [44]. After examining
the developed solutions for their practicality, the modeler will interpret the results and translate them back
into the real-world system as practical insights [44]. For instance, the modeler may suggest that opening
new facilities in a particular city will yield the highest revenue.

Mathematical models typically use variables and constraints to represent the real-world system [46]. The
rst aspect of models is their realism, which can be measured through the captured details with variables
and constraints. The second aspect of models is their computational performance, de ned by how di cult it
is to nd solutions given available time and computing resources. The third aspect of models is the quality
of the decisions produced by the model when implemented in the real system, which we call the quality of
solutions. The three aspects of models (realism, computational performance, and quality of solutions) are
linked through trade-o s; improvements in one often come at the expense of others.

More realistic models are often less computationally e cient. Models that aim to capture more real-world
details require many decision variables and constraints. Such models are harder to solve and need more time
to nd solutions. By contrast, models with fewer details are simpler with fewer variables and constraints.
These models tend to be solved more quickly with lower computational e ort [44]. The relationship between
a model's realism and the quality of its solutions is not straightforward. Up to a point, adding more real-
world details improves validity and can lead to higher-quality solutions. Beyond that point, extra detail
makes the model harder to represent, maintain, and solve; and it can become impossible to nd high-quality
solutions in the available time and resources. Determining the right level of realism is crucial and should be
guided by the goal of the study [46]. In some cases, capturing more real-world detail to obtain higher-quality
solutions is more valuable and justi es the additional time and e ort. In other cases, however, limited time
or resources make a simpler model more appropriate, as it can still provide su ciently accurate results to
support decision-making.

In this dissertation, we use a humber of di erent models; some represent the problem using mathematical
tools such as mixed-integer programming and constraint programming, while others represent the problem
through the conceptual model of a causal loop diagram. Each serves a di erent purpose and operates at a
di erent level of abstraction. As discussed in Chapter 1, each of the studied problems in this dissertation



CHAPTER 2. BACKGROUND 9

has a di erent focus, ranging from the community to the company level. Consequently, appropriate models
are employed for each problem, either to enhance understanding of the issue or to suggest practical solutions
for companies, depending on the context and purpose of the study.

2.3 Optimization Techniques

Mathematical models are widely used across various elds, including industrial engineering, to represent
real-world systems. With these models, we can generate solutions to the studied problems, which can
subsequently be applied as practical insights to the real-world system. The studied problems often have
two fundamental types: decision or optimization. Unlike decision problems that ask a yes-or-no question
about the existence of a solution, optimization problems seek to nd the feasible solution that maximizes
some measure of quality [47]. Various optimization techniques are employed to solve such problems. In the
following, we provide a detailed description of three such techniques: mixed-integer programming (MIP),
constraint programming (CP), and domain-independent dynamic programming (DIDP).

For an easier explanation of the models, we introduce the following simple scheduling problem as a
running example.

Single machine scheduling with total Weighted Tardiness (SWT): Given a single machine and
a set of jobsN, our goal is to sequence these jobs on the machine such that the total weighted tardiness
is minimized. Each jobi has a nonnegative processing timey;, deadline d;, and weight w;. Let C; be the
completion time of job i in the schedule. If jobi nishes after its deadline, the tardiness isC; d;; otherwise,
it will be 0. Therefore, the total weighted tardiness is calculated as ;,, wi maxf0;C; d;g [48].

2.3.1 Mixed-Integer Programming

A mathematical model is called a Mixed Integer Program (MIP) if it follows the following form:

min  f (x) (2.1a)
st. Ax b (2.1b)
Xi 2 Z i21 (2.1c)

xi 2 R i210 (2.1d)

where f (x) is called the objective function, with x being a vector ofn decision variables. Inequality 2.1b
represents the constraints of this model, where them n dimension matrix A is a matrix of variable
coecients with A 2 R. The sets| and | © are index sets of decision variables that can take integer or
continuous values, respectively, as speci ed in expressions 2.1c and 2.1d. Whérix) is linear, we write
f (x) = ¢ x with cost vector c2 R". The resulting model is a mixed-integer linear program (MILP). Unless
explicitly stated otherwise, we useMIP to refer to this linear case, although, in general, an MIP may admit a
nonlinear objective and nonlinear constraints. In the case that all decision variables take continuous values,
that is, when | = ;, the model is called a Linear Program (LP), which, unlike a mixed-integer program (or
indeed an integer program wherd °= ;), can be solved in polynomial time [49, 50].

A mixed-integer programming formulation for the single machine scheduling with total weighted tardi-
ness, as described by Keha et al. [51] can be de ned as follows:
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X
min w; T; (2.2a)
i2N
iNg 1
s.t. uk =1 82N (2.2b)
=0
ug =1 k=0;::5;jNj 1 (2.2c)
2Ny
0 PiUio (2.2d)
i2N X o
k k1t Pi Uik k=1;::5Nj 1 (2.2e)
i2N
Ci k M@ ug) 8i2N;k=0;:::;jNj 1 (2.2f)
T C d 8i2 N (2.29)
k O k=0;:::;jNj 1 (2.2h)
C:;Ti O 8i2N (2.2i)
uk 210;1g 8i2N;k=0;:::;jNj 1 (2.2)

In this model, binary variable ujy is 1 if job i is the k™ job in the schedule and 0 otherwise. Continuous
variable | is the completion time of the k™ job in the schedule. Continuous variablesC; and T; represent
the completion time and tardiness of jobi, respectively. M in constraint (2.2f) is an upper bound on

k;k2f0;:::;jNj  1g.

The objective function (2.2a) minimizes the total weighted tardiness. Constraints (2.2b) and (2.2c)
ensure that each job is scheduled exactly once and positions of the schedule are assigned to exactly one job,
respectively. Following the de nition of |, constraint (2.2d) and (2.2e) represent the completion time of
each job. Constraint (2.2f), together with (2.2i), shows the logical relationship betweenC and variables.
When ui =1, (2.2f) becomesC; k. Given that job i is scheduled in positionk, C; = , which satis es
the constraint. In contrast, if uyx = 0, constraint (2.2f) becomes C; k M, which is always satis ed
sinceC; 0 according to constraint (2.2i). Constraints (2.2g) and (2.2i) de ne the tardiness of each job.
Lastly, constraints (2.2h)-(2.2j) specify the domains of binary and continuous variables.

2.3.1.1 MIP Modeling

Since the early days of Operations Research, many techniques and tricks have been developed for math-
ematical modeling. Some of these techniques include Big-M constraints [52], linearization techniques for
non-linear objective functions [53], and subtour elimination constraints [54]. In modeling MIP, Big-M con-
straint refers to the use of a su ciently large constant M to model set of disjunctive constraints [52, p. 12]
as in constraint (2.2f). We discuss a common linearization technique for non-linear objective function of
minimax in Section A.1.1. Subtour elimination constraints are a set of additional constraints in Traveling
Salesperson Problem (TSP) formulations, used to prevent the formation of disconnected cycles [54]. In
Section 2.4.1, we provide further details on the TSP and the subtour elimination constraints.

The use of integer variables together with these modeling techniques makes MIP a exible approach that
can represent a wide variety of combinatorial optimization problems. The traveling salesperson [54], facility
location [55], knapsack [56], and the vehicle routing [57] problems are some of the classic optimization
problems with well-known MIP formulations that are widely used in the literature. Refer to Sections 2.4.1
and 2.4.2 for a detailed discussion of the MIP models for the traveling salesperson and facility location
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problems.

2.3.1.2 MIP Solving

Several solution techniques such as branch-and-bound and branch-and-cut are used to solve MIP models
[58]. Here, we describe branch-and-bound, the standard algorithm employed by most integer programming
solvers [58].

Branch-and-Bound:  As the name suggests, the branch-and-bound algorithm is based on branching
decisions and on computing bounds for the optimal solution. The main idea of this technique is to use
the LP relaxation of the original integer program to obtain bounds, since solving an LP is much simpler
than solving an integer program. In general, integer programming is NP-hard, whereas linear programming
can be solved in polynomial time [59]. At each iteration of the algorithm, an LP relaxation of the original
problem is solved, possibly including additional branching constraints. At the initial iteration, also called
node 0 of the search tree, the LP relaxation of the original integer program is solved. If this solution is
integral, the optimal solution is found. Otherwise, the objective value of this relaxation is recorded as a
bound on the optimal value, and the search continues. Two branches are added to the tree, and as a result,
partitioning the search space. A common branching method is based on selecting a fractional variable [60].
For example, if in the LP relaxation a variable x; takes the value 25, the two new branches are de ned
by x; 2andx; 3. Atthese new nodes of the search tree, LP relaxations are solved that consist of
the root relaxation together with the additional branching constraint. In a minimization problem, the LP
relaxation at each child node provides a lower bound on that node's subproblem, since the subproblem is
more constrained than its relaxation and therefore can only have an equal or higher optimal objective value.
The minimum of all bounds achieved from LP relaxations at each layer of the search tree serves as a valid
lower bound on the original integer program.

If the solution to one of the new subproblems is integral, we obtain both a bound and a feasible solution.
This solution is recorded as the incumbent, or the best solution found so far, and its objective value serves
as an upper bound. This bound is an upper bound in a minimization problem because a feasible solution
has been found; after that, any newly discovered integral solution will replace the incumbent only if its
objective value is lower. For the same reason, if the objective value of the linear program at a node meets
or exceeds the incumbent value, the branch is pruned and no further branching is performed on it. Another
possible case occurs when the LP relaxation of a branch is infeasible; in this situation, the node is pruned
because further branching only adds constraints, and if the less constrained relaxation is already infeasible,
any more constrained subproblem will also be infeasible. With these bounding, branching, and prunirig
techniques, the search continues until all nodes are either explored or pruned; at that point, the algorithm
has either identi ed the optimal solution or proved that the problem is infeasible [60].

2.3.2 Constraint Programming

Unlike mathematical programming, which has its roots in Operations Research, Constraint Programming
(CP) originated from logic programming, a paradigm used in computer science and arti cial intelligence
[61]. Constraint programming is a tool used to solve Constraint Satisfaction Problems (CSPs), and many
problems studied in operations research (e.g., scheduling) can be represented as CSPs. Such problems
consist of a set of variables, each with a nite domain, and a set of constraints that restrict the values of
variables. These constraints are more expressive, making them easier to understand, and unlike MIP, they
do not require auxiliary variables or additional constraints for linearizations [62]. A solution to a CSP is

3For a more detailed discussion of this technique, refer to Section 2.3.2.2.
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an assignment of a value from the domain of each variable to the variable such that all the constraints are
satis ed. In standard CSPs, the goal is to nd one or more feasible assignments, and sometimes a set of
solutions is preferred [63]. However, CSPs are often extended with an objective function, de ned in terms
of some or all of the variables, and the goal is to nd not just any feasible solution but one that optimizes
the objective [62].

A constraint programming formulation of the single machine scheduling with total weighted tardiness,
as described by Kuroiwa [64], is as follows.

X
min w; maxf EndOfx;) di; Og (2.3a)
i2N
s.t. NoOverla 2.3b
p( ) o 2 31 (2.3b)
X
xi :intervalvar  @p;; 40; poA 8i2N (2.3¢c)
i2N
: sequenceVar(fx; ji 2 Ng) (2.3d)

In this model, each job is represented by aninterval variable, which is de ned by its start time and
duration. The interval variable x; corresponds to the time when jobi is processed, with a durationp; and
a start time within the interval [O ; i2n Py ], as de ned in constraint (2.3c). The model also includes a
sequence variable , which represents the order in which jobs are scheduled on the machine, and is formally
de ned in constraint (2.3d). As intended, the objective function minimizes the weighted tardiness, where
EndOfx;) denotes the time whenx; ends in the sequence . Constraint (2.3b) guarantees that the jobs
scheduled in sequence are processed properly on the machine, meaning that each pair of consecutive jobs
does not overlap.

2.3.2.1 CP Modeling

CP is a exible method that supports diverse variable types and di erent constraints. Other than integer
variables, CP allows for additional types such as interval variables and sequence variables [65]. In Model 2.3a,
both interval and sequence variables are used. Similar to MIP, general continuous variables can also be
represented in CP, but not directly. In CP, the domain of a continuous variable can be represented by a set
of disjoint intervals, which the solver can then branch on or reduce to obtain feasible solutions [66, p. 199].
CP can model both linear and nonlinear constraints, which is a signi cant advantage over classical MIP,
where formulations are restricted to linear constraints. No-overlap and cumulative constraints are examples
of nonlinear constraints on interval variables [65]. The CP model of Section 3.4.2 uses both the cumulative
and nooverlap constraints.

CP has been used to solve many combinatorial optimization problems for over four decades [67]. Because
CP supports diverse constraints and variable types, it has been widely applied in the literature to many
variants of scheduling problems that require logical relationships to be modeled. Examples are job-shop
scheduling [68], mine planning [69], sta scheduling in health care [70], and many more. The application
of CP is not limited to scheduling problems; it has also been used to solve many other problems, such as
the vehicle routing problem [71], the multi-commodity pickup and delivery TSP [72, p. 64], and the cutting
stock problem [73]. Given the wide applicability of CP and its signi cant advances, we adopt this approach
in Chapter 3.



CHAPTER 2. BACKGROUND 13

2.3.2.2 CP Solving

Several solution techniques are used to solve a CP model. Here, we describe the fundamental algorithm for
solving such a model, which is based on search algorithms and backtracking [66], a common technique used
in this approach. Next, we describe constraint propagation, which is often employed in search algorithms
to reduce the search space [74].

Search algorithms: A common algorithm used for solving Constraint Programming (CP) problems is
Depth-First Search (DFS). In this method, the search begins at the root node of a graph and follows one
path as deeply as possible before exploring alternative paths. The process continues until all nodes in the
graph have been visited or a solution is found [75]. When a search path reaches a dead end that cannot
lead to a solution, backtracking is applied to undo the most recent decision and continue an alternative
path. This new path may coincide with the earlier path in the earlier explored nodes, but di ers at later
nodes [76]. For example, in solving TSP using DFS, backtracking checks for repeated cities and prunes
those paths, therefore reducing the size of the search graph. A common term used in solving CP is pruning,
which means eliminating possibilities from consideration without the need for examination [76].

Branching: During exploration of the search tree, the solver must repeatedly decide which variable
and value to explore next. These choices are determined by branching heuristics, which involve two main
decisions: variable selection and value selection [67]. A common variable-selection heuristic is tfal- rst
principle in which the solver makes branching decisions that are likely to reveal failure as early as possible,
so that infeasible parts of the search tree can be discarded quickly [77]. Value-selection heuristics determine
the order in which the values of the selected variable are explored, for example by trying the smallest or
highest value rst [67]. Using these branching decisions, the solver partitions the remaining search space
into smaller subproblems, which can signi cantly improve computational performance.

Constraint Propagation: One of the fundamental techniques used for solving CP is constraint prop-
agation. By applying di erent reasoning methods, this technique reduces the search space by narrowing the
domains of variables, strengthening existing constraints, and introducing new implied constraints [74]. As

specifying that x; < x2. Using reasoning, we can infer that ifx; = 5, X, cannot take any other value
from the domain. Similarly, if x, = 0, x; cannot take any other value from its domain. Therefore, prop-
agating x; < x » reduces the domains of both variables by pruning inconsistent values. The new domain

participate in any feasible solution, we reduce the search space and therefore improve the performance of
the search algorithm.

2.3.3 Domain-Independent Dynamic Programming

Dynamic Programming (DP) is a well-known algorithm that is typically used to solve optimization problems
by breaking them into overlapping subproblems and solving them recursively, often ensuring an optimal
solution. To develop a DP algorithm we should follow four main steps: 1- identify the structure of an
optimal solution through smaller subproblems; 2- de ne the value of the optimal solution recursively using
the subproblem; 3- compute the value of the optimal solution; 4- nally construct the actual optimal solution
(not just its value) using the computed information [47].

Domain-Independent Dynamic Programming (DIDP) is a recently proposed methodology for solving a
combinatorial optimization problem by formulating the problem as a dynamic program and using a generic
solver to solve it [78]. DP models are declaratively formulated in Dynamic Programming Description
Language (DyPDL), a solver-independent modeling formalism for DP that is inspired by Al planning. In
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DyPDL, a model consists of the following:

~ state variables: variables that take on numeric, set, or set-element values that de ne the states in the
search space of the problem,

target state: the state for which the optimal value is to be computed by the recursive formulation,
constants: state-independent values,

transitions: decisions in the DP that move between states,

base casesset of conditions that de ne states that terminate the recursion,

state constraints: conditions that must be satis ed by all states,

value functions: equations that map each problem state to the optimal value achievable from that
state (minimum or maximum), often in the form of recursive equations,

dual bound: an optional lower (upper) bound on the objective function for minimization (maximiza-
tion) problems.

An example of a DIDP model for the single machine scheduling problem with total weighted tardiness is
presented below [64]. This model is based on a dynamic programming approach developed by Abdul-Razaq
et al. [79].

compute8 V(;) (2.4a)

20 ifF =N
V(F)= 2.4b
F) > -2”.1"‘; wT(i;F)+ V(F [f ig) else (2.4b)

V(F) 0 (2.4¢c)

Let F be the set variable representing the set of scheduled jobs. We de ne value functiovi (F) to be the
total weighted tardiness of jobs that are yet to be scheduled, i.e.N nF. Therefore, our goal is to compute
V(;) (i.e., the target state) as speci ed in Objective (2.4a). The rst line of Eq. (2.4b) describes a base case
of the recursion, where all jobs are scheduled. In this case, the cost is zero. The second line corresponds
to scheduling jobi from the set of unscheduled jobs, selecting the one that recursively results in the least
weighted tardiness. Once jobi is scheduled, it is added to the setF. The value function V(F) is then
updated asw; T(i;F )+ V(F [f ig), where T(i; F ) is de ned as maxf 0; i2F P TP dig. This expression
represents the tardiness of jobi when it is scheduled after the jobs in setF, with the completion time of
jobigivenby Ci =, p + pi. Finally, Inequality (2.4c) is the dual bound of the value function. Given
that job weights and tardiness values are nonnegative by de nition, the cost of a state has to be greater
than or equal to zero.

2.3.3.1 DIDP Modeling

Given that dynamic programming has been used for over 60 years to solve a wide range of combinatorial
optimization problems [80, 47], we can expect that DIDP to show promising results in solving a variety
of problems. In fact, Kuroiwa and Beck [81] have shown that DIDP can be used to solve many problems,
such as TSP with time windows, multi-commodity pickup and delivery TSP, vehicle routing problem, bin
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packing, and single machine scheduling problem with total weighted tardiness. Based on the extensive
numerical analysis, the authors have shown that for most of the tested problem classes, DIDP outperforms
the best-known MIP and CP formulations when solved with commercial solvers.

DIDP can also be used as a component in advanced techniques for solving large-scale optimization
problems, such as logic-based Benders decomposition [82] and column generation [83]. Zhang and Beck
[82] showed that DIDP can be used to model and solve both master and subproblems in the logic-based
Benders decomposition method. They evaluated this method on an assembly line balancing problem [84]
and demonstrated that it proves optimality on more problem instances than the alternative approach which
modeled the master problem as MIP and the subproblem as DIDP. Recently, Kuroiwa and Lam [83] have
demonstrated that DIDP can be used in the column generation algorithm to model and solve pricing prob-
lems. Using seven problem classes (e.g., vehicle routing problem with time windows and pickup and delivery
problem with time windows), Kuroiwa and Lam demonstrated that their approach outperformed a state-of-
the-art commercial solver applied to compact MIP formulations, in terms of the number of instances proved
optimal. Given the strong performance of DIDP and its exible solver-independent modeling framework,
we use it in Chapter 3.

2.3.3.2 DIDP Solving

In Arti cial Intelligence (Al), any problem de ned by states, actions that transition between them, and goal
states can be modeled as a search graph. In this representation, states are nodes and actions are edges, and
exploring the graph corresponds to searching through possible solutions. For minimization problems, nding
the shortest path from the initial state to the goal state yields the optimal solution. Search algorithms can
be uninformed (blind) search or informed (heuristic) search [76].

Uninformed search algorithms explore the graph without guidance, using only the problem de nition to
expand states systematically. For example, Breadth-First Search (BFS) is a simple search algorithm that
expands the root node rst, then its immediate successors, followed by their successors, and so on. If we
view the search graph as a rooted structure with the initial state as the root (layer 0) and subsequent nodes
organized into layers by their depth, BFS systematically explores all nodes at depthd before moving on to
nodes at depthd + 1 [76].

Informed or heuristic search algorithms, however, use measures of the search graph to guide exploration
more e ciently. In general, heuristic search algorithms use the evaluation function

f(s)= g(s) + h(s) (2.5)

where f (s) estimates the total cost of reaching the goal from the initial state via state s. Here, g(s)
represents the actual cost of the path from the initial state to s (which can be computed from the current
path information), while h(s) is the heuristic estimate of the cost froms to the goal [76]. For example, in
a route- nding problem where the objective is to nd the shortest path from the initial city A to the goal
city B, the heuristic function h(s) can be de ned as the straight-line (Euclidean) distance from city s to
the goal city B [76, p. 92].

Beam search is a heuristic search algorithm that explores the state space (or search graph) layer by
layer, expanding all states in the current layer and keeping only the besb successors, wheré is the beam
width [85]. Expanding a state refers to generating its possible successor states and evaluating them using
f (s) values to decide which candidates can be used for further exploration. This process continues until a
solution is found or no more states can be expanded. Since the algorithm discards less promising states, it
may fail to nd a solution even when one exists, making it incomplete [86]
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For example, imagine the rst layer of the search graph has three statess;;s,, and s3. Beam search
evaluates all the states based on Eq. 2.5 and computes their values fi§s;) = 12, f (s;) = 13, and f (s3) = 15.
Here, f (s1) = 9(s1) + h(s1), where g(s1) = 3 is the actual cost of reaching s; from the initial state, and
h(s;) = 9 is the estimated cost from s; to the goal state, which can be de ned based on the speci ¢ problem.
In TSP, one possible lower bound, which can serve as a heuristl(s), is the sum of the minimum-cost edges
required to connect the current state s; to the goal state [64]. For a beam width of two (© = 2), after
sorting the states in the rst layer by their f-values, the algorithm keeps the two best statess; and s,
and discards the remaining state,s3. This process continues layer by layer of the search graph, and the
algorithm terminates when either a goal state is among the kept states (success) or when no new states can
be generated (failure).

Complete Anytime Beam Search (CABS) extends beam search by progressively increasing the beam
width. Unlike standard beam search, CABS is complete, meaning that it not only guarantees nding a
feasible solution if one exists, but eventually nds and proves the optimal solution. CABS achieves this by
running beam search multiple times, with an increased beam width [86]. In the CABS implementation used
for solving DIDP, the standard approach has been followed, wherd starts from 1 and in each iteration it
is doubled. This strategy ensures that the search gradually becomes more exhaustive, which means that
the solver explores an increasing number of possibilities and eventually considers all feasible solutions [81].
CABS is an anytime algorithm, meaning that it seeks to quickly nd a feasible solution and then to improve
it in the remaining run-time. Full details of CABS and its open source implementation are available in
Kuroiwa and Beck [81]4

In the above example, the CABS implementation would rst run beam search withb= 1. In the CABS
implementation of DIDP, the optional dual bounds are used for heuristic h(s). If dual bounds are not
de ned, the search is guided only by theg-values. In this case, there is no heuristic estimation so that no
states can be pruned, and the algorithm explores all states exhaustively. As a result, the algorithm is no
longer a heuristic search but instead becomes an uninformed search algorithm. After nding the rst feasible
solution (if one exists), it stores this solution as theincumbent solution, i.e., the best solution found so far
during the search. The algorithm then runs beam search again withb = 2. During this process, a state s
will be pruned if its evaluation value f (s) is greater than or equal to the cost of the incumbent solution, since
exploring such a state cannot lead to a better result. By iteratively doubling b, the algorithm eventually
explores the entire search space. Since all feasible solutions are considered, this process guarantees that an
optimal solution will be found, if one exists.

Other algorithms for solving DIDP can be found in Kuroiwa's work [64]. In Chapter 3 we only used
CABS.

2.4 Commonly Used MIP models

Two well-studied combinatorial optimization problems in the OR literature are the Traveling Salesperson
Problem and the Facility Location Problem. Originally, both problems were created from practical, real-
world demands. One of the early works on the traveling salesperson problem with road distances appeared
in the 1930s at Princeton, when the American mathematician Hassler Whitney described the 48 States
Problem as nding a shortest route to visit one city in each of the USA states [87]. The origin of the facility
location problem dates to 1909, when Alfred Weber formulated it as determining where to locate a factory
so that the ton-mileage, measured by the weighted sum of distances between the source of raw materials,
the location of production, and markets, is minimized [88].

4https://didp.ai
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Many approaches, including both exact and heuristic algorithms, have been used to solve the traveling
salesperson problem [89], the facility location problem [90], and their many variants [91, 92, 93, 94]. In this
section, we focus only on their MIP formulations, which are more relevant to our study. In Chapters 3 and
4, we develop mathematical models based on these two problems.

2.4.1 Traveling Salesperson Problem (TSP)

Traveling salesperson problems seek to nd routes in the network of multiple locations [54]. In this section,
we briey review di erent applications of the traveling salesman problem, and then present one of its
mixed-integer programming formulations, which is referenced in Chapter 3.

In the operations research literature, several variants of the traveling salesperson problem have been
studied, including TSP with the pickup and delivery [91, 92], TSP with time windows [95, 96], and gen-
eralized TSP [97]. If multiple salespersons are considered in the TSP, the problem becomes the multiple
traveling salespersons problem, which forms the basis of the well-known Vehicle Routing Problem (VRP).
This class of problems has been studied extensively over the past several decades [98], with numerous vari-
ants addressing practical characteristics such as the use of electric vehicles [71, 99], pickup and delivery
requests [100], time windows [101], capacity constraints [102], and driver rest planning [103].

2.4.1.1 Modeling

Given a set ofn cities and the distances between each pair, the goal of the Traveling Salesperson Problem
(TSP) is to determine the shortest possible route that visits each city exactly once and returns to the starting
point [54]. The problem is de ned on graph G = (N;A) where N = f1;2;:::;ng and A = f(i;j )ji;j 2
N;i 6 jg with each arc having an associated distanceg; . Following is the classic MIP model for solving
TSP [54]:

X X
min Cj Xij (TSP)
X i2N j2N;j 6i
X
s.t. Xj =1 i2N (2.6a)
i2Nj6i
X
Xj = 1 J 2N (26b)
i2N:i6j
u up+nx; no1 (;j)2Ai6ji61;j61 (2.6¢)
xj 210;1g i;] 2N;i 6] (2.6d)
ui 2 R i 2N (2.6€)

In TSP, binary variable x; is 1 if the salesperson travels directly fromi to j, andi 6 j and O otherwise.
Continuous variable u; represents the order of node in the sequence of visited nodes. The objective function
minimizes the total travel distance. Constraints (2.6a) - (2.6b) are assignment constraints that ensure each
city is visited exactly once and departed from exactly once. Constraints (2.6d) - (2.6e) specify variable
domains. One of the main challenges in solving the TSP is ensuring that the solution forms a single route
that visits all the nodes, rather than multiple disconnected cycles (i.e., subtours). Constraints designed
to prevent these cycles are callecsubtour elimination constraints. Constraint (2.6¢) is commonly known
as a subtour elimination constraint based on the Miller-Tucker-Zemlin (MTZ) [54] formulation. To better
explain (2.6¢) we consider two cases:
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1. When x;; =1, (2.6c) becomesu; 1. Also, whenx; =1, it means that the salesperson is
traveling from i to j; therefore,j comes right afteri in the sequence of visited nodes, meaning that
up+1 u is satis ed.

2. Otherwise, whenx; =0, (2.6c) becomesu; u; n 1, which always holds because the di erence
in the ordering of every two nodes except node 1 can never excead 1.

We now show how Constraint (2.6¢) prevents the formation of subtours. Suppose, for contradiction,
that there exists a subtour = (tg;ty;:::;t;t1) of length at least two (k  2) that does not include node
1. Since every arc in is selected, Constraint (2.6c) impliesu;, u¢, +1. Applying the same argument to
each consecutive pair of nodes in the subtour gives

U, U, +1;u, U, +1;:00u, U, +1:

Summing these inequalities yields 0 k, which contradicts k = 2.

2.4.2 Facility Location Problem (FLP)

Facility location problems seek to open facilities and assign customers while minimizing xed and service
costs. This section provides a brief overview of di erent applications of FLP in various domains of health-
care, humanitarian logistics, and urban planning. After that, we present the mixed-integer programming
(MIP) formulations for the capacitated and uncapacitated variants of the problem, which are referenced in
Chapter 4.

Given its practical importance, many variants of the facility location problem have been studied in the
literature [104, 105, 94]. For example, in healthcare applications, researchers have studied the identi cation
of hospital locations that maximize accessibility for the public [106, 107], as well as the optimal placement of
blood facilities in disaster situations to minimize supply chain costs [108, 109]. In the humanitarian context,
this problem may take the form of identifying shelter locations in ood-prone areas [110] or selecting host
communities for wild re evacuations [111]. The facility location problem is also studied in the daily urban
planning challenge of waste management, where the goal is to select the minimum number of collection sites
while ensuring that everyday demand is met and each customer is assigned to their nearest collection site
[105, 112].

2.4.2.1 Modeling

Given a setl of candidate facility locations and a setJ of customers, where each customer must be served
by one facility, the goal of the Facility Location Problem (FLP) is to decide which facilities must be selected
and what is the best assignment of customers to the selected facilities. There is a xed cost df, for
selecting facility i and an assignment cost ofc; for facility i to serve customerj. If there are no limits
on the number of customers that facilities can serve, we have an Uncapacitated Facility Location Problem
(UFLP). In contrast, each facility in the capacitated variation can serve a maximum number of customers.
Let k; denote the maximum number of customers that facility i can serve. First, we will provide a MIP
model for the uncapacitated version, as it is simpler to explain, and then the capacitated version. The
following MIP model of the UFLP is the classic formulation of Cornuejols et al. [55].
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X X X
I')T(]Jn fiyi + Cij Xij (UFLP)
Y i21 i21j23

X

s.t. Xj =1 j2J (2.7a)
i2l
Xij Yi i2 |;j 2] (2.7b)
Xj 2f0;1g i210;j 213 (2.7¢c)
y; 210;1g j2J (2.7d)

In UFLP, binary variable x; is 1 if customerj is served by facility i. Binary variable y; is 1 if facility
i is selected and O otherwise. The objective function minimizes the total assignment cost of customers to
facilities and the total setup cost of selected facilities. Constraint (2.7a) assigns each customer to exactly
one facility. Constraint (2.7b) ensures that a facility can serve customers only if it is selected. Lastly,
constraints (2.7c) - (2.7d) specify variable domains.

In the MIP formulation of the capacitated variant, as introduced by Aardal et al. [113], constraint (2.7b)
is replaced by

Xij kKiyi;i21;j 23 (2.8)

Constraint (2.8) ensures that each of the selected facilities cannot serve more thaky customers.

Depending on the problem size, these MIP models can be solved using either monolithic or decomposition
methods. For smaller problem sizes, monolithic methods are often su cient [114, 104, 115], with branch-
and-bound being the standard exact algorithm used by most integer programming solvers (see Section
2.3.1.2). In contrast, large-scale problems require advanced decomposition techniques, such as branch-and-
price [116, 117, 118].

2.5 Operations Research

In Section 2.3, we presented various optimization techniques, including mixed-integer programming, con-
straint programming, and domain-independent dynamic programming, which are examples of analytical
methods used across Engineering and Computer Science elds. In Section 2.4, we then explored two classi-
cal combinatorial optimization problems, the traveling salesperson problem and the facility location problem,

to demonstrate how these techniques are used to solve complex problems inspired by real-world challenges.
Here we introduce the broader research eld that employs these optimization techniques, along with other
analytical methods, to address the types of problems discussed earlier.

Operations Research (OR) is a multidisciplinary eld focused on applying analytical methods to en-
hance decision-making in real-world applications. While operations research was originally developed to
aid military during World War 1l [119], today it is used in a wide range of applications such as healthcare
[120], transportation [121], inventory control in supply chain management [122], production planning [60],
and facility location [90].5

Traditionally, OR has been applied within organizations and companies that have access to rich data,
primarily to maximize e ciency or revenue. Since the literature does not appear to o er an explicit termi-
nology for the traditional, business-oriented application of OR, we will refer to it here ascompany-based OR
Beyond this traditional focus of maximizing revenue, alternative streams have emerged that address complex

5For a comprehensive overview of the historical development of OR, see the work by Gass and Assad [123].
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societal challenges, such as disaster management, health services, and social equity [124]. In the following
sections, we explore two such branches of OR: Community-Based Operations Research and Humanitarian
Operations Research.

2.5.1 Community-Based Operations Research

Community-Based Operations Research (CBOR) is a stream of OR research that has been developed par-
ticularly to promote social welfare and address concerns of disadvantaged populations. The rst attempt
to de ne CBOR was made in 2007 by Johnson and Smilowitz [125], who identi ed three important charac-
teristics of this eld:

1. The fundamental interest is on human rather than physical resources.

2. There is a focus on marginalized populations to acknowledge their unique challenges in accessing
public resources.

3. Community-level characteristics are considered in the model.

In 2011, Johnson [124] revised the de nition to frame CBOR as any OR application aimed at providing
goods and services or informing social policies, particularly when stakeholders are disadvantaged, or when
equity and social considerations signi cantly in uence decision-making. This new de nition allows for a
more exible understanding of community, which does not have to be a localized geographic area. Instead,
it can be de ned as a group of people sharing similar social conditions, regardless of their physical location
[124].

There exists a broad range of applications in CBOR, including human services, community development,
and public health [124]. We refer the reader to the work by Johnson et al. [126] for a comprehensive review
of emerging trends in CBOR, including disaster planning, and new frontiers beyond traditional OR domains
such as access to education and food security.

Community-based OR employs a diverse range of methods, including qualitative approaches such as con-
ict analysis, quantitative techniques like mixed-integer programming, and mixed-methods such as applied
robustness analysis [124]. However, for the sake of relevance, we focus only on studies that use quantitative
methods. Several examples of CBOR applied to human services are presented below.

In one study, Hare et al. [127] developed a simulation model for the British Columbia Ministry of Health
to forecast future demand for Home and Community Care services, in response to a rapidly aging population.
In another community-based study, Lin et al. [128] focused on capacity planning for publicly funded long-
term care services for elderly patients of Indiana. Using an optimization model, the authors modeled patient
ows between di erent care settings, such as nursing homes and community-based services, to determine
the capacity required. Another example of applying CBOR in human services is the study by Taylor and
Jones [129], in which the authors designed more equitable fare policies for public transportation in Texas
using a simulation model. This study focused on low-income households who rely on public transportation
but cannot a ord transit passes with high upfront costs.

Unlike traditional OR, which emphasizes problem formulation and the development of solution tech-
nigues, community-based OR considers additional stages of analysis [124]. According to the theory of
community-based operations research, four steps are required to guide the analytical approach: problem
identi cation, problem formulation, providing solutions, and implementation [124, pp. 12{14]. These steps
are borrowed from Winston and Venkataraman [130] and Liberatore and Luo [131]. As discussed by Johnson,
\ solutions to problems in CBOR may range from increased understanding of the problem under consid-
eration, to agreement on objectives, goals and metrics associated with solving a problem, to generalized
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insights on existing processes and strategies..." [124, p. 15]. Therefore, each of the four analytical steps in
CBOR can carry di erent values and signi cance depending on the goals and context of a research project.

2.5.2 Humanitarian Operations Research

Humanitarian logistics, also known as Humanitarian Operations Research (HOR), can be viewed as a
sub eld of community-based OR due to its focus on human services [124]; however, the broad range of
applications has led to its establishment as an independent eld [132]. HOR is rooted in the works of
Altay and Green [133] and Van Wassenhove [134]. As discussed by Van Wassenhove [134], logistics means
di erent things to di erent people, for example, those in business versus those in the humanitarian sector.
For humanitarians, it is de ned as \the processes and systems involved in mobilizing people, resources, skills
and knowledge to help vulnerable people a ected by disaster" [134]. In contrast, in the business context,
logistics is de ned as \a planning framework for the management of material, service, information, and
capital ows, and includes the increasingly complex information, material, and communication and control
systems required in today's business environment" [134].

Unlike standard logistics that are associated with typical operating conditions, such as vehicle routing and
delivery scheduling for distribution companies [135], humanitarian logistics explicitly focuses on challenges
posed by disasters like earthquakes and political crises [134].

There are three phases of disaster relief in humanitarian logistics [136]:

1. Preparation/prevention: Involves pre-disaster planning such as improving infrastructure

2. Immediate response: Refers to rapid, short-term actions taken directly after a disaster occurs, for
example, building temporary shelters

3. Recovery/reconstruction: Focuses on long-term e orts after the disaster's immediate response to
rebuild and improve a ected communities.

In the following, we highlight two studies that demonstrate HOR in practice. For a comprehensive
review of HOR literature, we refer the reader to the work of Jabbour et al. [136].

Sharbaf et al. [110] employed a MIP model to assist decision makers in designing an e ective shelter
network in ood-prone areas of Haiti. The problem under study involves a natural, sudden-onset disaster and
re ects decisions typically made during the preparation phase of disaster management as part of evacuation
planning. Using a risk-based mathematical model, the authors determine the location of new shelters
and the proportion of each population assigned to them. The goal of their model is to maximize the
coverage of high-risk populations and minimize the risk associated with new shelter locations and the
evacuation risk encountered by the population when reaching the assigned shelters. High-risk population
points are de ned as those facing greater hazard, higher social vulnerability, and increased exposure to the
disaster. The authors compared the risk-based model to a standard approach that maximizes coverage of
the population in need of shelter. The results demonstrated signi cant improvements in covering high-risk
populations, along with lower shelter and evacuation risks. Another research area in humanitarian logistics
is the refugee camp network design problem, which responds to disasters of human-made origin rather than
natural origin [134], and is typically addressed during the preparation and immediate response phases of
disaster management. Arslan et al. [137] studied the problem of locating refugee camps and planning the
transportation of public service providers from their hosting institutions to the camps. This problem is
inspired by a real-world problem that Red Crescent is facing in Southeast Turkey. In this problem the goal
is to nd the best refugee camp locations and allocate the number of refugees to the selected camps while
all types of services are provided for every open camp and the total cost (i.e., cost of opening camps and
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routing service vehicles) is minimized. The authors modeled the problem as a graph, where nodes represent
either candidate refugee camps or service-hosting institutions, and edges indicate possible travel paths. For
each service, there exists a set of host institutions, each with a limited number of service providers who must
depart from their host institutions, visit a limited number of camps, and return. Arslan et al. developed

a MIP model which simultaneously determines which camps to open, how to assign refugees, and how to
route service providers such that all service and capacity constraints are respected. The MIP model was
solved using a branch-price-and-cut algorithm. To test their model, Arslan et al. generated several networks
based on the location of cities in the Southeast Turkey, and considered a number of candidate refugee camps
ranging from 18 to 74. Their result show that the best version of their exact algorithm can scale up to solve
the largest generated network e ciently.

In addition to the high applicability of studies in humanitarian operations research, these studies often
take a distinct approach to research design and problem-solving. Rather than having a single problem
de nition solved by several equivalent mathematical models, multiple problem de nitions are often used to
address complex, real-world issues. For instance, Rancourt et al. [138] examined the food aid distribution
problem in Kenya, where distribution centers were established based on population needs. They developed
three models in total: one base model with a multi-term objective function, and two simpler models, each
with a single-term objective focused on the location-covering aspect. Additionally, the authors analyzed
three cases, where each case used the base model with only one term of the objective function, to evaluate
the cost of each component and determine which part contributes most signi cantly to the total cost. Their
approach of quantifying the trade-o s within di erent parts of the objective function enables decision-makers
to consider multiple criteria and choose the most appropriate solution from the available options.

2.6 Summary

In this chapter, we provided a brief overview of some geographical and historical contexts for the three
projects studied in the dissertation. Two widely used optimization techniques, constraint programming and
mixed-integer programming, were introduced, along with the more recently developed domain-independent
dynamic programming method. We then reviewed several commonly used MIP models from the literature,
which are referenced later in the study. Finally, we introduced the eld of Operations Research, with a focus
on two relevant sub elds: community-based operations research and humanitarian operations research.

As noted in Section 2.5.2, humanitarian OR and community-based OR share many similarities and
humanitarian OR can be viewed as a sub eld of community-based OR. Given that in this dissertation we
are studying ongoing community-based issues that are rooted in limited infrastructure and the geographical
isolation of communities, not just those a ecting vulnerable populations after a disaster, we refer to part of
our study as community-based OR.

Chapter 4 studies a community-based issue related to the air ambulance location problem in Ontario,
where patients in the northern regions have limited access to healthcare compared to those in the South.
We followed the theory of community-based OR and devoted signi cant e ort to the problem identi ca-
tion, the initial step of the analytical approach. With careful problem identi cation, we provided several
problem de nitions and using their corresponding analytical models, we investigated the importance of each
component of the problem.

In Chapter 5, we study food insecurity in northern Canada as presented in the social sciences literature.
This study also placed greater emphasis on the problem identi cation step. In particular, we employ rigorous
qualitative methods. Within the context of CBOR, gaining a deeper understanding of the underlying
problem can be more valuable than providing policy recommendations, and may even be considered as a
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solution [124].

Chapter 3 investigates a variation of well-studied pickup and delivery traveling salesperson problem
with mixed-requests (passengers and cargo) that is relevant to northern communities. Whether this study
is community-based or company-based is not entirely evident. Although, the study is motivated by a
real-world issue in northern carrier services and can be easily applied to practical settings, real data on
passenger and cargo requests has not been used. Therefore, if we consider the spectrum of community-
based and company-based approaches, we position this study somewhere between the two. In terms of
analytical approach, Chapter 3 incorporates all three steps of problem identi cation, problem formulation,
and providing solutions; however, it places more emphasis on providing solutions, as several methodologies
are employed for this purpose.



Chapter 3

The Pickup-and-Delivery with Seat
Replacement Problem

In Chapter 2 of this dissertation, we reviewed three di erent methods to solve optimization problems:
Mixed-Integer Programming (MIP), Constraint Programming (CP), and Domain-Independent Dynamic

Programming (DIDP). Also, we provided a brief overview of the context of this study, northern Canada,
and its di erences from the southern part of the country. In this chapter, we examine the application of
these methods to address a transportation problem faced by air services in northern Canada.

Contributions to co-authored work. This chapter is an extension of our research published in the
Proceedings of the Twenty-Ninth International Conference on Principles and Practice of Constraint Pro-
gramming [139]. Co-authors Giovanni Lo Bianco and Chengyu Tao developed the CP model and one of the
MIP models in this work (models presented in Sections 3.4.1.3 and 3.4.2).

3.1 Introduction

Pickup-and-delivery problems involve using vehicles to transport goods and/or passengers from a set of
origins to a set of destinations on a given transportation network [121]. A typical pickup-and-delivery
problem such as the Pickup and Delivery Traveling Salesperson Problem (PD-TSP) includes one or more
vehicles, requests with di erent pickup and delivery locations, and an objective to nd a minimum-cost tour
(or set of routes) that visit(s) each pickup location before its corresponding delivery location [91]. There
has been substantial research literature on pickup-and-delivery problems over the past several years (e.g.,
[140, 141]) motivated, in part, by global e orts to reduce transportation-related carbon emissions [142].
Variations of these problems have been proposed and studied in the operations research literature, focusing
on the processes of item delivery or the incompatibility of requests. For example, some problems include
handling costs when an item is loaded or unloaded depending on the position of the item in the vehicle [92]
and some include subsets of requests that cannot be in a vehicle at the same time [143].

In this chapter, we propose and study a novel variation of PD-TSP where requests can include both
goods (cargo) and passengers and the vehicle has a capacity that can be adjusted en-route between cargo
and passengers depending on the equipment stored at locations in the network.

The problem is motivated by a transportation problem faced by air services in northern Canada. Air
services in this region often use \combi" aircraft that can carry both cargo and passengers on the same ight,
allowing them to accommodate the shifting demand across their networks. These operations are further
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shaped by infrastructure constraints, such as short gravel runways, which limit the types of aircraft that
can be used. As a result, the aircraft under study has limited capacity for both seating and cargo, requiring
exible allocation of space between passengers and freight. Section 3.1.1 provides additional information on
the real-world context of this study, as well as details on the aircraft type and its capacity.

The vehicles are aircraft with removable seats, allowing sta to remove passenger seats and store them
at airports to transport more cargo or to add additional seats, previously stored at airports, to carry more
passengers. The problem, which we call the Pickup-and-Delivery with Seat Replacement Problem (PD-
SRP), therefore requires nding the shortest tour delivering all goods and passengers from their origins to
destinations without exceeding aircraft capacity but allowing seats to be removed from or added to aircraft
at each location, subject to seat availability and total aircraft capacity.

To solve the PD-SRP, we developed three types of optimization models: three mixed integer program-
ming models, one constraint programming model, and two domain-independent dynamic programming
models. We compare their performance on two sets of randomly generated instances based on the size of
the problem in northern Canada. The rst set of experiments shows that both of the DIDP models out-
perform the CP and MIP models in terms of the number of instances solved and proved optimal, solution
guality, and solve time. All of these instances are feasible, and the best-performing model found one for
every instance. However, a second set of experiments on instances with higher demand demonstrate that
MIP models outperformed DIDP and CP in terms of the number of instances proved infeasible and solve
time on those instances.

3.1.1 Real-World Context

Combi aircraft are exible aircraft with adjustable con gurations that can be modi ed according to demand,
enabling the simultaneous transport of both passengers and cargo [144]. The seats are removable, allowing
additional space to be allocated for cargo when needed. This operational exibility is employed across a
range of aircraft sizes, from large aircraft such as the Boeing 747 to smaller ones like Pilatus PC-12. The
Boeing 747 combi variant accommodates up to 416 passengers and a payload of approximately 67,177 kg
[145]. In contrast, the Pilatus PC-12 carries up to nine passengers and up to 816 kg of cardo.

Larger combi aircraft are not easily recon gurable and typically require signi cant time to change their
con guration. However, there exist some Boeing variants, such as the 737-300, that improve this exibility
with a quick-change system that allows conversion between all-cargo and all-passenger con gurations in
under 30 minutes, albeit with a specialized team [146]. Smaller combi aircraft, in contrast, can often be
recon gured by adding or removing seats without the need for specialized maintenance procedures [147].

Today, combi aircraft play a critical role in connecting small, isolated communities across both the United
States and Canada [146]. Their use in northern air services re ects the need to respond to shifting demand
across their networks. North Star Air? is considered a representative example of a carrier implementing this
approach. Figure 3.1 illustrates the airline's route map [148].

Based on publicly available data, there are typically between two and ve scheduled ights per day, with
most weekdays having ve ights. Each ight takes a route that originates from one of two hubs, Thunder
Bay or Sioux Lookout, and travels to smaller communities such as Cat Lake and Webequie. These routes
typically include two to ve unique community visits, with an average of around four communities per route
[148].

Consistent with the standard de nition used in the OR literature, a request corresponds to a pickup-
delivery demand for cargo, passengers, or both, originating at one community and requiring transportation

Lhttps://www.northstarair.ca/pilatus-pc-12
2 https://www.northstarair.ca/
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to another (see Section 3.2 for a more detailed de nition of requests in routing problems). With an average of
four community visits per route, we assume an average of six requests, since each pair of visited communities
may generate a pickup-delivery request. The maximum passenger capacity of the PC-12, which North Star
Air operates, is between 6 and 9 passengers, depending on the size and con guration of the seats used [147].

This study aims to develop models that can be used to nd the shortest aircraft route (tour) while
accommodating both cargo and passenger demand with the possibility of con guration adjustments. In the
airline industry, ight schedules are typically developed in advance according to the forecasted demand and
the available resources [149]. However, for consistency with the academic literature, the problem can be
viewed as a routing problem that integrates seat changes into the decision-making process. Therefore, this
problem can be formulated as an extension of the classic Traveling Salesperson Problem (TSP), which is
well studied in the operations research literature. A brief overview of TSP is provided in Section 2.4.1 of
Chapter 2.

Figure 3.1: North Star Air route map [148]. North Star Air is an example of northern air service that uses
a combi aircraft to transport both cargo and passengers. To provide an indication of scale, the distance
from Thunder Bay to Webequie is 540 km.

3.2 Related Works

Recon gurable capacity is a general term in the transportation literature, typically indicating that vehicle
capacity can be changed at some cost and/or limited by some constraints [150, 151]. Other terms such as
multi-compartment or multi-purpose vehicleare used to convey a similar meaning [152, 153]. We review the
vehicle routing and dial-a-ride problem literature for studies that considered adjustable vehicles.

Vehicle Routing Problems (VRP): In the vehicle routing problem, a set of vehicles must visit several
locations and return to a depot while minimizing the total distance traveled [57]. In Capacitated VRPs,
each vehicle additionally has a maximum capacity, and the minimum distance routes must be found subject
to not exceeding vehicle capacity, with the total demand from each visited location [154].
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Considering the high applicability of VRP, several variations of this problem have been studied in the
literature [155]. One such variation is the multi-compartment vehicle routing problem, which addresses
adjusting vehicles to handle dierent types of demand [152]. For example, Henke et al. [156] studied
how to split the capacity of a truck into di erent compartments to maintain the separation of di erent
colors of recycled glass. Similarly, for grocery distribution, di erent temperature-sensitive products can be
transported on the same truck with multiple compartments [157]. In both of these problems, a vehicle's
capacity con guration is xed for its entire route and cannot be modi ed during a trip.

Dial-a-Ride Problems (DARP): In the dial-a-ride problem, a transportation request takes the form of a
pickup and delivery location pair, and the service provider utilizes its eet of vehicles to ful Il the requests
while minimizing a cost function that typically includes some travel distance component [158]. Some variants
include a recon gurable vehicle capacity to serve the needs of di erent users: those who use seats and those
who use wheelchairs [151]. In such problems, some of the vehicle seats can be folded and stored inside the
vehicle to make room for passengers in wheelchairs. Unlike this problem, the seats of the vehicle in the
PD-SRP cannot be stored on the aircraft without occupying cargo capacity and are instead detached and
stored at the airports.

Hatzenbahler et al. [153] studied a multi-purpose pickup-and-delivery problem that can deliver passengers
or cargo by exchanging a module of the vehicle at a depot or special service site. Each vehicle includes a
removable module and a xed platform such that changing modules modi es the ability of the vehicle to
only carry cargo or only carry passengers. Compared to problems with conventional solo-purpose vehicles,
requests can be served with fewer vehicles but at the expense of adding extra service sites and visits where
con guration changes must take place.

We can view the core multi-purpose pickup-and-delivery problem as a special case of PD-SRP where
the seat exchange decisions must be all-or-none: either all seats are removed to maximize cargo space or all
seats are installed to maximize passenger capacity.

3.3 Problem De nition

In PD-SRP, we are givenn requests, each potentially requiring the transportation of cargo and passenger

is the set of delivery locations. Note that the pickup and delivery locations of request correspond to two
unique nodes in setV; however, their geographic location may overlap with that of other nodes in the set.

Although in reality cargo is shipped in various shapes and weights, representing four-dimensional pack-
aging (i.e., volume plus weight) would substantially complicate the problem. Therefore, we assumed that
cargo is shipped in unit-sized boxes, each having the same weight and volume. In practice, airlines use
approximations (e.g., standard weight per passenger) and the pilot redistributes cargo and passengers in
the plane to achieve weight balance.

Each requesti includes picking up ¢ boxes of cargo and {* passengers from locatiorv; and delivering
them to location v, .. Thus, the demand of the corresponding delivery location has an equal negative value
(ie, § =%+n; ™ ="i+n:8i 2 P). Note that this representation can model more complex patterns
(e.g., requests that share pickup or delivery locations but not both) by copying locations for each unique
pickup-delivery pair.

When an aircraft is at its maximum seat capacity, it has S seats and can still carry€ boxes of cargo.
By removing a seat,L boxes of cargo capacity are added to the aircraft. Therefore, the maximum cargo
capacity when removing all the seats isk = SL + €. Each location i starts with SP stored seats and
therefore the aircraft can add at most min($; SP) seats or remove at mostS seats when visiting locationi.
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There is no maximum number of seats that can be stored at a given location.

In order to represent the problem as a path, two nodes are assigned to the depoty is the start node
and von+1 is the end node. For modeling purposes we de ne sefgy+1 = V [f Vvon+19;Vo = V [T vpg and
Von+1 = V [f vo;van+1 9. Therefore, the problem is de ned on graphG = ( Vo.n ; A) where A = f(i;] )ji;j 2
Vo +1 ;1 8 j g with each arc having an associated distancedl . The vehicle is initially at the depot vg with
a cargo and passenger capacity of, and Sp whereCy = K LSp and S 8, and must nish the trip
at depot vo,+1 . We assume that the start and end nodes are not the pickup or delivery locations of any
requests. Again, this assumption is not limiting as such requests can be represented by adding extra nodes
at the same location as the start and end nodes.

In PD-SRP we aim to minimize the travel distance while deciding how many seats to add or remove at
each location to ful Il all the requests while respecting capacities. The PD-SRP is NP-hard because if we
X the seat decisions and set all the demands to zero, the problem can be reduced to TSP which is known
to be NP-hard [159]. A summary of notation and parameters is given in Table 3.1.

Table 3.1: Description of notation and parameters used in PD-SRP problem de nition.

notation Description

P set of pickup locations

D set of delivery locations

\Y P[ D

Vi pickup location of requesti

Vn+i delivery location of requesti

Vo depot

Von +1 copy of the depot (representing the return of the aircraft)

WN +1 VI[f voni1 g

Vo \% [f Vod

VoN +1 V [f vo;van+1 0

A f(0i;))ji;] 2Von+1:18 ]9

Parameters Description

G number of boxes of cargo in request

N number of passengers in request

A sum of the number of passengers and the units of cargo (mixed demand) in
' requesti (see Section 3.5.1)

dij distance from locationi to j

S maximum number of seats in the aircraft

¢ maximum cargo capacity in the aircraft when all seats are in place

SP initial number of stored seats at location i

Co initial cargo capacity of the vehicle at the depot

So initial number of seats in the vehicle at the depot

L additional cargo capacity when a seat is removed

K maximum cargo capacity when all seats are removed§L + €)

An instance of this problem with three requests is shown in Figure 3.2. The purple request consists
of four boxes of cargo, the blue request consists of four passengers, and the green request consists of two
passengers and two boxes of cargo. The pickup and delivery locations of each request are represented in the
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Figure 3.2: Example of an PD-SRP instance with three requests shown by three di erent colors: purple,
blue, and green. Each request has a pickup and delivery location indicated by the same color. For example,
the purple request consists of four boxes of cargo that need to be picked up at location and delivered tov,.
The optimal tour is shown by dotted pink edges on the right-hand side. The two empty seats near location
vi represent the seats that are dropped o in this solution and stored at the corresponding base. In the
aircraft con guration, white seats and boxes show the current passenger and cargo capacity, respectively.
The colored seats and boxes show the corresponding cargo and passenger requests that are picked up.

same color. The optimal tour is shown in pink, and the seat icon near each vertex represents the number
of seats stored at the corresponding base. The optimal tour for this instance isvg; Vz; V2; Vs; Ve; V1; V4; V7)
with two seats left at v;.

3.4 Solution

We develop six models for the PD-SRP using mixed integer programming, constraint programming, and
domain independent dynamic programming. One of the MIP models solves a restricted version of the PD-
SRP and is used to warm-start the two other MIP models and the CP model presented in Section 3.4.2. In
this section, we describe each of the models in detail.

3.4.1 Mixed Integer Programming Models

In this section, we describe three MIP models motivated by existing models for pickup-and-delivery prob-
lems. The rst two models exactly represent the PD-SRP and therefore admit optimal solutions. The nal
model is a restriction of the PD-SRP problem that can be used to quickly nd a feasible solution and,
therefore, an upper bound for the PD-SRP. In our experiments, we investigate the use of this restricted
model to warm-start the CP model and two other MIP models.
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Xij = 1 i 2 Vo (3.18.)
j2\)/{\| +1 X
Xiji Xijj = 0 i2V (3.1b)
j2Vojj6i j2Vn+1 i8]
i+ Xij j V](l Xij ) j i2 V();j 2 WN +1 ,I 6 J (31C)
1 i jVj i2V (3.1d)
i +1 n+i i2P (3.1e)
vi+ ;S i2 Vo (3.1f)
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i+n S i2 Vo (3.1h)
u+g+Lyi+L; K i 2V (3.10)
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Figure 3.3: The MIP o Model for the PD-SRP.

3.4.1.1 Two-Indexed Location-Based MIP

We propose a two-indexed location-based MIP model for PD-SRPNIIP |, ) based on a model for an existing
pickup and delivery variant [160]. In MIP o, Xj is a binary variable that is 1 if arc (i;j) 2 A is traveled
and is 0 otherwise. Non-negative continuous variables;; u;, and y; represent the total distance traveled,
available cargo space, and number of empty seats, respectively, on arrival at vertex2 Vo.y +1 . AS above,
let variable s; be the number of seats that are addedg > 0) or removed (5; < 0) at location i. Finally, let

i and g be the number of passengers and boxes of cargo on the aircraft on arrival at vertex2 Vo.n +1 ,
respectively. The MIP o, model is shown in Figure 3.3.

The objective function minimizes the total distance traveled. Constraint (3.1a) ensures that each cus-
tomer is visited exactly once while constraint (3.1b) forces an arrival and departure at each non-depot
vertex. Constraints (3.1c) and (3.1d) prevent the formation of the subtours, using Miller-Tucker-Zemlin
(MTZ) constraints [54]. Constraint (3.1e) forces the aircraft to visit the pickup location of each commodity
before the delivery location. Constraints (3.1f) and (3.1g) respectively ensure that the total number of seats
before and after adding or removing new seats does not exceed the passenger capacity. Similarly, constraint
(3.1h) ensures that the total number of passengers on the aircraft after ful lling the demand of vertexi
does not exceed the passenger capacity. Constraint (3.1i) enforces the relationship betweenand y;. Note
that the left hand side of the constraint restricts the picked-up cargo and passengers to not exceed the
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aircraft capacity. Constraints (3.1j) and (3.1k) de ne the upper bound and lower bound on the available
cargo space, respectively. Similarly, constraints (3.11) and (3.1m) set the upper and lower bounds on the
number of empty seats. Constraint (3.1n) ensures that the passenger demand is met at each location, while
constraint (3.10) does the same thing for the cargo demand. Constraint (3.1p) restricts the number of the
seats that can be added based on their availability. The lower bound on the number of removed seats, when
si < 0, is always the number of seats on the aircraft at the arrival of locationi. Lastly, constraints (3.1q) -
(3.1s) specify binary and continuous variable domains.

3.4.1.2 Three-Indexed Rank-Based MIP

The three-indexed ranked-based MIP model for PD-SRP MIP 4k ) is adapted from a model for the multi-
commodity pickup and delivery traveling salesperson problem [161]. IAMIP g , zit;j is a binary variable
indicating that aircraft goes directly from location i to location j and location i is at position t of the tour,

and boxes of cargo on arrival att'th position of the tour. The MIP ,n¢ is presented in Figure 3.4.

The objective function minimizes the total travel distance. Constraints (3.2a) and (3.2b) ensure that
tour positions are assigned to exactly one location and that each location is visited exactly once, respectively.
Constraint (3.2c¢) calculates the number of empty seats just before visit, where i”:l Vit 1”7 is the number
of passengers picked up at positiort _ 1 of the tour. Similarly, constraint (3.2d) calculates the available
cargo space just before visit, where {1:1 yit § is the amount of cargo picked up at positiont of the tour.
Constraint (3.2e) states that each commodity is picked up before it is delivered. Constraint (3.2f) enforces
the relationship betweenw; and u;. The left hand side of the constraint enforces that the picked-up cargo
and passengers do not exceed the available aircraft capacity. Constraint (3.2g) ensures that there is always
€ space available for cargo on the aircraft. From (3.2f) and (3.2g) we can conclude that; + w;  &: the
total number of seats does not exceed the passenger capacity. Constraint (3.2h) ensures the feasibility of the
number of seats to be added or removed. Constraints (3.2i) and (3.2j) calculate the number of passengers
and boxes of cargo at each position of the tour, respectively. Constraints (3.2k) and (3.2l) enforce the
relationship betweeny and z variables and, together with (3.2e) and (3.2m), prevent the formation of
subtours in a MTZ fashion. Lastly, constraints (3.2n) - (3.2q) specify the domains of the variables.

3.4.1.3 Upper Bound MIP Model

Our preliminary experiments suggested that the MIP and CP (presented in Section 3.4.2) models struggled
to nd good feasible solutions. We, therefore, investigate the use of a third MIP model, designed to quickly
nd an upper bound on the PD-SRP by solving a restriction of the full problem. Such a model provides a
heuristic solution as well as a potential warm-start solution for the complete models.

The upper bound model is obtained by over-constraining the original problem to require that a request
must be delivered immediately after being picked up. The nodes in this problem include the start depot

Pnet = P[f yn+10;Po = P[f vogand Pon+1 = P [f Vvo;vn+1 0. The delivery nodes are not explicitly
included because each origin-to-destination trip takes place immediately after the visit to the pickup node
with the total distance increased by both the travel to the pickup node and the travel between the pickup
node and the delivery node.
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Figure 3.4: A Three-Indexed MIP Model for the PD-SRP.
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Figure 3.5: The Upper Bound MIP model for a restriction of PD-SRP.

The MIP yg model is presented in Figure 3.5. Letx;; be a binary variable indicating that the aircraft
goes from the delivery location of the request to the pickup location of requestj. Let s; be the number
of seats in the aircraft right after visiting location i. Finally, let t; be the position of locationi on the tour.
The solution returned by this model is likely to be sub-optimal.

The objective function minimizes the total distance traveled. The coe cient ¢; represents the total
distance starting from the delivery location of requesti, visiting the pickup location of request j, and then
travelling to the delivery locations of requestj. Request 0O is to travel from the depot to the pickup location
of the rst request. The delivery and pickup locations of request 0 are locationsvg and va,+1 , respectively.

Constraints (3.3a) and (3.3b) ensure that each node is visited exactly once. Constraints (3.3c), (3.3f),
and (3.3i) prevent the formation of subtours. Constraint (3.3d) describes seat changes when the aircraft
visits a node and constraint (3.3e) requires that the space taken up by the seats in the aircraft must be
less than or equal to the remaining space after picking up the cargo of the current request. Constraint
(3.39) restricts the number of seats to never surpass the maximum number of seats allowed in the aircraft,
and constraint (3.3h) ensures that the number of seats in the aircraft never drops below the number of
passengers to be picked up. Constraints (3.3j) - (3.3I) specify the domains of the variables.

3.4.2 A Constraint Programming Model

Our CP model equates distance and time and, thus, uses a one-machine scheduling approach where jobs
correspond to the visits and the setup times between two consecutive jobs correspond to the distance
between two locations. The model use§Vo.2n+1 j interval variables x; that represent visits to each location,
and a sequence variable, , that constrains interval variables to form a sequence with an extra end node
representing the return to the depot. The size of the interval variable is 0 because there is no service time
associated with the visits. For every locationi 2 f0,..., 2ng, variable s; is introduced to represent the
number of seats that are added or removed. The formulation of the CP model is presented in Figure 3.6.
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min EndOf{Xzn+1) (CP)
s.t. NoOverlap(; fdy :(i;j) 2 Ag) (3.4a)
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Figure 3.6: The CP Model for the PD-SRP.

Note that CP model is written in CP Optimizer language.

The objective function is the minimization of the total distance traveled by the aircraft. EndOf(X2n+1 )
corresponds to the end-point of the last interval variable in the sequence variable : the time (i.e., total
distance traveled) when the aircraft returns to the depot. Constraint (3.4a) ensures that each pair of
consecutive interval variables is scheduled with a transition time equal to at least the required travel distance
between the two corresponding locations. Constraint (3.4b) enforces that the pickup location of each request
is visited before the delivery location. Constraint (3.4c) speci es that the aircraft begins and ends at the
start and end depot locations.

We used three cumulative functions to represent the following values that are potentially changed by each
interval variable (aircraft visits): available cargo space, number of empty seats, and the total number of seats.
In particular, cumulative functions (3.4d) and (3.4f) are used to represent the available cargo and passenger
space as the trip proceeds.H represents the number of empty seats in the aircraft (i.e., the available
passenger space) an@ represents the available cargo space. Before the trip starti = H + C and, if there
are Sy seats in the aircraft at the start, H = L Sp. The expressionStepAtStart (var, impact) speci es the
change (increment or decrement) to the cumulative function at the start of an interval variable. The available
cargo spaceC will decrease as cargo and seats are picked up, therefore we BepAtStart (xi; ¢ L s)

space will decrease when passengers are picked up, while increasing when adding seats as represented by
StepAtStart( Xj; “ + sj) at each locationi 2 f0;:::;2ng. The cumulative function S is introduced in
constraint (3.4h) to describe the change of the total number of seats in the aircraft.S will change with the
number of seats being added or removed as represented By. Constraint (3.4i) restricts the total number
of seats by the maximum seat capacityS. In constraint (3.4k), the domain of s; is [ $, S°] re ecting the
range of the number of seats that the aircraft can remove or add at locatiori.

It should be noted that every interval variable contributes to the cumulative constraint, which means
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Figure 3.7: The Two-transition DIDP Model ( DIDP,t) for PD-SRP.

that these bounds are maintained throughout the sequence. Therefore, we do not need to have a cumulative
function for every location of the tour.

3.4.3 Domain-Independent Dynamic Programming Models

As presented in Section 2.3.3, DIDP is a recently proposed methodology that solves combinatorial optimiza-
tion problems by formulating them as state-based dynamic programs (DP) and using a general-purpose DP
solver to solve them. In this section, we propose two DIDP models for solving PD-SRP: two-transition and
one-transition model.

3.4.3.1 A Two-Transition DIDP Model

Our rst DIDP model has two types of transition: one to represent adding or removing seats and picking
up or delivering cargo and passengers and a second to model moving the aircraft to a di erent location. In
the model, a state is a tuple U;i;q; ;s; ), which represents the set of unvisited vertices,U, the current
location, i, the cargo load, g, the number of passengers, , the number of seats,s, and a ag representing
which type of transition to apply, . We set =1 if pickup or delivery has been completed at a location
and the next transition is to move the aircraft; otherwise, we set =0.

The DIDP,t model is de ned in Figure 3.7. We focus rst on equations (3.5c) and (3.5d), which
respectively de ne the possible seat changes at location and next locations after locationii.

Suppose that the number of seats at the current locationi is increased by . Since there areS° seats
stored at each location initially, when the aircraft arrives at i with s sgats, gt most$, = min fSP; § g
seats can be added and at moss seats can be removed. Therefore, 2 ;& . Let numeric constants w;
and u; be the net change of cargo and passengers at locatian respectively. The cargo will be increased
by w;i, so the current cargo will becomeq+ w; K (s+ )L, the current space for cargo. Similarly, the
number of passengers will be + u; s+ . Lastly, must only take integer values. With these conditions,
equation (3.5c) speci es the values of .

Consider visiting the next location, j, from current location i. To be a valid location to visit next, j
must be unvisited (j 2 U), it must be connected by an edge in the graph toi ((i;j ) 2 A), and it must be
either a pickup location (j 2 D) or its corresponding pickup location must have already been visited. If
we let p; be the pickup location for the request whose delivery location ig, then this nal condition is:
p; 2 U. Equation (3.5d) represents the candidate locations to visit next after current locationi.

The objective function speci es the state for which the optimal cost needs to be computed: the state
where all pickup and delivery nodes are unvisited, the current location is the start depot {p), the cargo and
passenger loads are 0, the aircraft ha§y seats, and the next transition should be to add seats ( = 0). In
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compute Z(V;Oéo; 0; So) (DIDP17)
, < di;2n41 ifu=;729 2T(;q;;s)
ACHL R : min dij + Z(Unfjg;j;q+ wi; +upj;s+ ) ifUB; (3.63)
(3 )2T(basss ) R(Usi)
Z(U;i;q; ;) O (3.6b)

(3.5¢); (3.5d):

Figure 3.8: The One-transition DIDP Model (DIDP,t) for PD-SRP.

equation (3.5a), the rst line computes the cost to return to the depot from node i, the second line describes
the cost of adding or removing seats at nodei, and the third line describes the cost of visiting nodej
from i. Note that when the aircraft is moved, the state variable is set to 0 and when a decision regarding
seats is made in this transition, is setto 1. Constraint (3.5b) is a dual bound for the DIDP model which
is optional but may be exploited by the solver.

3.4.3.2 A One-Transition DIDP Model

We present the DIDP1t model in Figure 3.8. In this model, instead of two types of transitions, we de ne
one type that performs the pickup/delivery and seat exchange at a location and then moves the aircraft
to a new location. A state is the same as inDIDP17 with the exception of the  ag which is no longer
necessary: (;i;q; ;s). As a transition rst picks up or delivers cargo, passengers, and seats at the current
location and then moves the aircraft to the next location, each transition corresponds to selecting {j ):

is the number of picked up seats and is the next location to visit. The set of possible decisions at each
state is thereforeT (i;q; ;s) R(U;i) as de ned in the second line of equation (3.6a).

The objective function of DIDP;1 de nes the state for which the optimal cost is to be calculated. It is
identical to the target state in DIDP,t with the removal of . In equation (3.6a), the rst line describes the
cost of returning to the depot from node i, and the second line describes the cost of visiting nodg from
i. Note that the rst line checks if there exists some such that the capacity constraints on the cargo and
the passengers are satis ed. If there is no such, we assumeZ(;;i;q; ;s)= 1.

3.4.3.3 Model Sizes and Solver

In a DIDP model, we need to de ne all transitions that are applicable in a state. In DIDP,t, can take
an integer in [ $;8] depending on a state, so there are € + 1 candidates. We havejVy.1j locations
to visit. Thus, DIDP,r requires 25 + 1+ jVy.1]j transitions to be de ned in total. In contrast, DIDPyt
de nes (28 +1) jVy +1 j transitions but does not have state variable . An alternative perspective is that the
two DIDP models make dierent trade-o s between the maximum branching factor and solution length.
DIDP;7 has a branching factor of at most (25+1) jVy +1 j at each state and a solution path length ofjVy +1 j.
DIDP,r has a maximum branching factor that alternates between $+1 and jVy +1j and a solution length
of 2}y +1]. The performance of a solver is a ected by the number of state variables, the branching factor,
and the solution length.

We solve the DIDP models with a complete anytime beam search (CABS) solver [86, 81]. As explained in
Section 2.3.3.2, CABS is an anytime algorithm designed to nd an initial feasible solution quickly and then
iteratively improve it within the available run-time using a heuristic search algorithm (i.e., beam search).
With enough run-time, CABS will nd an optimal solution and prove optimality.
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3.5 Numerical Evaluation

We compared the performance of our proposed models by testing them on two sets of randomly generated
instances that approximately re ect real-world problem size at each location. In this section, we will present
the details of our empirical evaluations.

3.5.1 Experimental Setup

We have developed six di erent models, i.e.,MIP oc, MIP ;30 , MIP yg, CP, DIDP,1, DIDP,r. For the
experiment, we useMIP yg to warm-start the MIP and CP models, producing three additional approaches:
MIP 1oc . w » MIP rank .w and CPy .

As explained in Section 3.4.1.3MIP yg model is developed to nd a feasible solution for complete models
quickly. Such a solution can help Gurobi to reduce the search space (by pruning the search tree) and, thus,
the overall solution time. To solve warm-started models, we begin by solving theMIP yg model. If it nds a
feasible solution, we record the returned solution, which can then be used as an initial solution for complete
models. If the MIP yg model fails to nd a feasible solution, the complete model is solved without a warm
start. Note that an over-constrained version of PD-SRP that lacks a solution does not imply that there is
no solution for the original PD-SRP.

To implement and solve the models, we used Python v8:0 and the corresponding Python interfaces to
the solvers: Gurobi Optimizer 11.0.2 and gurobipy for MIP, CP Optimizer 22.1.0.0 and DOcplex for CP,
and didppy 0.8.0 for DIDP.2 Each run has a time limit of 600s. The machine used to run the experiment
has Intel(R) Core(TM) i7-9700 8 core CPU @ 3.00GHz, 12MB cache, and memory of 31G.

To compare the performance of the developed models, we generate two sets of instancesgular and
high-demand instances. Each of these sets include instances with sizes648;10; 12; 15; 20, where the size
of each instance is the number of requests, i.e., half of the number of locations. For each size, there are
10 instances. The size and characteristics of these instances (e.g., aircraft capacity and con gurations, and
stored seats at each location) approximately re ect the real-world application. In the following, we describe
the details of instance generation.

Regular instances: We x the maximum number of seats in the aircraft 8 = 6, the cargo-to-seat ratio
L =100, and the cargo capacity on a full-seat aircraft ¢ = 200. The number of seats in the aircraft start

kg cargo (i.e., @=L units of cargo). We rst de ne the mixed demand of request i to be the sum of the
number of passengers and the units of cargo, which we denote by = =L + ~;. Then, % is uniformly
generated fromf1;:::;8+ €=L = 8g. Note that the minimum possible value for 4 is one, as we assume

cargo requestq*= L(% ). In this approach, we ensure that the mixed demand of each request always
satis es the aircraft capacity as §=L +"; = L(K“Li“l) +7, =A, and we know that 4 is at most § + €=L,
the empty aircraft capacity. The passenger demand at locationi can be at most$ and the cargo demand

at location i can be at most$ + €=L when passenger demand at the same location is zero.

3https://didp.ai
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Note that this method of instance generation does not imply that the mixed demand of each request
always equals the capacity of the empty aircraft. In fact, it is a random number between 1 and 8.
High demand instances:  For the high demand instances, we x the parameters$;L, and € to the

for each request at random and subsequently calculate the cargo demand.

In high-demand instances, the mixed demand of request (%) is increased by 20% compared to regular
instances. Therefore, we have tighter capacity constraints, and in some cases, the demand may exceed the
capacity of the empty aircraft. Consequently, there may not be feasible solutions for all instances. Our goal
is to generate challenging problem instances where feasibility of the instances is uncertain.

To compare the models, we used the number of solved instances (i.e., proved optimal or infeasible), the
PAR10 score time [162] (i.e., mean run-time with 10 times the time limit if the instance was not proved
optimal or infeasible), and mean relative error (MRE).

MRE compares the solution quality returned by each model. For an optimization problem let obj;m:
be the objective value of the best solution achieved by timet of model m for instance i and let obj; be
the best-known objective value for that instance considering all the models. For the set of instances,, the
relative error and mean relative error are computed in equations (3.7) and (3.8). In this context, we record
the returned solutions at every second. If the solver failed to nd a feasible solution for the instance within
the given time limit we use the worst objective value returned by other models that could solve the instance
to calculate a non-in nite measure.

Objim;i obj;

RE(t;m;i) = ob]
I

(3.7)
1 X
MRE (tm)= — RE (t;m;i) (3.8)
JIJ i2l
To illustrate calculating RE and MRE consider the following example. Suppose modein® nds a feasible
solution for instance i® at 16.23 seconds with a value of 905, and later nds the optimal solution at 17.45
seconds with a value of 855. In this case, for all time$ 17, we haveobj.n o0 = 905, meaning the best
solution up to 17s is 905 and fort 18, obj..m o0 = 855, re ecting the optimal solution. Now, if for instance
i% model m; fails to nd any feasible solution within the time limit, but the feasible solutions model m,
nds up to 1s are 1034 and 905, we recor@bj;.m,.j0 = 1034 to ensure a non-in nite measure.

3.5.2 Results

This section describes the experiment results for the generated two sets of instances.

Regular instances: As expected, none of the instances were infeasible, and for each instance, at least
one model found a feasible solution. Table 3.2 shows the detailed solution status for regular instances.
Each column in the table indicates the number of instances with the corresponding solution status before
reaching the time limit. Column O (i.e., optimal) shows the number of instances proven to be optimal, and
column| (i.e., infeasible) indicates the number of instances proven infeasible within the time limit. Column
F (i.e., feasible) shows the number of instances for which each model found a feasible solution and colufin
(i.e., timeout) indicates the number of instances where the model failed to nd a feasible solution or prove
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infeasibility before reaching the time limit.
Clearly, each number in columnO should be smaller thanF. Additionally, the sum of columns F, |, and
T should equal 10, the total number of instances per size, as each instance belongs to one of these mutually

exclusive sets.

Table 3.2: Solution status of regular instances, Optimal (O), Feasible (F), Infeasible (l), Timeout (T).

MIP joc MIP joc_w MIP rank MIP rank _w
n 0O F I T|]O F I T|O F I T|O F I T
4|10 10 0 0|10 10 O 0|10 10 O 0|10 10 O O
6|10 10 0O 0j10 10 O 0|10 10 O 0|10 10 O O
89 10 0 0] 9 10 0 0|10 10 O 0Oj10 10 O O
102 10 0 0|2 10 O O]9 10 O 0|9 10 0 O
1210 10 0 0|0 10 O O} 2 10 O 0|2 10 0 O
15/ 0 10 0 0|0 10 O OjO 8 O 2|0 10 0 O
20/ 0 10 0O 0O 10 O OjO 3 O 70 10 O O
cP CPw DIDP 7 DIDP,r
nlO F I T|O F I T|O F I T|O F I T
414 10 0 0O}|2 10 O 0|10 10 O 0|10 10 O O
6/0 10 0 O0/0 10 0O Oj10 10 O 0|10 10 0 O
8|0 8 0 20 10 0 O|10 10 O 0|10 10 O O
o0 7 0 3]0 10 0 0|10 10 O Oj10 10 O O
20 9 0 1/]0 10 0 0|10 10 0O Oj10 10 0 O
15/0 4 0 6|0 10 0 0| 0O 10 O O, 4 10 0 O
200 3 0 7|0 10 0 0,0 10 O Oj 0O 10 0 O

According to Table 3.2, all models exceptMIP 5k and CP, found at least one feasible solution for each
regular instance. MIP 4nx  outperformed CP in both proving optimality and nding feasible solutions. For
two instances of size 4CP proved optimality while CPyw could not. Inspection of the corresponding log les
suggests that warm-starting guided the search toward a less e ective region of the search space, resulting
in a weaker solution and lower bound. The DIDP models performed best in terms of proving optimality
and nding feasible solutions, with DIDP,t performing slightly better. In fact, DIDP,t proved optimality
on four instances of size 15, whil®IDP ;1 proved none. Also, the average running time of instances of size
10 and 12 was lower by at least 10s compared to thBIDP,1 model.

Figures 3.9a and 3.9b show the number of solved instances (i.e., proved infeasible or optimal) and mean
PAR10 times for all the models. Although we did not compare the performance oMIP yg against other
models, we ran it on all of the instances and notice that the time to prove optimality for this model was less
than 0.02s. Note that the solution returned by MIP g is feasible for PD-SRP but it does not guarantee
the optimality. The run times for MIP oc w , MIP ank _w , @and CPyw models, include the warm-start time.

In terms of run time, the DIDP models were the fastest and CP models were the slowest. As with the
number of solved instancesMIP qnx  and MIP 5k w models performed similarly in terms of mean run-time.
While MIP onk w was slightly faster than MIP 0« by a few 10s of seconds in mean run-time, both models
proved optimality for the same number of instances and failed to prove optimality for any instances larger
than 12.

The MRE graph is shown in Figure 3.9¢c. DIDP,t returns the best solutions and nds those best solutions
within a few 10s of seconds. Up to 400sCPy outperformed MIP 1ank w, MIP oc .w, and MIP o but after
that point, their solution qualities are very similar. The solution qualities returned by CP are the worst after
200 seconds. However, the use &flIP yg as a warm start substantially improves CP quality, especially for
short run times. The performance of theMIP o and MIP ;o w models was very similar, with the MIP ¢ w
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(a) Number of instances solved to optimality. (b) Mean PAR10 time to solve instances.

(c) Comparison of MRE of all the models.

Figure 3.9: Performance of MIP, CP and DIDP models on regular instances.
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model returning slightly better solution qualities than MIP oc, especially before 200s. As we expected, the
solutions found by the incomplete MIP g are substantially worse than other models.

High demand instances: Increasing the mixed demand of each request caused many instances to
become infeasible. Table 3.3 shows the detailed solution status for high demand instances.

Table 3.3: Solution status of high demand instances, Optimal (O), Feasible (F), Infeasible (), Timeout (T).

MlPIoc MlPIoc,W Mlprank Mlprank W
n O F I T|OF I T|OF I T|]O F | T
4 7 v 3 o7 7v 3 0|7 7 3 07 7 3 O
64 4 6 0|4 4 6 0/4 4 6 0|4 4 6 O
84 4 6 0|4 4 6 0]/4 4 6 0|4 4 6 O
0,0 3 7 00 3 7 0|3 3 7 0}2 3 7 O
20 1 9 00 2 9 0|0 1 9 00 1 9 O
150 1 9 040 1 9 0|0 1 9 0j]0 1 9 o0
2010 0 10 0|0 O 210 O/0 O 10 O|O O 10 O
cP CPy DIDP 7 DIDP,r
nlO F I 1T|OF 1 T|OFTT T|OFTIT T
413 6 0 4,3 7 0 3|7 7 3 0|7 7 3 O
60 4 0 6|0 4 0 6|4 4 6 0|4 4 6 O
8/ 0 3 1 6|0 4 1 5|4 4 6 0|4 4 6 O
0,0 3 0 7{0 3 0 7|3 3 7 03 3 7 0
20 1 2 7|0 1 2 71 1 9 0|1 1 9 O
50 1.0 90 12 0 9/0 1 7 2|1 1 9 O
200 0 O 1000 O O 12010 O O 12010 0 0 1210

All four MIP models performed best in proving infeasibility, as we can see in Table 3.3. Most instances
larger than size 10 were proved infeasible, which was expected because, with higher passenger and cargo
demand from more requests, the probability of the sum of cargo and passenger demand exceeding the
aircraft's capacity at one or more locations increases. Although all four MIP models performed similarly
in terms of proving infeasibility, the rank-based MIP models performed better in proving optimality, with
MIP onk  performing the best by proving three instances of size 10 to be optimal, whereas none were proved
optimal by MIP ,c and MIP oc_w . Moreover, none of the MIP models timed-out on any instances.

After MIP, the DIDP models performed better in proving infeasibility, with DIDP,t outperforming
DIDP;7. Both models failed to nd any feasible solution or prove infeasibility before the time limit for
large instances of size 20. However, for one instance of size 15 wh&i®P 1 failed to prove optimality and
only found a feasible solution,DIDP,1 proved it was optimal, and for the two instances of size 15 on which
DIDP;7 timed-out, DIDP,t proved infeasibility.

In terms of proving optimality, similar to regular instances, DIDP models performed better than MIP
models, especially on large instances. In particularDIDP,1r demonstrated one instance of sizes 12 and 15
to be optimal, while DIDP;1 proved only one instance of size 12 to be optimal; in contrast, no instance
larger than 12 was proved optimal by MIP 3ok and MIP ank w -

Lastly, CP models performed worse than both MIP and DIDP models in terms of proving optimality
and infeasibility. But in terms of nding feasible solutions, CPy found feasible solutions for the same
number of instances as MIP and DIDP models. For small instances, CP models (wittCPy performing
better) reached the time limit without nding any feasible solutions or proving infeasibility and as the size
of instances increased the number of timed-out instances increased. For size 10, the number of timed-out
instances was the same for the DIDP models. Based on the analysis of solution status, the best performing
MIP, CP, and DIDP are MIP (4nk , CPw , and DIDP,7, respectively.
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(a) Number of solved instances (proved to be optimal or (b) Mean PAR10 time to solve instances.
infeasible).

(c) Comparison of MRE across all models for (d) A closer view of MRE comparison across all
the instances of setl ¢ . models for the instances of setl ¢ .

Figure 3.10: Performance of MIP, CP and DIDP models on high demand instances.

Figures 3.10a and 3.10b present the number of solved instances and the mean PAR10 times for the
best-performing MIP, DIDP, and CP models in the experiment on high demand instances. OveralDIDP 1
performed best in solving instances of size 15 or smaller, but for instances of size 20, its performance was
very poor. In contrast, MIP .5« demonstrated consistent performance across all instance sizes.

In terms of run time, DIDP,t was the fastest for instances of size 15 or smaller, but for instances of
size 20,MIP ;,nk was the fastest. For all instances,CPy was the slowest model. The running time of both
MIP ;ank and DIDP,1 for instances of size 8 or smaller was under 10 seconds. For the four instances of sizes
4 and 8 that both CP models were able to solve, the running time was under 20 seconds.

To compare the solution quality of all models, we used the MRE plots shown in Figures 3.10c and 3.10d.
The latter gure provides a closer view, highlighting the detailed di erences for MRE values less than 0.026.
Since no solutions were returned for instances that were proved infeasible, it was more appropriate to focus
the comparison on instances where all models returned some solutions. According to the best-performing
models in terms of solving instancesMIP o and MIP 4k , out of 70 instances, a solution was found for 20,
and 50 instances were proved infeasible. Of those 20, tHeP model failed to nd a feasible solution or prove
infeasibility within the time limit for two instances. The worst feasible solutions known to them were used
for these two instances. We de nel ¢ as the set of these 20 instances for which the best-performing models
found a feasible solution. The MRE plots (3.10c, 3.10d) compare the solution quality across instances of
setlg.

Similar to the experimental results for regular instances,DIDP,t returned the best solutions and did so
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within a few 10s of seconds. In the rst few secondsCP outperformed MIP 4nk , MIP o, and MIP ¢ w , but
its solution quality quickly declined, becoming the worst. In contrast, the solution quality of CPy , MIP rank ,
and MIP 150k .w remained very similar until 200 seconds. Among the four MIP modelsMIP 50k _w initially
had the best solution quality, but after 200 seconds,MIP |, and MIP oc_w had the best results. After 400
seconds, all four models performed similarly. As expected, the solutions found by the incomplet®IP yg
were signi cantly worse than those from the other models.

By inspecting the log les, we observe that MIP models performed well in proving infeasibility because
Gurobi identi ed the model as infeasible during presolving. The solver explored 0 nodes and performed 0
simplex iterations, indicating that presolve was su cient to recognize the infeasibility without the need to
explore the search tree. Gurobi employs various techniques in the presolve step, including the removal of
redundant constraints, bound strengthening, and coe cient strengthening [163]. Given that Gurobi does
not provide detailed descriptions of the speci ¢ techniques used during presolving, we are not certain which
technique was employed by the solver to prove infeasibility in our experiment.

Unlike MIP models, which proved infeasibility before any exploration of the search tree, the solvers used
for both the CP and DIDP models needed to explore the search tree. CP solver was unable to complete
the search before reaching the time limit for most instances, but DIDP solver completed the search in a
short time for all instances smaller than size 15. For instances of size 20 however, DIDP solver could not
complete the search before the time limit.

Overall, DIDP models performed better than MIP and CP in proving optimality, and in particular,
DIDP,t performed best in terms of the number of solved instances and average time to solve the instances.
However, the MIP models outperformed the others in proving infeasibility, with all four MIP models showing
similar performance.

We hypothesize that DIDP outperforms other models in proving optimality due to the combination
of tight capacity constraints and the precedence constraints induced by the pickup-and-delivery structure.
DIDP uses these constraints to prune many transitions and, thus, reduce the search space. However,
MIP models can quickly prove the infeasibility of the problem due to both Gurobi's presolve step and the
relaxation of subproblems at each node in the search tree. Additionally, to solve DIDP models, we used
CABS, which prunes states based on the primal bound (i.e., the objective value of the best feasible solution
found so far) provided as input [64]. Therefore, when no feasible solutions exist for the problem, CABS fails
to prune states and, compared to MIP models, spends more time exhausting the search tree. Furthermore,
since the DIDP models could not prove optimality for any regular instance of size 20, it is not surprising
that these models were unable to exhaust the search tree for instances of the same size, thus failing to prove
infeasibility.

3.6 Discussion

This work makes three main contributions. First, we introduce a novel pickup-and-delivery problem mo-
tivated by the operations of a northern airline in Canada, which is challenged by dynamic demand for
passenger and cargo transport under exible aircraft con gurations. Second, we develop and evaluate
six optimization models across three di erent mathematical frameworks. Third, we demonstrate that a re-
cently proposed domain-independent dynamic programming approach can outperform incumbent techniques
within a model-and-solve paradigm.
Although DIDP outperformed MIP and CP models in proving optimality, it did not perform well in

proving infeasibility, particularly for large instances. We believe that exploring how DIDP solvers can be
enhanced by incorporating some of the techniques that Gurobi applies, such as generating valid inequalities
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based on the model's constraints, is an interesting direction for future research. Currently, some of the
constraints used to model an optimization problem with DIDP are dual bounds, constraints that de ne
the dominance relationships between states, and state constraints. However, these constraints must be
implemented by users, which can be challenging depending on the complexity of the problem. It would be
bene cial if, similar to Gurobi, DIDP solvers could compute additional constraints to prune more states.

As with all research, it is crucial to acknowledge the potential limitations of this study that can be used
as future research opportunities. First, in the de nition of PD-SRP, we discretized cargo to be transported
in identical boxes with one size dimension (i.e., weight). In reality, cargo can take many forms, from boxes
of di erent sizes and weights to baggage in various forms. Minimally, the volume of cargo needs to be
represented. More generally, the problem should address the four-dimensional (i.e., volume plus weight)
packing of heterogeneous cargo. Future research could expand on this study by considering varying sizes of
cargo boxes and taking into account the volume of each box as well as its weight. As the main focus of this
problem was on integrating routing with seat-exchange decisions, cargo was simpli ed to avoid introducing
an additional packing component that could increase the computational complexity.

Second, we assumed that the passengers do not have travel time restrictions. However, as future work,
it would be interesting to expand the problem by adding more constraints regarding how long a single
passenger can remain in the aircraft or wait to be picked up.

Third, as is common in OR literature on transportation problems, our objective function is the mini-
mization of the travel distance. A more realistic objective would represent aspects such as time and fuel
consumption as well as handling and storage costs for seats. Future research opportunities may consider
minimization of fuel consumption estimation which can be dependent on both the traveled distance and
weight of the vehicle.

Fourth, our DIDP models could be enhanced by incorporating constraints related to aircraft capacity.
Such constraints have been utilized in the DIDP model for the capacitated vehicle routing problem and
may be useful in proving infeasibility [64]. The state constraint in CVRP speci es that the value of a state
is in nite if the sum of the capacities of the remaining vehicles is less than the sum of the current load and
the demands of the unvisited customers. We hypothesize that a similar state constraint can be added to
our DIDP models for the seat replacement problem, leading to better performance in proving infeasibility.

Finally, most airlines run regular services with de ned timetables and routings. Preliminary work
indicates that determining seat exchanges is an easy problem when routes are already decided. If this
result bears out, there are two implications. First, we may have tools to deal with harder aspects of the
real world problem including multiple aircraft, uncertain and dynamically changing demand (e.g., due to
extreme weather in northern Canada), and strategic decisions about timetable creation, seat inventory, and
aircraft capacities. Second, even with the version of PD-SRP presented here, we may be able to scale by
exploiting the \easy" seat exchange part of the problem through Benders decomposition [164].

3.7 Practical Implications

With the use of our developed models, small northern air services can enhance their decision-making pro-
cesses by identifying optimal aircraft routes and adjusting aircraft con gurations more e ectively in response
to daily demand. Small northern air services typically make decisions regarding aircraft con guration man-
ually and often on the spot. For example, aircraft crews might choose to carry extra empty seats because
they expect to visit a community with high passenger demand. Such manual decisions rely heavily on ex-
perience and intuition, and may not lead to the most e cient outcomes in terms of responding to all cargo
and passenger demand. Ine cient aircraft con guration at a location may result in the aircraft lacking
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su cient seats to accommodate all passenger demand.

Instead of manual decision-making, we propose that these airlines implement an automated decision-
support system based on the developed optimization models. Such a tool can use forecasted daily cargo
and passenger demand across locations, together with data on seat availability from the previous day, to
generate optimal routing and aircraft con guration decisions using the developed models. In particular,
both DIDP and MIP models are useful in the development of the automated tool. DIDP models are faster
to solve, while MIP models are easier to implement and can be solved using commercial solvers. Depending
on the goal of the companies and their available resources, each of these models can be useful.

In addition, our models are useful for the future development of these air services. If they expand
and begin operating larger combi aircraft with increased passengers and cargo capacity, making decisions
regarding aircraft con guration manually may become increasingly di cult and less reliable. Therefore, the
use of the proposed optimization models can support and improve their future decision-making processes.

Moreover, for ights with prede ned routes, which is common in the airline industry, our models can be
easily adapted to take routes as input. The problem can be formulated as determining the most e cient
aircraft con guration to serve cargo and passenger demand. In theMIP . model (Section 3.4.1.1) for
example, the values ofx; are given for alli 2 Vo andj 2 Vy+1. Consequently, the rst ve constraints
would be redundant, and a smaller model with constraints (3.1f) to (3.1q) could be used to solve this
problem. Also, the objective function would need to be rede ned. For example, a cost could be associated
with adding or removing each seat at each location, and the new objective function could be de ned as the
total cost of all seats added or removed.

3.8 Conclusion

This chapter studied a novel pickup and delivery transportation problem with recon gurable capacities, a
problem inspired by air service in northern Canada. We de ned the problem formally and developed six
models in three di erent modeling formalisms: mixed integer programming, constraint programming, and
domain-independent dynamic programming. We also developed an upper bound MIP model that over-
constrains the original problem by restricting the aircraft to drop o the request immediately after picking

it up. This model was used to warm-start other MIP and CP models to improve their performances.
We compared the performance of the models on two sets of randomly generated instances. MIP and CP
models were solved with commercial solvers and the DIDP model was solved using the recently developed
domain-independence dynamic programming solver [81].

Our results show that domain-independent dynamic programming models are the fastest in both nding
high-quality feasible solutions to problem instances and in solving them to optimality. For large instances,
when the number of requests is greater than 15, even DIDP models were not able to solve the instances to
the optimality. Although in general, MIP models were faster to nd feasible solutions than CP, for short
run times, CP found better solutions than both of the MIP models.

In terms of proving infeasibility, our results show that DIDP performed worse than MIP but better than
CP models. For large instances of size 20, none of the DIDP models were able to prove infeasibility, whereas
all MIP models successfully proved infeasibility for every instance of that size. For instances of size 12 and
smaller, both DIDP and MIP models proved infeasibility for the same number of instances, but MIP models
were faster, typically proving infeasibility in under 1 second.



Chapter 4

The Air Ambulance Location
Problem

Following the theme of using OR approaches to address challenges in northern Canada, our second project
focuses on the air ambulance location problem, which has a direct impact on the health of northern com-
munity members. In this chapter, we investigate the use of Mixed-Integer Programming (MIP) models to
address this problem from multiple perspectives.

Mixed-integer programming was selected in this chapter because it provides a exible and consistent
framework for formulating and comparing di erent problem variants considered. Additional operational
requirements can be easily incorporated through linear constraints. Moreover, the simplest variant of the
studied problem can be viewed as a capacitated facility location problem, which has a well-established MIP
formulation [55].

Contributions to co-authored work. The abstract of this work was presented at the2026 Canadian
Operational Research Society (CORS) Annual Conference Co-author J. Christopher Beck supervised this
work.

4.1 Introduction

Air ambulance services refer to emergency and urgent medical transport provided by aircraft. Such services
are particularly crucial in remote or hard-to-access areas where ground transport is impractical or too slow.
These services typically involve collaboration among multiple stakeholders, including private operators that
supply aircraft and ight crews, and medical professionals such as paramedics and physicians. Supporting
infrastructure, such as airbases, is also essential for storing and maintaining aircraft when they are not in
use [165, 166]. In northern Ontario, patients are often transported to major hospitals in southern urban
centers due to limited health services in northern Ontario [32]. The uneven distribution of health services
in Ontario re ects longstanding structural and geographic factors, including the concentration of healthcare
facilities, personnel, and funding in southern urban centers, making access to care in rural and northern
regions challenging [31].

In response to the disparities in healthcare access in Ontario, air ambulance services are required to ensure
timely medical transport. Ornge is the non-pro t organization responsible for delivering these services in
the province! To provide these services to patients, Ornge faces a strategic logistics problem involving
the location of bases, the positioning of aircraft at those bases, and the assignment of aircraft and bases to

https://www.ornge.ca/about-us
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medical transport demands. Although air ambulance services usually include emergency and urgent medical
transport, Ornge is also responsible for non-urgent medical transports when the one-way travel distance
exceeds 240 km. Non-urgent transfers refer to patient transfers that can be scheduled in advance, during
which a health care provider determines that the patient requires medical caré.

Since 2017, Ornge has used 15 bases to service patients across Ontario, with nine permanent bases owned
by Ornge. These nine permanent bases are as followsondon, Toronto, Ottawa, Sudbury, Thunder Bay,
Timmins, Sioux Lookout Kenora, and Moosonee Recently, Ornge has planned to develop a new base at
Lake Simcoe Regional Airport® with the base projected to be operational in 2026-2027 [166].

Figure 4.1 is a map of Ontario in which healthcare facilities are represented in blue, and the 15 Ornge
bases are denoted by the red circles. Healthcare facilities include only hospitals, excluding nursing stations
and clinics; according to the shared dataset, there are 112 hospitals in Ontario. As shown in the map,
there is a clear geographic disparity, with a higher concentration of healthcare facilities in southern Ontario.
This is despite demand across the entire province, including-ort Severn, the northernmost community in
Ontario, located along the Hudson Bay coast. For example, the distance frontort Severn to the nearest
healthcare facility, James Bay General Hospital inAttawapiskat, is more than 480 km.

This study aims to address inequities in healthcare access by identifying base locations across the province
that minimize the distance an aircraft must travel from its assigned base to a patient pickup location.
Additionally, using various scenarios, the study develops mathematical models that more directly target
northern patients, for example, through opening a base in major northern cities.

Given the complexity of this project, we decided to develop several problem de nitions, each accompanied
by models designed to address them. The problem de nitions begin simply and, as we progress, include
more real-world details. We expect that the models will become increasingly dicult to solve as more
details are added to the problem, but the solutions presented will be more realistic for Ornge. Since each
model addresses a distinct problem de nition, we do not compare their computational speed; instead, we
report only whether optimality was proved within the time limit. Our focus is on comparing the solutions
generated by each model to assess whether they can reduce inequities in healthcare access among patients
in the province.

2https://www.ornge.ca/book-a-transport/faq
3https://www.ornge.ca/about-us/our- eet



CHAPTER 4. THE AIR AMBULANCE LOCATION PROBLEM 48

Figure 4.1: Map of Ontario showing healthcare facilities (blue), and Ornge bases (red circles).

4.1.1 The Air Ambulance Location Problem

In this project, we study the Air Ambulance Location Problem (AALP), which consists of three components:
patients, aircraft, and base locations for each aircraft. Each patient is characterized by a pickup location
and by the type of aircraft required for transport. Two aircraft types are available: Fixed-Wing (FW) and
Rotary-Wing (RW). While some patients require a speci c aircraft type, others can be serviced by either.
At the high level, our goal is to nd optimal bases for aircraft, assign aircraft to bases, and decide which
aircraft and base provide service to each patient. By optimal base locations, we mean the best possible base
location according to the objective function of a given problem. For example, for an objective function that
minimizes the total traveled distance to pick up all the patients, the optimal base location may be those in
the center of the region. However, if the objective function minimizes the total traveled distance to pick up
some of the patients that are harder to reach, the optimal base location may be closer to those patients.

We develop two de nitions of demand based on the requirements of patients. In the rst de nition,
referred to as single-type demand all patients can be serviced by any type of aircraft. In contrast, the
second de nition, referred to asdual-type demand requires that some patients be serviced by rotary-wing
aircraft. When the speci ¢ requirement of each patient regarding the type of aircraft for their transportation
is ignored, we are left with strategic decisions of where to open base locations. In contrast, when that
information is provided, we can make decisions on both base locations and the assignment of aircraft to
patients, which are the tactical decisions. More details on di erent types of patients, aircraft, and bases
can be found in Section 4.3.

We also consider four constraint variations for AALP: uncapacitated, capacitated, distance-constrained,
and outsourced. The four variations are brie y described below:

1. Uncapacitated: Bases have unlimited capacity for serving patients.
2. Capacitated: Bases can serve a limited number of patients.
3. Distance-constrained: Patients are only served by bases within a maximum allowed distance.

4. Outsourced: Not all patients need to be serviced, and some can be served by external contractors.
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Given the geographic and demographic diversity of Ontario [6], it is essential to assess various scenarios
aimed at reducing disparities in healthcare access across the province's regions. Therefore, we developed
three dierent scenarios: one that minimizes the maximum assignment cost, referred to asvorst-case
another focused on opening at least one new base directly in northern major cities, calletbrthern coverage
and a third that combines these two scenarios. We modify our models for these scenarios and evaluate their
performance. Table 4.1 outlines the di erent dimensions of the problem de nitions.

Problem components Alternatives

single-type

dual-type

uncapacitated

capacitated
distance-constrained

outsourced

total cost

worst-case

total cost with northern coverage
worst-case with northern coverage

Demand

Constraint variations

Scenarios

Table 4.1: Di erent dimensions of problem de nition

To solve these problem de nitions, eight di erent models were developed, one for each combination of
demand type and constraint variation. We analyzed the historical data to select realistic parameter values
for the models. We also conducted a sensitivity analysis on the parameters of the opening and travel costs.
Each model was tested on real patient transportation data from Ornge under each scenario. Our ndings
indicate that the uncapacitated variations of both the single-type and dual-type demand models proved op-
timality within the ten-minute time limit. In contrast, the distance-constrained variation of the dual-type
model could not prove optimality and had the largest optimality gap among all models. According to our
scenario analysis, the two scenarios that constrained the model to open bases in the North improved service
in the least accessible parts of the region.

Contributions of the chapter. This study makes the following key contributions:

1. We conducted collaborative research on a multi-stakeholder problem to develop multiple problem
de nitions, each associated with di erent demand types and levels of abstraction. These problem
de nitions simultaneously address both the strategic decision of identifying base location and the
tactical decision of assigning patients to aircraft.

2. We considered the operational details through four constraint variations, including distance constraints
and the outsourcing of patients, and adapted the problem de nition accordingly. These variations
demonstrate how practical concerns can be incorporated into the modeling process to better re ect
the complexities faced by decision-makers.

3. We designed simple, computationally e cient models that can be easily implemented and modi ed
by decision-makers at Ornge. With this adaptability, decision-makers can incorporate possible future
changes.

4. We evaluated the proposed models across multiple realistic scenarios to assess both solution quality
and service performance. Depending on their objectives, policymakers can select the most appropriate
scenario, apply the corresponding solution, and plan accordingly.
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5. In terms of methodology, we provided a detailed description of how large-scale, real-world patient
transportation data can be manipulated and aggregated for use in mathematical models. Our models,
particularly the dual-type demand model and its four constraint variations, are novel with respect to
existing models of the air ambulance location problem.

This chapter is organized as follows. We begin by presenting a description of historical patient trans-
portation data in Section 4.2, followed by an overview of the high-level de nition of the strategic logistics
problem faced by Ornge in Section 4.3. Then we review the relevant literature on the air ambulance location
problem in Section 4.4. Di erent problem de nitions, based on varying demand types and constraints, are
introduced in Section 4.5. Experimental results are then presented in Section 4.6, followed by an analysis
of models under three di erent scenarios, as described in Section 4.7. The numerical evaluation of eight
developed models is discussed in Section 4.8, focusing on solution quality and service performance. The
chapter ends with a discussion in Section 4.9 and a conclusion in Section 4.11.

4.2 Data Description

Ornge provided a dataset containing four years of patient transportation from January 2017 to July 2021.
The dataset includes information such as patients' pickup and delivery times, locations, and urgency levels,
the aircraft type involved in the transportation, and the base where the aircraft was located. We refer to
each record of the dataset as &all. Overall, the dataset consists of 65130 calls, and the majority of patient
pickup locations are in Ontario, both the southern and northern parts of the region. The only patients
located outside Ontario are from Winnipeg, with 638 calls, and from Gatineau, with a single call.

Each call can be categorized into two types: interfacility and scene. Interfacility calls refer to the transfer
of patients between two hospitals, while scene calls involve incidents related to accidents. The pie chart in
Figure 4.2 shows that the majority of calls (908%) correspond to interfacility. According to Figure 4.3,
we can observe seasonality in the scene calls, where these calls consistently increase during the summer
months. The higher use of roads in the summer months may lead to a higher rate of road accidents;
therefore, a higher number of scene calls can be expected during the summer. The same seasonality pattern
is observed in interfacility calls, which may be associated with higher accident rates, which can lead to
increased hospitalizations. Additionally, patients may be more willing to schedule medical checkups during
the warmer months of the year, particularly for non-urgent calls, which could result in higher interfacility
calls in the summer.

Figure 4.2: Distribution of call types.
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Figure 4.3: Total number of calls by type.

There are three urgency levels for each call: emergent, urgent, and non-urgent. Emergent calls are
more important than urgent calls, which in turn take priority over non-urgent. The bar plot of Figure 4.4
shows the number of calls over time, with the horizontal axis representing time intervals (months), and bars
grouped by the three urgency levels. As we can see, the majority of the calls are emergent.

Figure 4.4: Total number of calls by urgency level.

An interesting observation from Figure 4.4 is the spike in urgent calls during April 2021. The peak of
Covid-19 cases occurred during this time. Due to the urgency of patients with Covid-19, Intensive Care Unit
(ICU) transfers could not be conducted via land ambulances, and Ornge was involved in these transfers.
Based on consultation with Ornge, this property of data likely arises due to the transportation of 327
patients in the rst two weeks of April to create space in ICUs [167, 168].

Another irregularity in Figure 4.4, which we attribute to Covid-19, is the rise of emergent calls in March
2021. In fact, Operation Remote Immunity (ORI) was launched in early 2021 to provide Covid-19 Moderna
vaccinations to remote Indigenous communities in northern Ontario. The spike in the number of emergent
calls in March 2021 may correspond to these transfers, especially considering the increase in total emergent
calls from 531 in 2020 to 628 in 2021. Additionally, the total number of calls in March 2021 was higher
than in each of the previous three years (i.e., 1326 calls in March 2021 compared to ;1109 in 2020, 1262
in 2019, and 1259 in 2018), indicating that March 2021 experienced an overall surge in call volume.

There are three aircraft types involved in patient transportation:. SA FW, RW, and FW. SA
FW corresponds to the standing-agreement xed-wing aircraft provided by external contractors, which are
typically used by Ornge when internal resources are limited, while still operating from Ornge's existing
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bases. The pie chart in Figure 4.5 shows thaSA FW aircraft were used for nearly half of the historical
calls. Of the remaining 487%, 257% of calls used rotary-wing, while the rest used xed-wing aircraft. The
distribution of used aircraft in the historical data, categorized by the urgency level of calls, is shown in the
three bar plots of Figure 4.6. According to our discussion with Ornge, rotary-wing aircraft are utilized when
time is critical for servicing patients. Although SA FW aircraft are used more often for both urgent and
non-urgent calls, their usage is signi cantly higher for non-urgent calls.

Figure 4.5: Distribution of aircraft types used in patient transportation.

Figure 4.6: Distribution of urgency level per aircraft type.
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4.3 High-Level Problem De nition

As discussed in Section 4.1, Ornge faces the strategic logistics problem of determining a base location for
aircraft that will respond to the medical transportation demands. Ornge uses two types of aircraft for
medical transportation: xed-wing and rotary-wing. Fixed-wing aircraft can land only at bases that have
runways, called aerodromes, while rotary-wing aircraft can land on any type of base, including heliports
and aerodromes. At a high level, the AALP is a logistics problem that relies on multiple input datasets.

Input: A set of potential base locations, a set of patients that are characterized by their pickup locations
and required aircraft for the transportation, and the number of available aircraft of each type are given.
The two types of aircraft are Fixed-Wing (FW) or Rotary-Wing (RW). Let P denote the set of all patients
and let J represent the set of potential base locations.

Each patient p 2 P is represented as an ordered vector:

p="hy popls

where ( p; p) indicate the geographic pickup location of the patient (i.e., latitude and longitude) and

denotes the type of aircraft required for the transportation of the patient. , can take one of the two forms
RW or A. If , = RW it means that only rotary-wing aircraft must be used for the transportation and if
p = A, any available aircraft can be used for the transportation.

The set of all patients P can be categorized into two non-overlapping subsetsP = PRV [ PA | where
PRW = fp2Pj ,= RWgandP*=fp2Pj ,= Ag.

Data aggregation: Due to the large volume and complexity of the input data, aggregation techniques
are employed for computational purposes. Given the large size d? stemming from four years of data,
we geographically aggregate patient locations and de ne a set olemand sites We take advantage of the
existence ofJ to do this aggregation. Speci cally, each elemenf 2 J is both a demand site and a potential
base location. Note that just because a location has a demand and a possible base on it, it does not mean
that all the demand for location j is assigned to basg, even when basg is open. Rather, for each demand
site, the solution to a mathematical model will determine the proportion of demand that is served by each
open base.

To formally de ne the set of patients aggregated to each demand site, we usdist™ (p;j) to represent
the distance from the pickup location of patient p to site j using the Haversine formula [169]. Therefore,
for every sitej 2 J, the set of patients is as follows:

P = fp2 P jj =argmin dist" (p;j)g; (4.1)
J

which speci es that each patient is aggregated to the nearest site. For every sit¢ 2 J, the demand is
calculated asd, = jPjj. We also de ne the distance between sites and j as follows:

8
2 dist" (i;j ) if i6];
X

distj = ST (4.2a)

> — dist™ (p;j) else,
IF] p2P |

in which the intra-cluster distance (shown in the second line of equation (4.2a)) is de ned as the average
distance between sitej and all patients whom basej is the closest.

For each patient p 2 P, we used historical data to determine the required aircraft type ,. Based on
patient pro les and available assets, Ornge applies an asset preference for each patient. For patieptif the
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preferred asset is a rotary-wing aircraft and historical data indicate that Ornge used anRW aircraft for
their transport, we de ne , = RW; otherwise, , = A. The subsetsP{* and PV are de ned similarly to
P; using equation (4.1), but are restricted to patients in P* and PRW | respectively. We can also de ne the
A and RW demands of sitej asd® = jPj and d?Y = jPRW j, respectively.

Output: A solution of AALP consists of opening a set of base locations and assigning aircraft to these
bases such that the operational requirements of each aircraft are met. The aircraft are then allocated to
sites in a way that satis es the demand at each site. The objective is to minimize the total cost, which
includes base opening costs and assignment costs, where the latter is a function of traveled distandeaveled
distance refers to the distance own by an aircraft from its assigned base to the pickup location of a patient
at a demand site.

An instance of AALP with three sites, bases, and aircraft is shown in Figure 4.7. Sites and bases are
represented by the setdiq;is;izgandfji;j2;j30, respectively. There are two xed-wing (shown with blue)
and one rotary-wing (shown with red) aircraft. Sitesi; and i, have four and two patients of type A (shown
in green), which any type of aircraft can provide service to. Sitesi, and iz have three and two patients
of type RW (shown in red), respectively, that require RW aircraft. Two of the three bases,j; and j,,
can service both types of aircraft (shown by green square). However, bagg can only serviceRW aircraft
(shown by red square).

The lower part of the gure shows a solution to this problem instance. Opened bases are those with
aircraft assigned to them (i.e., baseg; and j,). An arrow from a patient to a base means the patient will
be served by the assigned base. Given thgt; has only xed-wing aircraft, it cannot provide service to RW
patients, but basej,, which has both types of aircraft, can provide service toRW patients.

4.4 Related Works

Ambulance location problems have been studied extensively in the literature, and a variety of problem

de nitions exist due to the wide range of applications they address. The core problem is typically one of
locating ambulance bases and assigning ambulances to each base [170]. Also called the Emergency Medical
Service (EMS) facility location problem [171], the problem falls into the family of the discrete location
problems that have two main variants:

1. Covering problems In these problems, service facilities (e.g., ambulance locations) must be positioned
such that every demand location is within a speci ed distance or response time. Two examples of
covering problems are set covering location problems [172] and maximal covering location problems
[173].

2. Median problems These problems are focused on minimizing the weighted average distance costs
between demand points and the assigned facilities. They are commonly referred to as p-median
location problems [174]. The problem we study falls into this category, as our models aim to minimize
the total travel distance of all patients.

A di erent but closely related problem in the OR literature is the patient transportation problem [120].
While the ambulance location problem focuses on the broader concept of emergency planning, the patient
transportation problem deals with hon-urgent transport logistics: picking up non-urgent patients and deliv-
ering them to a hospital using a capacitated vehicle, with the goal of minimizing the total distance traveled.
The vehicles are often recon gurable to support patients with wheelchairs or stretchers [120, 175]. This
problem can also be formulated as the dial-a-ride or pickup and delivery traveling salesperson problem (see
Chapter 2 for detailed de nitions).
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Figure 4.7: Example of AALP instance with three sites, i1;i,;iz and bases,j1;j2;j3. There are three
aircraft, two xed-wing (shown with blue) and one rotary-wing (shown by red). Sites i, and i, have four
and two patients of type A (shown by green). Sitesi, and i3 have three and two patients of type RW
(shown by red), respectively. Two of the three bases, bases and j,, can service both types of aircraft
(shown by green square). However, basjg; can only serviceRW aircraft (shown by red square). A solution
to this problem instance is shown in the lower part. Baseg; and j, are opened, with a xed-wing aircraft
assigned to both bases and a rotary-wing aircraft assigned only to base. An arrow from a patient to a
base means the patient will be served by the assigned base.
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The literature on ambulance location is quite rich, and it has been reviewed by Brotcorne et al. [176]
and more recently by Ahmadi-Javid et al. [94]. We limit our discussion to papers that are most relevant to
this study, which is the ambulance location problem with a median-based objective function.

Although most ambulance location problems consider land ambulances [177, 178, 120], the AALP has
also been explored. For instance, using data from Korean trauma centers, Lee et al. [179] employed an
iterative optimization-simulation approach to determine optimal trauma center locations and to assign air
ambulances. Similarly, R islien et al. [180] formulated the air ambulance location problem as a maximal
covering model to identify optimal helicopter base locations in Norway.

Recent studies have extended AALP by integrating fairness into the objectives with di erent social
welfare functions, including utilitarian, Bernoulli-Nash, and iso-elastic [181]. While the utilitarian function
emphasizes maximizing the total utility across the entire population, the Bernoulli-Nash function gives
more weight to individuals with lower utility. The iso-elastic function lies between these two extremes,
controlled by a parameter a (ranging from 0 to 1) that re ects the level of inequality aversion. When a = 0,
the model aligns with the utilitarian function; as a! 1, it approaches the Bernoulli-Nash function. The
authors de ned the utility of an individual as the probability that a helicopter departing from the closest
base of each individual arrives within 45 minutes. Their results show that the utilitarian objective function
focuses on covering the larger cities in Norway, leaving some regions largely uncovered. However, when
using the iso-elastic social welfare function, their model avoids leaving entire areas without coverage and,
in particular, increases service levels in northern Norway.

The air ambulance location problem has also been studied in Canada, particularly in Ontario. Since
2008, Ornge's air ambulance location problem has been extensively studied by researchers who had access
to private patient transportation data [182, 183, 184]. Carnes et al. [182] studied the patient transportation
problem at Ornge, focusing only on non-urgent patient requests that can be served by xed-wing aircraft
and scheduled in advance. They developed a daily planning tool that takes into account detailed information
such as the earliest time each patient can be picked up, the latest time that each patient can be dropped
0, and the level of care that each patient needs during the ight. The goal is to assign non-urgent patient
requests to aircraft and to nd a minimum-cost route, approximated based on fuel cost, charter cost, and
the cost of extra waiting time beyond the allowed limit for aircraft. This problem is formulated using a
set-partitioning integer program. Carnes et al. compared the optimized schedules resulting from developed
tools against actual ight plans, and showed that their schedules yield a 186% reduction in costs. The tool
has been used by Ornge since 2012 and has continuously been improved through several projects at Cornell
University.

The shift scheduling problem at Ornge has also been examined by van den Berg [184], who applied both
simulation and optimization methods to improve the existing schedules. Simulation was used to model
Ornge's operations in detail, allowing for the evaluation of various scenarios. An optimization approach was
used to assign shifts to aircraft and allocate aircraft to existing base locations to generate improved shift
schedules. However, the optimization approach did not account for the selection of new base locations. For
the optimization, a maximum expected coverage location model which is a variation of the covering-based
model, was used. The resulting solution was subsequently tested in the simulation model to assess its impact
in a more realistic context. Van den Berg showed that strategic changes, such as allowing overtime shifts
for emergent calls (with a legal maximum of 1 hour and 45 minutes) and the redistribution of aircraft from
lower-priority calls to higher-priority calls can increase the number of calls served by up to 7%.

Ornge's air ambulance location problem has also been studied independently by researchers without
direct collaboration with the organization. One such study, by Pond and McQuat [185], examined the
AALP, referred to as eet staging of air ambulances in Ontario. The problem involves assigning aircraft to
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patient transportation tasks and aircraft to bases, while there are two types of patient transportation [185].
The authors used a MIP model to nd optimal solutions, as well as local and tabu search algorithms to nd
near-optimal solutions, and tested them with two years of data. Their result shows that in emergencies,
near-optimal solutions are acceptable, and that the parallel tabu search algorithm outperformed both local
search and the mathematical model.

A related but distinct stream of literature on land-based emergency medical services focuses on am-
bulance redeployment, also known as relocation, an important strategy for improving system performance
[186, 187, 188]. In this approach, dispatchers reposition idle ambulances across the area to reduce response
times to anticipated future demand. This problem has been studied from both applied and theoretical
perspectives in the literature. From an applied optimization perspective, Maxwell et al. [186] formulate the
ambulance redeployment problem as a dynamic program and solve it using approximate dynamic program-
ming. According to their computational experiments on two realistic scenarios, including the emergency
medical service system of the city of Edmonton, their approach can generate high-quality redeployment
policies that signi cantly improve system performance. From a theoretical perspective, Maxwell et al. [187]
developed a lower bound by solving several integer programs and then simulating, which shows the best
possible performance any system could theoretically achieve under the same conditions.

The high-level logistics problem we address is closely related to Pond and McQuat's study [185]; however,
our MIP models di er signi cantly from their mathematical model. Although their model is not clearly
described, we believe that accurately capturing the de ned problem would require a nonlinear objective
function, whereas all of our developed models are linear. Moreover, unlike Carnes et al. [182], who only
examined non-urgent received calls, we analyzed the received calls across all urgency levels (i.e., calls from
January 2017 to July 2021). Carnes et al. also assumed each aircraft is associated with a xed base, and
that the aircraft's route begins and ends at this base. However, in our study, identifying optimal base
locations is part of the problem de nition.

Both our problem de nition and our approach share similarities with those considered in Jagtenberg et
al. [181] study. Their problem de nition is closely related to ours. Although both Norway and Ontario have
low population density and share a comparable north-south geographic distance of approximately;Z200
km, Ontario's population is nearly three times greater than Norway's.* Similarly, the authors used demand
sites as a component of their problem and de ned the potential base locations to be the same as these
sites. As explained in Section 4.3, we used historical data to identify demand sites; in contrast, they de ned
sites based on the 428 municipalities in Norway, with demand proportional to local population. Similar to
Jagtenberg et al., we also incorporated a fairness metric in the ambulance location problem, but considered
them as di erent scenarios. While we used relatively simple measures such as the min-max metric, which can
be easily linearized, they employed more advanced Bernoulli-Nash and iso-elastic measures in the objective
function and used piecewise linear functions to approximate these terms [170].

45 Detailed Problem De nitions

The main objective of this study is to determine optimal base locations at Ornge and assign aircraft to those
bases, re ecting strategic and tactical level decisions. Patient transfers are determined at the operational
level, but we can use the data to address higher-level questions.

In this section, we provide several mathematical de nitions for Ornge's air ambulance location problem,
accompanied by corresponding models that represent them. The problem de nitions start from a basic level
and, as we progress, will include more real-world details.

4https://www12.statcan.gc.ca/census-recensement/index-eng.cfm
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45.1 Single-Type Demand

The air ambulance location problem with single-type demand, which we callAALP ', refers to the problem
of opening bases in the province of Ontario and the assignment of patient pickup locations to these bases
such that the total cost of open bases and patient trips is minimized. In this problem de nition, we assume
that all patients can be serviced with the same type of aircraft. Therefore, we refer to the problem as an
air ambulance location problem with a single-type demand.

To address diverse real-world challenges, we developed four variationsALP ' : uncapacitated (AALP 'uncap ),
capacitated (AALP 'Cap), distance-constrained AALP }, ), and outsourced (AALP . ). In the uncapacitated
variation, there is no restriction on the number of patients that can be assigned to each opened base, while
the capacitated variation imposes a limit. In the distance-constrained problem de nition, patients are not
assigned to bases if the distance from their pickup location to the bases exceeds a threshold determined
from historical data. Finally, in the outsourced variation, it is not necessary to service all patients, as some
can be served by external contractors at an additional cost.

45.1.1 Uncapacitated

The uncapacitated variation of the AALP' (AALP anap) can be viewed as a simple uncapacitated facility
location problem, which is de ned in Section 2.4, where di erent sites of the province of Ontario (referred
to as the region) are represented as customers, each with a speci ¢ demand, and bases as facilities. Let
| represent the set of sites in the region, and let; denote the demand at a particular sitei, that is, the
number of patients aggregated to sitei, as discussed in Section 4.3. We are also given a set of potential
base locations represented by sei, with J° J representing the current base locations at Ornge. Bases in
AALP 'uncap can serve an unlimited number of patients. There may be a restriction on the maximum number
of base locations that can be opened, which is represented by The distance between site and basej will
be denoted bydist; . To have a more realistic problem de nition, we de ne parameter ¢;j corresponding
to the assignment cost of sitei to basej, which is a function of dist; (i.e., multiplication of dist; by a
parameter which is calculated based on average speed of aircraft, average fuel burning rate, and average
fuel cost). In Section 4.6.1, we will provide details on the calculation of the objective function.

Opening basej has a cost off; which is de ned as:

< ifj23%
fj = (4.3a)
else,

where < indicates that, for current Ornge bases, opening those facilities is less expensive than opening
bases at new locations, which require additional construction costs (i.e., ).

As discussed in Section 4.3, to divide the region into sites, we consider each potential base location
as a site and use historical data to determine each site's demand. Speci cally, the demand at each siie
corresponds to the number of patients whose baseis the closest over all sites.

Our goal is to determine which bases to open and how to assign each site's demand to these bases, in
order to minimize the total assignment and opening costs. Inspired by the well-known integer programming
formulation of the uncapacitated facility location problem [55], we developed theMIP'meap model to solve
AALP | can -

In the uncapacitated facility location problem formulation, where | is a set of customers and is a set of
facilities, binary variable y; indicates if facility j is open, and binary variablex;; indicates if all the demand

of customeri is served by facility j . Following the same logic, since bases iAALP 'uncap have no capacity,
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Notations Description
I set of sites
J set of bases
JO0 set of Ornge base locations
JN set of bases of major northern cities
Variables Description
Xij fraction of the demand of sitei serviced by basg
Y 1 if basej is opened and O otherwise
Zi fraction of outsourced demand at sitei
Parameters Description
Cj cost of assigning sitei to basej
c? cost of outsourcing each patient of sitei
dist; distance from sitei to basej
f; cost of opening basg
d demand of sitei
maximum number of base locations that can be opened
S maximum number of patients that can be serviced by each base
D maximum distance between a site and the assigned base

Table 4.2: Description of notations, variables, and parameters used in Section 4.5.1.

rather than assigning a portion of the demand of each site to a base, we could assign all the demand of each
site to a base. Thereforex variables can be de ned as binary or continuous. However, since models with
continuous variables are generally easier to solve, we de ne as a continuous variable. In the following, we
present the MIP ... model for solving AALP ;... .

_ X X X |
r)r(yg/n fi yj + di Gij Xij (Mlpuncap)
' '5(23 21 j23
s.t. Xj =1 i21 (4.4a)
i23
);2 Vi i210;j 213 (4.4b)
yj (4.40)
j23
xj 2 R% i21;j 23 (4.4d)
y; 210;1g j213 (4.4e)
In MIP{mcap, the continuous variable x;; is a fraction of the demand of sitei serviced by basg . Binary

variable y; is 1 if basej is open and O otherwise. Although we have de ned sites based on base locations
and there exist jJj sites, for modeling purposes, we use equal size sdtsand J to represent a set of sites
and a set of potential bases (i.e.jlj = jJj). A summary of variables is given in Table 4.2.

The objective function minimizes the total opening cost of the bases and the total assignment cost. Note
tFr;at since x; represents the fraction of demand from sitei that is assigned to basej, we must multiply

i25 Gj Xjj by demand of sitei to account for the total assignment cost. Constraint (4.4a) guarantees
that the demand for every site has been ful lled. Constraint (4.4b) speci es a valid assignment of sites to
bases. A portion of the demand of sitei will be assigned to base only if the base is open; otherwise,
there will be no assignment. As discussed earlier, there is a limitation on the maximum number of opened
base locations shown by constraint (4.4c). Lastly, constraints (4.4d) - (4.4e) specify continuous and binary
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variable domains.

45.1.2 Capacitated

Unlike AALP 'uncap , the capacitated variation of the air ambulance location problem AALP 'Cap) assumes
bases to have a xed capacity. LetS be the maximum number of patients that can be serviced at each
base. In Section 4.5.1.1, we explained thaAALP anap can be seen as the uncapacitated facility location
problem. By the same reasoning AALP Lap corresponds to the classic capacitated facility location problem.
Therefore, we extend the well-known model by Aardal et al. [113] to develop a two-indexed MIP model,

MIP (., 0 solve AALP (.

X X X |
min ijj + di Gij Xij (MIPcap)
Xy . . .

j23 i21 j23
s.t. 4:4a;4:4c
X
di Xjj Sy, j2J (4.5a)
i21
xj 2 R% i21j23 (4.5b)
y; 210;1g j213 (4.5¢)

Constraint (4.5a) ensures that none of the demand from the sité is serviced by basg unless the base is
open, and if the base is open, the assignment must be restricted by the capacity of each base. The domains
of variables are de ned by constraints (4.5b) and (4.5c).

45.1.3 Distance-Constrained

In the distance-constrained variation of AALP' (AALP ), ), sites are only assigned to bases within a distance
of D km. To solve this problem, we use a model similar toMIPLap with exactly the same variables. The
only addition is a new constraint that ensures a valid assignment of sites to bases. Formally, if we de ne
the set G, = fj 2 Jjdist; > D g, the model includes an additional constraint ensuring thatx; = 0 for all
i 21 andj 2 GL. The required parameter for this model isD, and in Section 4.6.1, we will discuss how it

was set realistically. The formulation of the MIP ., model for solving AALP ., is given below.

) X X X |
min fiyj+ d X (MIP gist )
i j23 21 j23

s.t. 4:4a;4:4c;4:5a

xj =0 i21;j 2Gh (4.6a)
xj 2 R% i20j2J (4.6b)
y; 210;1g j23 (4.6¢c)

Constraint (4.6a) ensures that sites are not assigned to bases located more th&h km away. Constraints
(4.6b) - (4.6¢) de ne the domains of variables.
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45.1.4 Outsourced

In the outsourced variation of AALP' (AALP Lut), servicing all the patients is not required as some can be
served by external contractors. These patients are referred to as outsourced patients.

Therefore, the goal is to maximize the number of serviced patients or minimize the number of outsourced
patients. To solve this problem, we use a model similar tolVIIP'cap with the same two variables, x and y.
The only addition is a new continuous variable, z;, which represents the fraction of outsourced demand at
site i de ned as the number of outsourced patients divided by the total number of patients at sitei. Thus,
to calculate the number of outsourced patients at sitei, we must multiply z by the demand of sitei. The
cost of outsourcing each patient at sitei is de ned by parameter ¢, which will be detailed in Section 4.6.1.

The two-indexed formulation MIP |, for the AALP{, is as follows:

. X X X 0 |
min fiyp+  di Gxj +Gz) (MIP o)
i i23 i21 i23
s.t. 4:5a;4:4c
X
zZ + Xijj = 1 i21 (4.7a)
j23
xj 2 R% i21;j 23 (4.7b)
7 2 RO i21 (4.7¢)
y; 210;1g j213 (4.7d)

The objective function minimizes the total assignment and outsourcing costs, as well as the total cost
of opening bases. Note that constraints (4.7a) and (4.7b) de ne the domain of variables (i.e., 0 z

1 i2l).
It should be noted that there is no need to de ne the z; variables separately in this model, since they
could be eliminated from the objective function by substituting 1 i 29 Xij . However, we decided to keep

them as outsourcing variables because this improves the readability of the model and facilitates reporting
the fraction of total outsourced patients, as in Table 4.7. The computational e ect of these variables is
expected to be negligible, as such explicitly linked variables can typically be eliminated during presolve.

4.5.2 Dual-Type Demand

The air ambulance location problem with dual-type demand (referred to asAALP' ) is more complex
than AALP' as it involves two categories of aircraft, rotary-wing and xed-wing. Additionally, bases are
categorized into two types: aerodromes and heliports. Aerodromes can service both types of aircraft,
whereas heliports are exclusively for rotary-wing aircraft. As discussed in Section 4.3, patients can be
categorized into two types: some are serviced byRW aircraft (referred to as RW patients), while others
can be serviced by any type of aircraft (referred to asA patients).

We considered the same four variations as the single-type demand: uncapacitatedALP L'ncap ), capac-
itated (AALP (), distance-constrained AALP g, ), and outsourced (AALP ¢, ).

4.5.2.1 Uncapacitated

In this problem de nition, two sets of bases are considered: a set of aerodromes{) and a set of heliports
(IRW), Let KRW and KFW represent the sets of rotary-wing and xed-wing aircraft, respectively. Each
basej has a limitation on the total number of aircraft that can be serviced at the base, represented byl .
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Notations Description

I set of sites

J set of bases

JA set of aerodromes (can service both types of aircraft)

JRW set of heliports (can service onlyRW aircraft)

K set of aircraft

K RW set of rotary-wing aircraft

KFW set of xed-wing aircraft

15w fi 2 1jdfW =0g

s fi 21jd* =0g

Variables Description

x{j* fraction of the A demand of sitei serviced by base

x fraction of the RW demand of sitei serviced by basg

2 fraction of outsourced A patients at site i

zZ’W fraction of outsourced RW patients at site i

ur" number of RW aircraft assigned to basej

u " number of FW aircraft assigned to basej

Yi 1 if basej is opened and 0 otherwise

Parameters Description

Cj cost of assigning sitei to basej

? cost of outsourcing each patient of sitei

dist;; distance from sitei to basej

fi cost of opening basg

dRW RW demand of sitei

dt A demand of sitei
maximum number of base locations that can be opened

S maximum number of patients that can be serviced by each base

cap W maximum number of patients that can be serviced by each-W aircraft

cagtW maximum number of patients that can be serviced by eaclRW aircraft

L maximum number of aircraft that can be assigned to each base

DFW maximum distance between a site and its assigned base for service ByW
aircraft

DRW maxin;tum distance between a site and its assigned base for service RW
aircra

Table 4.3: Description of notations, variables, and parameters used in Section 4.5.2.

Unlike the sites in AALP', which had only one type of demand, now sites have two types of demand:
patients that must be serviced by rotary-wing aircraft (e.g., accidents or locations that are di cult to
access), and those that can be serviced by any type of aircraft. As discussed in Section 4.3, the number
of patients at i that require RW is refereed to as theRW demand and is denoted byd®YW . Similarly, the
number of patients ati can be serviced by eitheRW or FW is refereed to as theA demand and is denoted
by d*. The objective of AALP 'C'ap is to determine which bases to open, how to allocate each site's demand
to these bases, and how to assign aircraft to bases, with the goal of minimizing the total assignment and
opening costs.

An instance of AALP'" problem can be seen in Figure 4.8. One site of this instance has been shown,
site i. Five patients have sitei as their pickup location: three of type A and two of type RW . With three
potential bases|two of type A and one of typeRW |and ve available aircraft, we must determine which
bases to open and how to assign aircraft to these bases to service patients of site

We use the two—indexedMIP{,'ncap model to solve this problem, which is an extension oMIP anap model.

In this model, we categorize decision variables into three types: decisions concerning the assignment of sites
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to bases, decisions on the number of each aircraft type assigned to bases, and determinations on whether
to open a base. A summary of variables is given in Table 4.3.

In particular we de ne continuous variables x{j* and x{fW to represent the fraction of demand for A
patients and RW patients from site i serviced by basej. Following this, the integer variables ujRW and
uJ-FW represent the number ofRW and FW aircraft assigned to basg , respectively. Similar to models used
to solve AALP', binary variable y; is 1 if basej is opened and O otherwise. To prevent the model from
setting a non-zero value tox variables for the site that have zero demand, we will de ne the following two
sets: IfW = fi 2 1jdRW =0gand 1} = fi 2 1jd® =0g. Note that in single-type region demand models,
we assumed that all the sites have non-zero demand, but here, because there are two types of demand at

each site, we cannot make such an assumption.

H X A X A X RW X RW X I
r)rg)l/n di Cj Xj + d Gj X + fj Yj (MIPuncap)
i21 i23 i21 i23 j23
X
s.t. xipV = i21nfw (4.8a)
Ve
xRW = i2 1§8Y (4.8b)
(23
X x2 =1 i21nd (4.8¢c)
i~ 0 )
123
X x& =0 i218 (4.8d)
ij o~ 0 :
j23
XYy, i210:j2J (4.8e)
>§§-\ Y i21j 23 (4.8f)
dfW W capt™ uRW j273 (4.89)
121
atxg + dfV xR cap™ oY +cap™W ufW j23 (4.8h)
i21
li{_RW + UJFW Ly; ji23 (4.8i)
ufW o j KR (4.8))
Ve
ur oKWY (4.8k)
j23
l;{w =0 j 2 JRwW (4.80)
Yj (4.8m)
j23
)(EQW ;xﬁ 2 RY* i210;) 213 (4.8n)
uf™ s ufW 2 2% j213 (4.80)
y; 2f0;1g j23 (4.8p)

The objective function minimizes the total assignment cost for both types of demand, as well as the
total opening cost of bases. Constraints (4.8a) and (4.8c) guarantee that the demand fdRW patients and
the rest of the patients of every site have been ful lled, respectively.

Constraints (4.8b) and (4.8d) ensure that there is no assignment for zero-demand sites to bases. Con-

straints (4.8e) and (4.8f) ensure that a portion of the A or RW demand of sitei will be assigned to basg
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only if the base is open, otherwise there will be no assignment. Given thaRW patients at each site can
only be serviced byRW aircraft, the number of these assigned patients at each base must be limited by the
total capacity for serviced patients at that base (i.e., the product of the number of RW aircraft assigned to
the base and the capacity of eaclRW aircraft), shown in constraint (4.8g).

Note that constraint (4.8h) can be reordered as

drxp  (cap® uftW X dt™ xf ) +capt U j 2
i21 i21
which shows that the number of patients assigned to each base is limited by the total capacity foF W
patients and the remaining capacity of RW aircraft (i.e., the total RW capacity reduced by the portion
already used by the assignedRW patients).

Constraint (4.8i) limits the maximum number of assigned aircraft to opened bases, and if the base is not
opened, none will be assigned. Constraints (4.8j) and (4.8k) indicate that the total number of assigne&wW
and FW aircraft cannot exceed the available number ofRW and FW aircraft, respectively. Constraint
(4.8l) ensures that noF W aircraft is assigned to heliports. As with constraint (4.4c), the maximum possible
number of opened base locations is limited by constraint (4.8m). Lastly, constraints (4.8n - 4.8p) provide
the domain of decision variables.

We use integer variables for the number of aircraft assigned to each base and continuous variables for
the fraction of each site's demand served by each base. Since the total patient demand is more than
65,000, continuous assignment variables provide a reasonable approximation while reducing computational
complexity. In contrast, the number of aircraft is fewer than 20, so the aircraft-assignment variables should
be integer.

Although bases in AALP 'u'ncap do not have an explicit capacity, they are indirectly constrained because
aircraft have limited capacities and the number of aircraft assigned to each base is bounded. However, this
implicit upper bound is weaker than the explicit base-capacity constraint introduced later in the MIP'C'ap
model.

Figure 4.8: Example of anAALP'" instance with one site, ve patients at the site, three potential bases,
and ve available aircraft. The assignment of patients to aircraft and bases is shown by the dashed grey
lines. In this solution, there is no RW aircraft in j,; therefore, there cannot be any assignment fronRW
patients of site i to j,.

Figure 4.8 shows a solution to theAALP " instance. In this solution, the values of variablesx andy are
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1
yA = A — A — RW — yRW —n- L =\, =\ = H
as follows: xij | = Xij , = Xij , = 5, Xij; = Xij, =0:5andyj, =yj, = yj, =1. Also the values of variable

u are as foIIows:uleW = qulw = “inW = uJ-RBW = 1. The value for the rest of the variables is zero.

45.2.2 Capacitated

Like AALP._ | the capacitated variation of AALP" (AALP. ) incorporates base capacities restricting the

cap’ cap
total number of patients, either RW or A patients, that can be assigned to each base. The maximum

number of patients that can be serviced at each base iS. We use the following MIP, MIPL'ap, to solve this

variation.
H X A X A X RW RW 1
r)r(]iln di Gj Xj + o} Gj Xjj * fiyi (MIPCap
' i21 i23 i21 j23 j23
s.t. 4:8a{4:8d
X
atxg + dfW xR sy, j23 (4.92)
i2l
4:89{4:8m
xiVoxg 2 R i21;j 23 (4.9b)
URW yFW 2 Z0* 23 (4.9c)
y; 210;1g j213 (4.9d)

Constraint (4.9a) ensures that none of theA or RW demand from the sitei is serviced by basg unless
the base is open, and if the base is open, the assignments must be restricted by the capacity of each base.
The domains of variables are de ned by constraints (4.9b - 4.9d).

4.5.2.3 Distance-Constrained

As in AALP;, , the distance-constrained variation of AALP'' (AALP, ) assigns sites only to bases that
are located within a maximum allowable distance. However, unlikeAALP ., , this model incorporates two
distance thresholds depending on the aircraft type serving the site. Speci cally, the maximum allowable
distance between a site and its assigned base B™ for FW aircraft and DRW for RW aircraft.

To enforce these limits, we de ne the setsGl., = fj 2 J j distj > DFWgand GLaw = fj 2
J j distj > DRWg, representing infeasible assignments for each aircraft type. Additional constraints
are then included to enforce the distance thresholds for each aircraft type. Because the model does not
explicitly include three-index assignment variables linking aircraft, bases, and sites, we instead use auxiliary
constraints to enforce consistency between aircraft type and feasible site-base assignments.

The MIP 4, model, presented below, is similar toVlIP ,, for AALP i, with additional constraints (4.10a
- 4.10c) to ensure that sites are assigned to bases within the distance threshold.
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X X X X

min | diA_ G Xj + | dfv G X+ iR/ (MIP g
i21 j23 i21 j23 j23

s.t. 4:8a{4:8d
4:9a;4:8g{4:8m
xj =0 i21;] 2 Ghew (4.10a)
xiW =0 i21;j 2 Ghew (4.10b)
xpourW i21;] 2Ghrw (4.10c)
xfW o xi 2 RO i21;j 23 (4.10d)
ufW s urW 2 20 j2J (4.10e)
y; 210;1g j23 (4.10f)

Recall that RW aircraft can serve bothRW and A demand of patients, wheread=W aircraft can only
serve A demand. With constraint (4.10a), we ensure that FW aircraft serving A patients operate within
the distance threshold. Similarly, with constraint (4.10b), we ensure that RW aircraft serving RW patients
travel within the distance threshold. Finally, constraint (4.10c) enforces a valid assignment forA patients
served byRW aircraft. In particular, A patients at site i cannot be served by bases located beyond distance
DRW unlessFW aircraft are assigned to the base. Therefore, iuf"Y = 0, then x{ = 0; however, if
uJ-FW > 0, the A demand at sitei may be served by basg. Note that when the distance between sitei and
basej exceedsD"", constraint (4.10a) ensures that the assignment is valid. Furthermore, wheru™" > 1,

constraints (4.10a) and (4.8c) together ensure thatx{j* 1.

45.2.4 Outsourced

Like AALP ), the outsourced variation of the AALP" problem (AALP ), ) does not require servicing all
patients, and some patients can be served by external contractors. Therefore, the goal is to minimize the
number of outsourced patients. We introduce two new continuous variablesz®"W and z*, to represent the
fraction of outsourced RW and A demand at sitei (i.e., number of outsourcedRW and A patients divided
by the total number of RW and A patients at site i). Additionally, as in MIP},, we denotec® as the
outsourcing cost of each patient at sitei. Thus, the two-indexed formulation MIP ), for the AALPY, is as
follows:
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X X X
min b ogxf Y g xfV+
x\y:z . . . :
g2 i21 j23
fiy; + iz + LdRW ZRW (MIP D,
j23 i21
s.t. 4:8b;4:8d
X
W+ XY o= i 2 1InlfY (4.11a)
j23
X
'+ xp =1 i21nly (4.11b)
j23
4:9a; 4:8g{4 :8m;
xioxf 2 R i21;j 23 (4.11c)
u]_Rw ;quvv 2 70+ j2J (4.11d)
y; 210,19 j213 (4.11e)
ZRW . ZFW 5 RO+ i21 (4.11f)

Similar to MIP{,, the objective function minimizes the total assignment and outsourcing costs, as well
as the total cost of opening new bases and operating all bases. Again constraints (4.11a), (4.11b) and (4.11f)
de ne the domain of z variables (i.e., 0 zfW 1,0 zfW 1 i21). Constraints (4.11a) and (4.11b)
show that the RW or A demand of each site can be either outsourced or assigned to some bases.

4.6 Experimental Results

Before presenting our experimental results, we will rst explain the process of selecting realistic parameters
for the problem instances. We will then present our preliminary results, followed by a scenario analysis and
the complete set of experimental results.

4.6.1 Realistic Parameter Selection

We perform parameter estimation based on historical data to conduct a realistic numerical analysis of the
model.

Capacity: The rst parameter that we discuss is S, or the maximum number of patients that can be
assigned to each base. We use historical data that includes information about each patient and the base
from which it was served. Analyzing this data allows us to estimate the maximum number of patients each
base can respond to over a four-year period.
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(a) Histogram of number of patients serviced by each (b) Box plot of number of patients serviced by each
base over four years of historical data. base.

Figure 4.9: Visualizations of patient distribution across bases.

The histogram in Figure 4.9a and the box plot in Figure 4.9b illustrate the number of patients served by
each base and their distribution. According to Figure 4.9b, the median number of patients is approximately
3100, and 75% of bases have fewer than 6200 patients. Based on this distribution, we propose 5000 as
a realistic value for the parameter S, as it falls above the median but within the typical range. For the
completeness of our experimental analysis, we also included J@0 as an additional value forS. This value
re ects the need to accommodate high-demand locations, such aSioux Lookout and Thunder Bay, which
have 11,822 and 10382 patients assigned to them, respectively. While we restricted each of these locations
to a single base with a maximum of 10000 patients in the small instance, the large instance includes
multiple bases at both locations, and therefore these two locations can service a higher number of patients
than the de ned capacity at each base.

Distance: Recall that the parameter dist;; represents the distance from sité to basej wherei 2 | and
j 2 J. As discussed in Section 4.3, whem = j, instead of assigning a distance of zero, we use the average
distance between sitei and all patients for whom basei is the closest. Wheni 6 j, we use the Haversine
distance between site and basej . Given the way we de ne intra-cluster distance, it can occasionally exceed
the inter-cluster distance (i.e., distj can be greater thandist; for somej 6 i). Particularly when a site
includes patients that are geographically far from the assigned site but are still closer to it than to any other
site. For example, consider patients located inSandy Lake which is 34442 km from the Sioux Lookout site
and 37034 km from the Kenora site. Although Sioux Lookout is the closest site,Sandy Lakeis still quite
distant from it. Since such distant patients are included in Sioux Lookout site, they contribute signi cantly
to increasing the intra-cluster distance, which, in this case is 2027 km. However, the inter-cluster distance
between Sioux Lookout and Kenora is 17723 km, smaller than the intra-cluster distance of Sioux Lookout

Objective function:  To create a realistic objective function, we transform the travel component into
a cost function, referred to as the assignment cost. This conversion is de ned by the formula presented in
equation (4.12).

cost of traveling ($) = total traveling distance  cost of traveling 1 km =

rate of fuel burn (L=hr) fuel cost ($=L)
aircraft speed (km=hr)

total traveling distance (km) (4.12)

We used publicly available information on aircraft fuel burn rate, fuel costs, and speed, and based our
estimates on average values. As for the opening cost of each base, we estimated it using the cost of renting
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a hangar (i.e., a large facility used to store aircraft), maintenance expenses, and utility costs. Given that we
are using patient transportation data from January 2017 to July 2021, we approximate the time horizon as
4:58 years. The detail of calculating the opening cost of each basé;() is de ned in the formula presented
in equation 4.13.

8

) < operating cost ($/year) for existing Ornge bases
annual opening cost $/year) =

* operating cost ($/year) + hangar rent ( $/year) otherwise

opening cost ) = annual opening cost ($/year) time horizon (year)
(4.13)
According to our sensitivity analysis in Appendix A.4, the selected estimates for fuel and opening costs
are robust. Table 4.4 summarizes the parameters used in the objective function, including fuel cost, aircraft
speed, and operating cost of each base.

Table 4.4: Parameters used in the objective functions of developed models

Parameters Value

aircraft speed (km/hr) 420
fuel cost ($/L) 1.1
rate of fuel burn (L/hr) 96

hangar rent ($/year) 1327.75
operating cost ($/year) 9200
time horizon (years) 4.58

Maximum distance: ~ The MIP), and MIP !}, models incorporate the parameterD, which de nes
the maximum distance between a site and its assigned base. We take advantage of the historical data to
estimate D. Figure 4.10 displays the cumulative distribution of the distances of each aircraft type between
the pickup location of patients and the base location used for the transportation, with a dashed line showing
the 95" percentile. For more than 95% of patients, the distances traveled byF W and RW aircraft from
base to the pickup location were less than 780 km and 239 km, respectively. Therefore, we $2fW and
DRW to 800 and 250, the rounded values, respectively.

Figure 4.10: Cumulative distribution of the distances traveled by each aircraft type from their base to pick
up each patient, based on historical data.

Outsourcing cost:  To calculate the outsourcing cost for each patient at sitei (i.e., ), we analyzed
the distribution of assignment costs from sitei to all bases. After running several experiments, we found
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that setting the outsourcing cost to the median assignment cost (58 percentile) resulted in a fraction of
outsourced patients comparable with the actual rate of 50%, as shown in Figure 4.5.

Number of aircraft and type of each base: The models described in Section 4.5.2 require infor-
mation about the number of each aircraft type, di erent types of bases, and types of demands at each site.
According to the company's website, Ornge operates eight xed-wing aircraft and 12 rotary-wing aircraft®
Therefore, we setjk *W j and jK FW j to be 12 and 8, respectively. Although Ornge may acquire additional
aircraft of each type in the future, we limit our analysis to the existing resources. A key strength of our
model-based approach is that numerical experiments can be easily conducted with di erent parameter values
to re ect such changes.

We used the shared dataset to identify the type of each base in the smaller instance. For the larger
instance, we used the publicly available data to identify the type of each base. Again, we used the shared
dataset to determine the two types of demand at each site (i.e.d* and d®"'). Section 4.6.2 presents a full
description of the two instances used for our experiments.

For the maximum number of aircraft allowed at each base (i.e.,L), we selected a value slightly higher
than the current number of available aircraft at Ornge bases. At present, the maximum number of aircraft
located at each Ornge base is three; therefore, we skt=5 to provide for reasonable growth.

Aircraft capacities: To estimate aircraft capacity in dual-type demand, we use the daily utilization
of both xed-wing and rotary-wing aircraft, de ned as the number of patients served by each aircraft
type. These utilization values are derived from historical transportation data of Ornge, which currently
outsources approximately 50% of its patient demand through standing agreements with external contractors
that provide FW aircraft (refer to Section 4.2 for more details). Given this operational detail and the goal of
each of the developed models, two distinct estimation strategies are considered: full service and outsourcing.
Under each strategy, the shared dataset is Itered di erently. We rst describe the details of these strategies
and then explain how aircraft daily utilization is computed based on the resulting ltered datasets.

Strategy 1 (Full service): In this strategy, our goal is to service all demands using the currently owned
Ornge aircraft but with higher capacities. To approximate the capacity required under this strategy, out-
sourcedSA FW missions are reclassi ed as if they had been operated by OrngeBW eet. This new
dataset is a representation of a what-if scenario in which total demand is served internally by Ornge. From
this new dataset, we compute the daily aircraft utilization as explained below.

Let T be the set of days in the time horizon, spanning from January 2017 to June 2021, witfirj = 1672.
For each FW aircraft, the daily utilization per aircraft is computed as the number of patients serviced
by each FW aircraft on a given day divided by the number of FW aircraft. Fixed-wing aircraft capacity
over the planning horizon is then de ned as the product of the time horizon and a summary statistic of
these daily utilization values. In particular we consider the mean, maximum, and 98 percentile of daily
utilization. We then compute cap™ in the dual-type demand models as:

cag W = jTj selected daily utilization statistic per FW aircraft) :
J) y p

A similar formulation is used to de ne the daily utilization and capacity for each RW aircraft. Using this
approach, we compute descriptive statistics of daily aircraft utilization as presented in Table 4.5.

In this strategy, our goal is to service all the patients; therefore, we will use the dual-type demand
models ofMIP'C'ap, MIP i, and MIP'U'ncap with an appropriate aircraft capacity to solve the problem. To
ensure feasibility in these models that aim to serve all demand, we adopt the maximum daily utilization
as the capacity estimate, which yields 7.4 and 2.1 ights per day forFW and RW aircraft. Selecting the

5https://www.ornge.ca/about-us/our- eet
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maximum is appropriate because our goal is to accommodate days with the peak demand, and the use
of lower values, such as the mean, would underestimate the required capacity and perhaps result in the
infeasibility of models.

Strategy 2 (Outsourcing): The second approach estimates capacity based on Ornge's current operational
practices. In this case, all outsourced patients are removed from the dataset, and capacity is inferred from
the daily utilization of Ornge's existing eet. As in Strategy 1, the same method is used to compute daily
aircraft utilization, and the corresponding descriptive statistics are reported in Table 4.5.

Given that in this strategy outsourcing patients is allowed, we select theMIPl)'ut model with an appro-
priate aircraft capacity to solve the problem. Here, we select the 98 percentile as the daily utilization
estimate, which is 1.8 and 1.4 ights per day for FW and RW aircraft, respectively. The use of the 9%
percentile, rather than the maximum, is motivated by the need to obtain an operationally realistic estimate
of capacity. Maximum values are driven by high-demand days that are outsourced in this scenario. It should
be noted that these capacity estimates are for Ornge's existing aircraft, excluding the external eet used to
outsource patients.

We conducted a sensitivity analysis to assess the impact of the aircraft capacity parameter on the results.
For the MIP'O'ut model, we evaluated (FW, RW) pairs in f (1:6; 1.2); (1:8; 1.4); (2:0; 1.5); (2:1; 1:6); (2:2; 1.8)g.
For the MIP'C'ap model, we considered alternative capacity pairs irf (6;1:7); (7; 1:9); (7:4; 2:1); (8; 2.5)g. The
results are robust to small variations in the aircraft capacity parameters, as the location decisions (i.e.,
opened and closed bases) remain largely stable across both instances. Additional details are provided in
Appendix A.4.

Strategy full service outsourcing
Statistic FW | RW | FW RW
Mean 3.6 0.8 11 0.8
95" Percentile | 5.2 | 1.4 | 1.8 1.4
Maximum 7.4 2.1 25 2.1

Table 4.5: Statistical summaries of aircraft daily utilization.

4.6.2 Preliminary Numerical Evaluation

To evaluate the performance of our proposed models, we test them on two instances, both generated from
the real patient transportation data shared by Ornge. In this section, we will present the details of our
preliminary experimental results. From these experimental results, we can identify the best parameter values
for the maximum number of base locations and base capacity, for which most models proved optimality.
Using these parameters, we then present more extensive experimental results in Section 4.8 and evaluate
model performance under various scenarios introduced in Section 4.7.

4.6.2.1 Experimental Setup

We have developed eight di erent models, i.e. MIP {,, MIP i, , MIP {0, MIP (oo MIP (o, MIP i, MIP
and MIP ;... , as described in detail in Sections 4.5.1 and 4.5.2.

To implement and solve the models, we used Python v®:7 and Gurobi Optimizer 11.0.2 and gurobipy.
Each run is executed on a single thread with a time limit of 600s. The machine used to run the experiment
has Intel(R) Core(TM) i7-9700 8 core CPU @ 3.00GHz, 12MB cache, and memory of 31G.

We use two problem instances to compare the performance of the developed models, one generated from

the current Ornge base locations and the other based on all existing airport locations in Ontario. The
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rst set of experiments can help us evaluate Ornge's current decisions and tell us whether our models are
realistic, while the second set of experiments helps us to suggest new recommendations to Ornge.

There are 29 Ornge bases in total, including both land ambulance and air ambulance base locations.
However, some of these base locations are not geographically distinct. For instance, fthunder Bay, Ornge
uses two bases, one for xed-wing aircraft and another for rotary-wing aircraft, but both share the same
coordinates at 48372 latitude and 8932167 longitude. After excluding bases that only support land
ambulances and ltering for geographically unique locations, 15 base locations remain. We use these base
locations as the site location of the smaller instance. To compute the demand at each site we used the
number of patients for whom basei is the closest (as discussed in Section 4.3).

For the real airport locations in Ontario, we used publicly available data to extract all 538 airport
locations in the region. Similarly, we computed the demand at each site as the number of patients for whom
the corresponding base is the closest. Initially, we used these 538 locations as the site locations for the
larger instance. However, after creating the instance and computing the demand at each site, we observed
that some sites had zero demand. Consequently, we considered only sites with nonzero demand, resulting in
436 site locations for the larger instance. It should be noted that 15 of these sites share the same locations
as Ornge base locations. Additionally, both instances have the same total demand across all sites: ;630
patients. We refer to the instance with 15 sites as thesmall instance and the instance with 436 sites as the
large instance

4.6.2.2 Results

In the preliminary set of experiments, we used a range of parameters. As discussed in Section 4.6.1, the
capacity (i.e., the maximum number of patients that can be assigned to each base), denoted & was set to
either 5000 or 10000. For the small instance, the maximum number of base locations that could be opened
(i.e., ) was setto 10, 12, or 14. However, for the large instance, was set to 15, 20, or 30. As described in
Section 4.6.1, the selected daily aircraft utilization for FW and RW are 7.4 and 2.1, respectively, for the
MIP jcap » MIP ¢y, and MIP i, models, and 1.8 and 1.4, respectively, for thévIP ;,, model. Tables 4.6 and
4.7 present the experimental results of the eight developed models. All models with an optimality gap of
0:00 proved optimality. If a model was able to prove infeasibility, it is indicated by the infeasible status in

the tables. Additionally, in Table 4.7, the fraction of total outsourced patients is shown in parentheses.

size MIPIuncap Mlplcap MIPIdist Mlplulncap MIP::Iap MIP:inst
NA 5000 10000 5000 10000 NA 5000 10000 5000 10000
10 0.00 infeasible  0.00 | infeasible  0.00 0.00 infeasible  0.00 | infeasible  0.00
15 | 12 0.00 infeasible 0.00 | infeasible 0.00 0.00 infeasible 0.00 | infeasible 0.00
14 0.00 0.00 0.00 | infeasible  0.00 0.00 0.00 0.00 | infeasible  0.00
15 0.00 2.45 3.07 3.68 5.61 0.00 25.32 49.49 10.14 11.78
436 | 20 0.00 0.00 2.04 1.09 4.05 0.00 25.34 37.03 5.36 8.46
30 0.00 0.00 1.65 0.77 4.14 0.00 36.24 41.14 5.61 8.97

Table 4.6: Optimality gap (%) of ~ MIP {jcap , MIP Ly, MIP i, MIP o, MIP o, and MIP [t models with di erent parameters
(capacity and maximum number of base locations). Infeasible status is displayed if the model proves infeasibility.
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capacity 5000 | 10000 5000 | 10000
size MIP L MIPY,

10 | 0.00 (0.261) | 0.00 (0) | 0.00 (0.305) | 0.00 (0.251)
15 | 12 | 0.00 (0.127) | 0.00 (0) | 0.00 (0.305) | 0.00 (0.251)
14 | 0.00 (0.127) | 0.00 (0) | 0.00 (0.305) | 0.00 (0.251)
15 | 0.61 (0.005) | 0.00 (0) | 0.77 (0.204) | 0.00 (0.199)
436 | 20 | 0.00 (0) 0.00 (0) | 0.54 (0.204) | 0.00 (0.199)
30 | 0.00(0) 0.00 (0) | 0.61 (0.204) | 0.00 (0.199)

Table 4.7: Optimality gap (%) and the fraction of total outsourced patients for MIP!, and MIP!l, with dierent parameters
(capacity and maximum number of base locations) are presented. The fraction of total outsourced patients is indicated in
parentheses.

Before comparing the optimality gap betweenMIP'Cap and MIP!,ut , it is important to note that the latter

model is a relaxation of the former when the objective functions are neglected. Therefore, a solution to
the MIP'Cap model is also a feasible solution to theMIP !, model, without any out-sourced patients. As a
result, if both MIP'Cap and MIP! , prove optimality for the same instance size and parameters, the objective
value of MIP |, must be the same or better. For example, while the objective value oMIP 'cap for the small
instance, of 14, and a capacity of 5000 is §71,98889, it is 5;65383494 for the MIP |, model with the
same parameters.

Moreover, if MIP ., proves optimality with a fraction of outsourcing equal to 0, we expect the same

objective value in MIPLap because when the value of thez variable is zero, the MIP |, model becomes

equivalent to the MIP!:ap model. For example, the objective value of bothMIP'Cap and MIP{,, models for
the small instance, of 10, and a capacity of 10000 is ;25268173.

As we can see in Table 4.6, all models either proved infeasibility or found at least one feasible solution.
Unlike the MIP .., and MIP .., models, which could prove optimality for both instances under all
parameters, theMIP ., MIP {,,, MIP ., and MIP i, models proved optimality only for the small instance
with the larger capacity of 10000. This di erence arises from the uncapacitated models being less constrained
compared to the capacitated and distance-constrained models.

The outsourced models show quite di erent behavior. BothMIP |, and MIP |}, models proved optimality
under all parameter settings of the small instance. For the large instance, both models proved optimality
with the larger capacity of 10000. For the smaller capacity of 5000, while theMIP! , model was able to
prove optimality for  values of 20 and 30, theMIP},, model did not prove optimality for either. This
di erence is due to the increased complexity of theMIP ), model compared toMIP |, .

From this preliminary set of experiments, we aimed to determine parameter values that were both
realistic and computationally e cient. We xed to 12 or 20 when the instance size was 15 or 436,
respectively. These values are reasonable given Ornge's current operational practices. For all capacitated
models, the capacity was set to 10000. With these realistic parameter values, most models were able to
prove optimality, particularly for the smaller instance. However, for the larger instance, some models, such
as MIP'Cap, were unable to prove optimality even with the larger value. With these parameters, we de ne
two problem instances as described in Table 4.8. We use these two problem instances in the more extensive
experiment presented in Section 4.8.

problem instance small | large
sites 15 436
12 20
capacity 10000 | 10000

Table 4.8: Problem instance details.



CHAPTER 4. THE AIR AMBULANCE LOCATION PROBLEM 74

4.7 Scenario Analysis

Based on our preliminary experimental results on the smaller instance, we obtained the distribution of total
and average traveled distances for each site. As shown in Figure 4.11, there is a high variance in the total
traveled distances across sites irI\/IIP'cap model. To control for the in uence of site demand, we also present
the distribution of average traveled distances for each site. Although the average traveled distance has less
variation than the total traveled distance, it still di ers a lot between sites. For example, the distance to
reach each patient onToronto Island is less than 30 km, whereas irSioux Lookout it exceeds 200 km on
average. While we present results for only one model here, a similar pattern is observed in the other models.

It is evident that in order to pick up patients in certain locations, such as Sioux Lookout and Kenora,
the traveled distance from the assigned base is higher compared to those foronto Island and Pearson
highlighting disparities in healthcare access for patients across Ontario. Therefore, we aim to investigate
whether interventions can reduce inequity among patients in the province.

In our interventions, we rst consider minimizing the maximum assignment cost, followed by a more
direct approach of opening new bases in the northern region, where several sites show the lowest levels of
access. We apply these interventions individually and in combination. Our goal is to assess whether the
resulting solutions reduce disparities in accessibility across sites. We developed three scenarios based on
this broad overview of the proposed interventions. Next, we formally introduce each scenario and describe
how the models were adapted accordingly.

Figure 4.11: Comparison of total and average traveled distance per site folk/IIP'Cap model (small instance
with size 15). Bold site names indicate that a base on the same location is opened. Blue bars represent
sites located in the southern region, and orange bars represent those in the northern region.

The three considered scenarios are outlined below.

1. Worst-case scenario ( S;): Our goal is to minimize the cost of serving the most expensive site, that
is, minimizing the maximum assignment cost.
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2. Northern coverage scenario (  Sy): At least one base must be opened in the major northern cities,
Thunder Bay, Sioux Lookout and Timmins.

3. Worst-case with northern coverage ( S3): Combining the two previous scenarios, in this scenario
our goal is to minimize the cost of serving the most expensive site while at least one base in the major
northern cities has to be opened.

Figure 4.12: Four scenarios of models with single-type demand.

For easier explanation, we use scenari§, for the models with total cost minimization objective functions,
as discussed in Sections 4.5.1 and 4.5.2.

In Section 4.7.1, we present di erent scenarios for thel\/IIP'Cap model. To avoid redundancy, we do not
present all scenarios for theMIP !, model. Instead, we focus on the scenario that causes the most signi cant
changes in the model formulation, which is the worst-case scenario. Similarly, Section 4.7.2 focuses on a
single scenario (the worst-case with northern coverage) for thMIPL'ap and MIP}),, models. With the model
variations discussed in Section 4.7.1 and 4.7.2, it is easy to derive the remaining models under di erent
scenarios.

4.7.1 Single-Type Demand

The four discussed scenarios of models with single-type demand are shown in Figure 4.12. In this section,
we present all scenarios of theMIP'Cap model and the worst-case scenario of théIP ., model.

Worst-case scenario of capacitated model: In this scenario, we aim to minimize the total assign-
ment cost at the most expensive site using a xed budget for opening bases.

To solve the worst-case scenario oMIPLap, we modeled the problem as a bi-objective optimization
problem [189] where the primary objective is to minimize the maximum assignment cost and the secondary
objective is to minimize the total opening cost. We then used the epsilon-constraint method [190] and
added the secondary objective as a budget constraint with a single epsilon value. We set= 1:1obj,
where objie" = f (y"), and y™' is a solution returned by the MIP'%lp model, representing the associated base
opening cost. We anticipate this approach will lead to a more balanced distribution of total assignment
costs across all sites compared to the solution d‘f/llP'cap under So. Note that y™' is used only as a reference
solution. When MIP'cap—Sl is solved to optimality, the resulting maximum assignment cost is guaranteed not

to exceed that obtained from MIP'Cap-SO, regardless of whethery™' is optimal. If the maximum assignment
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cost increases, warm-startingMIP 'cap—Sl with the reference solution helps guide the search toward solutions
with equal or lower maximum assignment cost.

Based on our analysis, allocating €l obji®" was su cient to open approximately 1.6 to 1.8 bases in the
large instance (depending on whether the facilities were new or existing Ornge bases). In the small instance,
0:10bj*" was not enough to open a single new base. Despite this, the worst-case scenarios considered in all
developed models signi cantly changed the solutions. For example, although botMIP ¢,,-So and MIP -

S; opened the same number of bases, the selected base locations are di erent and the maximum assignment
cost decreased by 23%.
We refer the reader to Appendix A.1.1 for details on how the following linear model is derived from the

worst-case model with a minimax objective function.

min C (MIP (,,-S1)
s.t. 4:4a;4:4c;4:5a
X fiy; (1+ )obj (4.14a)
'5(2\]
digixj C i21 (4.14b)
i23
xj 2 R i201j23 (4.14c)
C2RY" (4.14d)
y; 210;1g j23 (4.14e)

Constraint (4.14a) ensures the opening cost of new bases is within the allowance. Constraint (4.14b)
shows that the total cost of servicing the demand of each sitd cannot be larger than C, which is the
maximum assignment cost. The goal of this model is to minimize the cost of serving the most expensive
site.

Northern coverage scenario of capacitated model: In this scenario, we investigate requiring at
least one new base to be opened in northern Canada.

) X X X |
I")f(]ln fj yi + di Cij Xjj (Mlpcap'SZ)
Y i23 21 j23

s.t. 4:4a;4:4c;4:5a

X

y, 1 (4.15a)
j2JN
xj 2 R i201j2J (4.15b)
y; 210;1g j213 (4.15c¢)

With the addition of constraint (4.15a), where JN denotes the indices of the major northern cities (i.e.,
Thunder Bay, Sioux Lookout and Timmins), we ensure that at least one base is opened in one of these
cities.

Worst-case with northern coverage scenario of capacitated model: MIP'cap model under Sg
scenario uses constraints of botrMIP'cap-Sl and MIP'Cap—Sz models. The description ofMIP'Cap-Sg model is
as follows:
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min C (MIP ,,-S3)
s.t. 4:4a;4:4c;4:5a
4:14a;4:14b;4:15a

xj 2 R% i21;j21J (4.16a)
C2R™ (4.16b)
y; 210,19 j2J (4.16¢)
Worst-case scenario of outsourced model: Following is the description of MIP ., model under S;

scenario. We refer the reader to Appendix A.1.2 for details on how the following linear model is derived
from the non-linear model with a minimax objective function.

min C (MIPL,-S1)
X
st z + Xj =1 i 21 (4.17a)
j23
4:4a;4:4c; 4:5a
X
fiy;, (1+ )objy (4.17b)
i23
X
di ( Gj Xj + Cl-OZi) C i21 (4.17¢c)
j23
xj 2 R™ i21;j 23 (4.17d)
C2RY™ (4.17e)
y; 210;1g j23 (4.17f)

Note that obji' is the cost of opening bases found byIP ., model.

4.7.2 Dual-Type Demand

To avoid repetition, we only provide the worst-case with northern coverage scenario%s) for the capacitated

and outsourced models. From theS; scenario ofMIP'C'ap and MIP!l . models, we can easily derive both
the worst-case ;) and northern coverage G;) scenarios for these two models. See Appendix A.2 for the
formulation of S; scenario ofMIP g, and MIP ¢, models. Also, the three scenarios for the uncapacitated

and distance-constrained models are very similar to those of the capacitated model.
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Figure 4.13: Four scenarios of models with dual-type demand.

Figure 4.13 shows the four scenarios of models with dual-type demand.

Worst-case with northern coverage of capacitated model: This scenario combines both the
worst-case and northern coverage scenarios.

min C (MIP ,,-S3)
s.t. 4:8a{4:8m
X
fiy; (1+ )objy (4.18a)
j2J X
dat g xp +dV g xfV  C i 21 (4.18b)
sza j23
y, 1 (4.18c)
j2JN
xiVoxg 2 RO 21523 (4.18d)
uf™ ;ufW 2 2% j2J (4.18e)
y; 210,19 j213d (4.18f)

Note that obj$' is the cost of opening bases found bWIIP'C'ap model. As discussed in Section 4.7, in
the worst-case with northern coverage scenario, Ornge must open at least one new base in major northern
cities. With the addition of constraint (4.18c), we ensure that at least one base is opened in the major
northern cities, which are Thunder Bay, Sioux Lookout and Timmins.

Worst-case with northern coverage of outsourced model: MIP . -Ss model is very similar to

MIP ,,-Ss model, with obji" representing the cost of opening bases found bylIP ,, model.
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min C (MIPl,, -S3)
s.t. 4:8b;4:8d
4:11a;4:11b
4:9a; 4:80{4:8m
X
fiy;  (1+ )objy (4.19)
i23 X
P Gxh AW T G B - P A+ Y Y i21  (4.19b)
ijJ i23
yy 1 (4.19c¢)
j2an
xiVoxg 2 R i21j 23 (4.19d)
R uFW 2 70 j23 (4.19)
y; 210; 19 ji23 (4.19f)
ziRW ;ziFW 2 70+ i21 (4.199)

4.8 Numerical Evaluation

In this section, we evaluate the performance of eight developed models with three di erent scenarios in
Sections 4.7.1 and 4.7.2. We assess the performance of these models through various evaluation metrics.
First, we examine solution quality in terms of optimality gaps (Section 4.8.1). Second, we present graphical
representations of base location decisions for di erent models (Section 4.8.2). Next, we compare how each
site is served by evaluating the traveled distance (Section 4.8.3). We then analyze the overall performance of
the models using total and maximum traveled distance across all sites (Section 4.8.4). Finally, we compare
the performance of the developed models against historical data to evaluate their e ectiveness in practice
(Section 4.8.5).

Recall that we are evaluating the performance of our models on two instances: the small instance with
size 15, and the large instance with size 436. Each of our instances includes information on the location
and demand of sites. We denote the set of sites of the smaller instance with, and the larger one with [ ,.

4.8.1 Solution Quality

As in Section 4.6.2, we use optimality gap to show the solution quality of each model, exce|d\‘/|IP!Jut and
MIP}l,., for which we use both optimality gap and fraction of outsourced patients. It should be noted
that we carefully selected the parameters in this extensive experiment (capacity and the maximum number
of possible base locations) to ensure that each model could nd a feasible solution (refer to Section 4.6.2
for more details). Speci cally, the models' capacity is set to 10000 (for the capacitated models), and the
maximum number of base locations () is set to 12 and 20 for the small and large instances, respectively.
Also, note that all models with 0:00 optimality gap proved optimality.

Single-type demand: As we can see in Table 4.9 and 4.10, all models under the four scenarios proved
optimality for the small instance. Although the MIP!,ut model proved optimality under Sy and S, with zero
outsourced patients, underS; and Ss, around half of the patients were outsourced.

We observe both similarities and di erences between the returned solutions of tthIIP'Cap and MIP |,
models for the small instance. UnderSy, the solutions are identical, with the same opened bases and
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identical assignments of sites to bases. Similarly, under théS; scenario, the solutions of theMIP ., and

MIP'Cap models have the same objective value. However, thBIIP |, model opens fewer bases thaMIP
and the assignment of sites to bases is quite dierent. The reason that bothMIP

|
cap

|
cap:

and MIP},, models

have the same objective value but di erent solutions is that, in the S; scenario, the objective function for
both models is to minimize the worst assignment cost, which yields the same optimal value in both models.
For the larger instance, neither the MIPLap nor MIP ;, models proved optimality under any scenario.

However, MIP'uncap proved optimality under the Sp and S, scenarios. Similar to the small instance MIP

proved optimality across all scenarios for the larger instance, with zero outsourced patients 15y and S;.
Given the complexity of the larger instance, it was expected to see that more restricted models, such as

MIP!

cap

and MIP {;, , would fail to prove optimality. However, since the outsourced model is more relaxed

than the others, we expected it could prove optimality more frequently, and in fact, it did so under all

scenarios.
Scenario So S S, S3
Size MIPlocap MIPL,  MIPGg [MIPloey, MIPL,  MIPL [ MIPLey  MIPL,  MIPGy [ MIPL  MIPL,  MIPG
15 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
436 0.00 2.04 4.05 32.34 37.67 38.44 0.00 1.30 5.20 34.98 38.44 44.29

Table 4.9: Optimality gap (%) of MIP{,,, MIP;, , and MIP ..., models under four di erent scenarios.

Scenario So ‘ S; ‘ S, ‘ S3
Size MIPL
15 0.00 (0) | 0.00 (0.46) | 0.00 (0) | 0.00 (0.447)
436 0.00 (0) | 0.00 (0.149) | 0.00 (0) | 0.00 (0.108)

Table 4.10: Optimality gap (%) and the fraction of total outsourced patients for
the fraction of total outsourced patients indicated in parentheses.

MIP L, under four di erent scenarios, with

Dual-type demand:  As shown in Table 4.11 and 4.12, similar to the experimental results for single-
type demand, all models for dual-type demand proved optimality under the four scenarios of the small
instance. Although the MIP'O'ut model proved optimality under Sy and S, with 25% outsourced patients for
the small instance, approximately 40% of the patients were outsourced unde®; and S;.

As with the experimental results for single-type demand, we observe many similarities between the re-
turned solutions of the MIP {,,, and MIP ,, models for the small instance. For example, underSo, the
solutions have the same opened bases but slightly di erent assignments of sites to bases and aircraft as-
signments to bases. Under theS; scenario, the solutions of theMIP ), and MIP'C'ap models have the same
objective value. However, theMIP,,, model opens fewer bases thaMIP ¢,,. Again, both models yield the
same objective value but di erent solutions because, in theS; scenario, they minimize the same objective,
resulting in an identical optimal value.

For the large instance, as expected, neither théMIP 'C'ap nor MIP ., models proved optimality under any

1

scenario. However,MIP ;..,, proved optimality under the So and S, scenarios. Unlike the experimental

1
out

the larger instance. This may be due to the increased complexity in the de nition of AALP }},, compared to
AALP|

out -

results of MIP'Out on the large instance,MIP ,,, failed to prove optimality across S; and S; scenarios for

Scenario So S, S, S3
Size MIPlcap  MIPL, MIPGy [MIPL s, MIPL, MIPGy [MIPL ., MIPL, MIPGy [MIPU ., MIPL, MIP gy
15 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
436 0.00 37.03 8.46 54.12 96.96  97.64| 0.00 36.71 7.89 42.16 95.72  98.18
Table 4.11: Optimality gap (%) of MIP f,, MIP i, , and MIP !}, .., models under four di erent scenarios.
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Scenario So \ S1 \ So \ S3
Size MIP Y,
15 0.00 (0.251) | 0.00 (0.393) | 0.00 (0.251) 0.00 (0.393)
436 0 (0.199) 47.69 (0.24) 0 (0.199) 44.45 (0.244)
Table 4.12: Optimality gap (%) and the fraction of total outsourced patients for MIP'O'ul under four di erent scenarios, with

the fraction indicated in parentheses.

4.8.2 Base Locations

In this comparison, our goal is to observe the geographic location of opened bases of each model against the
current site locations. Considering the high dependency of northern community members on air transporta-
tion, these visualizations can help us better understand how our solution impacts community members'
access to healthcare.

To identify the regions of the sites and ultimately opened bases, we identi ed the region (i.e., northern
vs. southern) of each sending facility based on its LHIN numbef LHIN numbers range from 1 to 14,
with numbers 1-12 corresponding to southern Ontario, and LHINs 13 and 14 referring to northeastern and
northwestern Ontario, respectively.

Based on the geographic locations of the sending facilities and their regions, we collected data on geo-
graphic points and city names for the northern and southern regions. To identify the region of each site,
if the site nhame matched one of the city names, we could easily determine its region. Otherwise, with
some tolerance, we compared the latitude and longitude of the sites with those of the sending facilities. We
started our analysis with a tolerance of 002 and increased it gradually until we could identify the region of
all the sites. Since the open bases are a subset of the sites, their regions can be directly determined from
their corresponding sites.

Given that the geographical locations of the open bases across di erent models did not vary signi cantly,
we focus on the capacitated models with single-type and dual-type demandvliP 'Cap and MIP 'C'ap, and present
their results under all scenarios. As we can see in Figure 4.14, the opened basedviP 'cap model under all
scenarios were relatively scattered over the province. In particular, under scenarioS, and S, the model
opened 17 bases with four of them being in the South but under scenarids; and S; the model opened 18
bases with three of them being in the South. Regarding the bases opened in major northern cities, while
MIPLap under scenarioS, opened bases in all three cities, undeBs, it opened bases in only two of them.

As shown in Figure 4.15, the base locations selected bMIP'C'ap were, like those ofMIP'Cap, relatively
scattered across the province in all scenarios. Speci cally, under scenarid and S,, the model opened
14 bases, including two in the South. In scenarios$S; and Ss, it opened 15 bases, with ve located in the
South. Regarding the major northern cities, under both S, and S3 scenarios,MIP'C'ap opened bases in two
of the speci ed cities.

Next, we compare the locations of the opened bases with the existing Ornge base locations under two
scenarios: Sp and S;. The MIP!:ap model opened 17 bases undeBy, ten of which were not among the
existing Ornge base locations. In contrast, underSs, 12 of the 18 opened bases did not align with existing
bases, including locations such ag\ngling Lake and Moose Factory. Similarly, many of the bases opened
under both scenarios of theMIP'c'ap model did not overlap with existing Ornge base locations. Speci cally,
under scenarioSy, MIP'C'ap opened 14 bases, eight of which were not among the current Ornge bases and
included locations such asvioose Factory and Big Trout Lake. Under scenarioSs, 12 of the 15 bases opened

SLHIN or Local Health Integration Networks were established in 2006 and were responsible for planning and funding local
healthcare services, such as hospitals and long-term care homes [191]. In 2021, LHINs were renamed Home and Community
Care Support Services (HCCSS); however, the services provided and the way they are accessed remained the same [192].
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by the model did not align with existing Ornge base locations, including sites such a®ikangikum and Sault
Ste. Marie.

An interesting observation from the geographical location of opened bases ikrIIP'cap model when tested
on the large instance is that, compared to the current Ornge base locations, many more bases are opened in
the North, even under the Sy scenario with the objective of minimizing total assignment cost. One possible
reason for opening many bases in the North could be the use of the same opening and operating costs for
both regions. However, higher energy and construction costs in the North [193] suggest that opening and
operating new bases in this region may also be more costly. In particular, construction costs in remote
communities are signi cantly higher, as materials must be delivered to the North from southern major
cities using winter roads or summer barges, which are often planned well in advance. Moreover, while the
average electricity cost in Ontario is 141¢/kWh [194], it is approximately eight times higher in remote
northern communities, reaching about 12040¢/kwh [195]. Thus, while our models suggest improved health
transportation performance can be achieved by opening more bases in the North, more detailed analysis is
needed to understand the detailed costs associated with the improved performance.

These visualizations are helpful in illustrating the geographic locations of the bases relative to the current
sites and existing Ornge bases. However, to compare the models' performance in terms of total traveled
distance and maximum traveled distance, we need to use metrics beyond geographic locations, which will
be discussed in the following sections.



CHAPTER 4. THE AIR AMBULANCE LOCATION PROBLEM 83

Figure 4.14: Visualization of base locations opened by theMIPLap model with single-type demand across
di erent scenarios. All sites are represented by blue circles, with their sizes proportional to site demand.
Opened bases are marked by red circles of uniform size. Existing Ornge base locations are indicated with
orange stars. In scenariosS, and Sz, which require at least one base to be opened in major northern cities,

those cities are highlighted with cyan stars.
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Figure 4.15: Visualization of base locations opened by theMIP'C'ap model with dual-type demand across

di erent scenarios. All sites are represented by blue circles, with their sizes proportional to site demand.
Opened bases are marked by red circles of uniform size. Existing Ornge base locations are indicated with
orange stars. In scenariosS, and Sz, which require at least one base to be opened in major northern cities,
those cities are highlighted with cyan stars.

4.8.3 Site-Level Service

One approach to comparing model performance is by analyzing how each site is served individually in the
solution of each model, referred to assite-level service Below, we describe in detail how each of these
performance metrics is calculated.

Let im;k denote the total traveled distance of sitei, as determined by modelm on instance k, that
is, the sum of the distances from the assigned base to the pickup location of all patients at site It is
calculated as:

K X K
MK = di diStij Xlr]n ; foralli2ly
j23
m;k
ij
large instance, andd; is the demand at sitei. We use

where x is the assignment decision returned by modei on instancek, which is either the small or the

im;k for eachi 2 1 ¢ (i.e., all sites in instancek) to
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compare the performance of the models, wherk refers to either the small or the large instance as de ned
earlier.

The traveled distance metric is compared only across models that produced a solution for each instance,
and, as previously discussed, all models with the selected parameters identi ed at least one feasible solution.

(@) The MIP ¢, model.

(b) The MIP{,, model.

Figure 4.16: Comparison of each site's traveled distance for modelS’IIP'Cap and MIP'C'ap (small instance)
under four scenarios. Bold site nhames indicate that a base on the same location is opened. Blue bars
represent sites located in the southern region, and orange bars represent those in the northern region.

As we compare the total traveled distance of each site in botH\/IIP'Cap—So and MIPL'ap—SO models, we
noticed that the total traveled distance of sites near Toronto, which are Pearson and Toronto Island, is
much smaller than Sioux Lookout In particular, the total traveled distance of both Pearson and Toronto
Island sites is under 70,000 km in thel\/IIP'Cap-So and MIP !:lap'SO models, but in Sioux Lookout this distance
exceeds B million km. The total traveled distance of these sites is shown in the rst subplot on the left
in Figures 4.16a and 4.16b. When comparing the demand (i.e., the number of patients at each site), we
observed that Sioux Lookout has a signi cantly higher demand, with around 12,000 patients. In contrast,
Pearson and Toronto Island have much lower demand, each having fewer than ;300 patients. This high
demand is particularly unexpected given the population di erence, with Sioux Lookout having around 5,800
residents compared to Toronto's estimated 303 million. However, the higher demand may re ect a greater
reliance of northern cities on aircraft, potentially due to a lack of or limited availability of land ambulances
and the long distances between patient pickup locations and hospitals.

We now compare the site-level service across di erent scenarios MIP 'Cap model in the small instance. In
Figure 4.16a if we compare the rst and second subplots from the left, we observe that the traveled distance
for the site Sioux Lookout decreases under theS; scenario, dropping from approximately 28 million km
in Sp to about 2:17 million km. However, some sites, such aJoronto Island, which had relatively small
traveled distances inSy (around 68,000 km), now experience signi cantly higher traveled distances under
S1, reaching approximately 11 million km. After investigating the assignment decisions ofMIP'Cap model

on the small instance, we found that underS;, the majority of demand of Toronto Island (80%) is assigned
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to a base inSudbury, whereas under scenaridy, all the demand is assigned tdPearson Given that in S,
we minimize the maximum assignment cost, sites that were not subject to the maximum cost unde$, may
now experience higher assignment costs unde3;, since assignments are optimized only for the worst-case
assignment cost. Moreover,MIP'cap—Sl model allocated the majority of demand from Sioux Lookout to the
base inKenora, whereas in MIPLap-So, most of the demand is assigned to its own base i®ioux Lookout
Note that the distance from Sioux Lookoutto Kenora (177 km) is smaller than the (average) distance from
Sioux Lookout to itself (202 km) - see Section 4.6.1.

Similarly in Figure 4.16b, based on the rst and second subplots from the left, we observe that in the
MIP::'ap model, the traveled distance for siteSioux Lookout decreases under thé&; scenario compared t0Sy,
while site Toronto Island, which previously had the small traveled distance of 6800 km, now underS; has
a much higher traveled distance of about 17 million km. As above, while under Sg, MIP'C'ap assigned all of
the RW and A demand of Toronto Island to Pearson under the S; scenario, it assigned approximately 82%
of A demand to Timmins, with the remainder allocated to Sudbury, and all of the RW demand to Ottawa.
In the case ofSioux Lookout MIP'C'ap-So more than 90% of A demand to its own base and around 70% of
RW demand to Kenora, WhereasMIP'c'ap—Sl reassigns allRW demand and more than 80% ofA demand to
Kenora.

Next, we compare the site-level service across di erent scenarios cl»ﬂIP'Cap and MIP'C'ap models in the
large instance. In Figure 4.17a, the rst and third subplots (from the left) show that MIP'Cap model under Sy
and S, exhibit a more uneven and variable travel distance distribution compared to the second and fourth
subplots (from the left), which correspond to scenariosS; and Sz indicating that the maximum distance
signi cantly decreased in scenariosS; and Sz, as expected.

In Figure 4.17b, however, the performance of theMIP ,, model was not as expected. Under theS;
and Sz scenarios, the model obtained a higher maximum traveled distance, despite these scenarios being

developed to reduce this distance. Due to the increased complexity d¥lIP ,,-S; compared to MIP ¢, -So,

ca|

the model is harder to solve. Therefore, theMIP'c'ap-Sl model with the objective of minimizing the vl\)/orst
assignment cost produces a higher maximum traveled distance than thMIP'C'ap-SO model which minimizes
the total assignment cost. The impact of this increased complexity is re ected in the optimality gap: the gap
for MIP'C'ap-Sl increases signi cantly compared toMIP'C'ap-SO, from 37% to approximately 97%. To improve
the performance ofMIP'c'ap-Sl we decided to warm-start this model using a feasible solution obtained by
MIP'C'ap-So. When we warm-started the MIP'C'ap model, the maximum distance decreased. More details are
provided in Appendix A.5.

Note that scenariosS; and Sz do not guarantee an improvement in the maximum assignment cost. With
the limited number of base options in the models, there are no possible bases that will reduce the maximum
assignment cost. However, when the number of opened bases is xed across scenarios, it can be shown
that the maximum distance of a model under scenariosS; or Sz, when solved optimally, cannot worsen;
otherwise, the de nition of optimality would be violated. See Figures A.1 and A.2 in Appendix A.3 for
more details.

To assess whether the use of thé&; and Sz scenarios reduces the maximum travel distance in other
models, we examine theMIP{)'ut model, given that Ornge's current operational practices already include
outsourcing. As shown in Figure 4.18, the maximum traveled distance decreases under both ti& and S3
scenarios. We also observed that most sites with a nonzero traveled distance are located in the northern
regions. In fact, out of 436 sites, only 67 have nonzero distances, and only seven of these are in the south
region. More detailed analysis shows that approximately 70% of northern sites and 99% of southern sites

were outsourced.
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(@) The MIP ¢, model.

b) The MIP!,, model.
p

Figure 4.17: Comparison of each site's traveled distance foMIP'cap and MIP'C'ap models (large instance)
under four scenarios. Blue bars represent sites located in the southern region, and orange bars represent
those in the northern region.

As discussed earlier, underS; scenario, some models (e.g.MIP'Cap) assign most of Toronto Island's
demand to outside bases such aSudbury Although the MIPLjist model assigns most of this site's demand
to a southern city like Ottawa, the distance from Toronto Island to Sudbury (350 km) is nearly the same
as to Ottawa (352 km). From a practical perspective, it is unrealistic to assign the demand of a site in
a populated city like Toronto to an outside base. To address the unrealistic assignments, we propose the
following three approaches. First, as suggested by Contreras et al. [196], the min-sum objective function
can be incorporated as a budget constraint in theMIP'Cap—Sl. For example, the following constraint can be
introduced:

X X X

fiy+ d  cxj B

j23 21 j2J
where B is de ned as a multiple of the objective value returned by the MIP'Cap-So model. In the current
formulation of MIP'Cap-Sl, Constraint (4.14a) restricts only the opening cost of new bases, but it does not
account for the total assignment cost of sites to bases. Second, using expert knowledge, we can identify a set
of potential bases for each site. In the model, we then introduce an additional set of constraints to ensure
that all demand from a site is assigned to the de ned potential bases. Third, we can add a set of constraints
to the model that enforce distance thresholds on sites assigned to bases and use expert knowledge to set
di erent thresholds for each base.
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Figure 4.18: Comparison of each site's traveled distance foMIP ), model (large instance) under four
scenarios. Blue bars represent sites located in the southern region, and orange bars represent those in the
northern region.

4.8.4 Overall Service

Another approach to comparing model performance is by evaluating the response performance across all
sites or at the worst-performing site (i.e., the one with the highest travel distance) using summation and
maximum metrics. We refer to this comparison method asoverall service

Let 2@ denote the total traveled distance across all sites fom model on instancek, de ned as:

X
total — mk .

k;m i
P2l g
Similarly, let 72X denote the maximum traveled distance among all sites fom model on instancek, de ned
as:
m = max M
! i2l

where k refers to either the small or the large instance, and g represents the set of sites in instancé.
Given that the total and maximum traveled distances across di erent models did not vary signi cantly,
and similar to Section 4.8.2, we focus on the capacitated models with single-type and dual-type demand,
MIP'Cap and MIP'C'ap, and present their results under all scenarios. Figures 4.19a and 4.19b compare the total
and maximum traveled distances of the two models across all scenarios in the small instance. Similarly,

Figure 4.20 presents the same comparison for the large instance.
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(@) The MIP ¢, model. (b) The MIP ¢, model.

Figure 4.19: Comparison of total and maximum traveled distance for modelsMIP ., and MIP i, (small

instance) under four scenarios.

(@) The MIP ¢, model. (b) The MIP ¢, model.

Figure 4.20: Comparison of total and maximum traveled distance forMIP{:ap and MIP'c'ap models (large

instance) under four scenarios.

As we can see in Figures 4.19a and 4.20MIP'Cap model on both the small and large instances behaves

as expected; the maximum distance of the model unde6; and Ss, illustrated by the second and fourth
orange bars from left, is the least. MoreoverJ\/IIP'Cap model under Sy and S, have the lowest total distance,
illustrated by the rst and third blue bars from left.

A similar pattern holds for the total distance of MIP'C'ap model when run on the small instance. However,
for the large instance as discussed in Section 4.8.3, the maximum distance IleIﬂP'C'ap under both S; and S
did not decrease. Although it is di cult to observe in the Figure 4.20b, the maximum distance of MIP'C'ap
under Sy is approximately 250,000 km, while it is slightly higher under S;, around 280000 km. When we

warm-started the MIP{:'ap model, the maximum distance decreased. We showed each site's traveled distance
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for the warm-started MIPL'ap—Sl in Figure A.5b provided in the appendix. We can see that after warm
starting MIP'C'ap-Sl the maximum travel distance is around 115000 km.

4.8.5 Comparison with Historical Data

We use historical patient transportation data to evaluate the e ectiveness of our solutions. In particular,

we use simulation to calculate the aircraft response distance for each patient, de ned as the distance an
aircraft would travel from its assigned base to reach each patient's pickup location. The total aircraft
response distance is the sum of these distances across all patients. We simulated the aircraft response
distance based on the returned solution OMIPLIap model under Sp scenario.

To have a meaningful comparison, we ensured that the returned solution has the same number of bases
as those currently used by Ornge. However, before selecting the parameter value for the maximum number
of bases, we further investigated the usage of the 15 bases currently operated by Ornge. Based on our
analysis, four of these bases were excluded. Two bases were used very rarely, with fewer than 30 uses over
the four-year period, while the other two were only active until August 2018. Therefore, we excluded these
four bases from the analysis and lItered the historical data to include only the remaining 11 bases. We
also ran the MIP'C'ap—SO model again with parameter =11 and the time limit of 1000s. For the numerical
evaluation of the MIP g,
However, for comparison with the historical data, we removed all trips associated with any of the four
excluded bases, ensuring consistency. The following are the steps we took in our simulation.

First, for each month of the study period from January 2017 to July 2021, we select all calls and identify
the closest site for each call to serve as its source location. Then, using the solution returned by the model,
we considered the site-to-base assignment fractions, which are the returned values of tievariable ranging
from 0 to 1, as probabilities. Using these probabilities, we assigned each call to one of the bases with the
roulette wheel selection method, a technique frequently used in genetic algorithms [197, p. 63]. For every
call, this assignment step is repeated 30 times, and the travel distance between the call's pickup location and
the assigned base is calculated in each repetition. The average of these simulated distances is then taken
as the representative distance for that call, and this procedure is applied to all calls in the selected month
and then repeated for every month of the study period. With this simulation, we can directly compare
the historical aircraft distance traveled to reach each patient with the returned solution of the optimization
model.

model, we used the same problem instances to avoid underestimating site demand.
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(a) Total aircraft response distance.

(b) Total aircraft response distance separated by the region.

Figure 4.21: Comparison of total aircraft response distances by month in 2018: historical data versus
simulated distances generated from the solution of theVIP L'ap model (30 simulations). Orange bars represent
historical total aircraft response distance for each month, with dark orange indicating the distance traveled
to reach northern patients and light orange indicating the distance traveled to reach southern patients. Blue
bars represent simulated total aircraft response distance, with dark blue indicating the distance traveled to
reach northern patients and light blue indicating the distance traveled to reach southern patients.

We report the simulation results for all four years in Appendix A.6. Since the results exhibit similar
behavior across all years, we focus here on 2018 for a more detailed analysis. Figure 4.21 presents the
total aircraft response distance of reaching all patients for each month of 2018. Figure 4.21a compares the
historical distances with the simulated values obtained from the solution of theMIP{:'ap model on the large
instance, and Figure 4.21b further disaggregates these distances by region.

As we can see, for all months of 2018, the model has signi cantly reduced the total aircraft response
distance, particularly to reach northern patients. We selected a particular month, July 2018, for a more
detailed analysis. Figure 4.22 compares the historical total aircraft response distance in July 2018 against
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the simulated distances.

As shown in Figure 4.22, the solution returned by the model results in a greater number of short-distance
aircraft responses compared with the historical data. Based on the model, the aircraft response distance is
below 50 km for around 520 patients, compared with about 220 patients in the historical data. A similar
pattern is observed across the other months of 2018. In these short-distance aircraft responses, patients'
pickup locations often correspond to cities where the model opens bases. Based on our analysis63%o of
calls in July 2018 have a base opened by the model at the exact location as their pickup locations, while
only 11:5% of them are at the location of Ornge's existing bases.

Based on the simulation results of the year 2018, the top four bases that received the highest number
of calls, ranging from 1320 to 2055, are located inThunder Bay, Toronto, Sioux Lookout and Kenora.
Currently, Ornge operates bases in all of these cities. The top three bases selected by thP'C'ap model,
but not currently operated by Ornge, are located in Poplar Hill, Fort Albany, and Angling Lake. Each of
the three bases is located in northern Canada and, according to our simulation results, served over090
patients in four years. Our further analysis indicates that while the historical average aircraft response
distance to reach patients from these three cities was around 415 km, the simulated average distance is
approximately 1:58 km. Therefore, we achieved a 98% reduction in aircraft response distance to reach
patients from Poplar Hill, Fort Albany, and Angling Lake. For all patients that were serviced in 2018, the
overall decrease in average response distance is around &8%.

Figure 4.22: Comparison of aircraft response distances in July 2018: historical data versus simulated

distances generated from thel\/IIP'c'ap model's solution on the large instance (30 simulations).

Statistic model historical

Mean 90.75 242.86
Standard Deviation 79.52 201.29
Minimum 0.00 0.00
25" Percentile 14.87 88.35
Median 87.09 210.01
75" Percentile 142.94 344.43
Maximum 363.43 1137.47

Table 4.13: Comparison of statistical summaries between model MIP'C'ap and historical aircraft response distance in one month
(July 2018).

Table 4.13 presents a statistical comparison of thel\/IIP!:'ap

response distance in July 2018. Compared with historical records, modeN/IIP'C'ap consistently reduces
aircraft response distance, with lower values across all statistics, including the mean, median, and upper

returned solution with historical aircraft
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percentiles. In particular, MIP'C'ap reduced the mean aircraft response distance by 63%, and the maximum
response distance in July 2018 by 68%. For northern patients, thel\/IIP'C'ap model reduced the aircraft
response distance, with reductions of 69% in the mean and 66% in the maximum.

According to our more extensive analysis, opening the bases selected by our model can reduce the
average aircraft response distance to reach all patients by 63% to 73% over the 2017-2020 period. For
northern patients, the reduction is even greater, ranging from 67% to 76%.

One possible reason for the signi cant improvement of modeMIP'c'ap over historical results is that the
model utilizes all open bases more evenly compared to Ornge, as shown in Figure 4.23. Each bar in Figure
4.23a represents base utilization in July 2018 according to the historical data and the simulated results,
and each bar in Figure 4.23b shows utilization over four years. Base utilization is de ned as the number of
times each base is used to service patients. As we can see in Figure 4.23a, base utilization in the historical
data ranges from 34 to 330. In contrast, the simulated results based on thhv/IIP'c'ap model's solution for the
large instance exhibit a smaller range, from 62 to 212. In 2018, base utilization in the historical data ranges
from 400 to 4,000, whereas the simulated results show a smaller range of 700 tg0R0, as shown in Figure

4.23b.

(a) Base utilization in one month (July 2018).

(b) Base utilization in one year (2018).

Figure 4.23: Comparison of base utilization between historical data and simulated results in one month
(July 2018) and in one year (2018). Orange bars correspond to utilization derived from historical patient
transportation data, and blue bars indicate utilization based on the simulated data.
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4.9 Discussion
The main contributions of this work are as follows:

1. We proposed several problem de nitions at varying levels of abstraction and detail, each including
di erent variations to better re ect the real-world complexities faced by decision-makers.

2. We developed eight di erent optimization models that are computationally e cient and easily adapt-
able to future changes.

3. These models are evaluated across multiple realistic scenarios using real patient transportation data
provided by Ornge.

4. We provided a detailed description for aggregating large-scale data for use in mathematical models.

Our ndings indicate that some of the simpler models under less constrained scenarios were easier to solve
and reached optimality within the given time limit. In contrast, the more detailed models under complex
scenarios were computationally harder and yielded solutions with an optimality gap of approximately 50%.
However, we believe that each model, along with its associated scenario, can be valuable under specic
circumstances. For instance, when a quick solution is needed, it may be reasonable to use the uncapacitated
model with single-type demand under scenarid, or S,, even if the result is less realistic. When accuracy is
a higher priority and time is less of a constraint, distance-constrained models with dual-type demand under
Sz 0 er more precise results.

Although the scenarios were designed to reduce disparities among di erent sites, not all models showed
reductions in disparities. For instance, the uncapacitated models under theS; and S3 scenarios did not
reduce the maximum traveled distance when tested on the smaller instance. Howeve8; and Sz reduced
the maximum distance of other models across both instances. Even for the uncapacitated models, these
scenarios resulted in improvements when applied to the larger instance of size 436.

It should be noted that as modelers, we did not intend to report which solution was better; instead,
we aim to provide useful information to policymakers so that they can better decide which model provided
the better solution. For example, one might argue that having a balanced number of bases in the North
and South is better, while others might argue that having more bases in harder-to-reach regions with a
higher dependency on air transportation is preferable. However, the results of this study should not be used
in isolation by policymakers, but rather in active collaboration with community and regional Indigenous
leadership who are directly a ected by these decisions.

Like any research, this study has potential limitations that should be acknowledged and can be used
as future research opportunities. First, we considered di erent problem de nitions, with AALP ), incor-
porating some real-world details; however, additional information such as the type of calls (i.e., scene or
interfacility) and the critical care level of patients could have been considered to enhance its realism. In
practice, Ornge uses this information to establish an asset preference order, which prioritizes the assignment
of patients to available aircraft. Future research could expand on this study by incorporating more detailed
information about patient urgency levels or the type of each request.

Second, we assumed constant fuel cost and aircraft speed when calculating travel costs in the objective
function. However, in the MIP models for AALP" | di erent speeds or fuel costs could be applied based
on the type of aircraft. Another possible extension is to consider di erent opening and operating costs for
bases in the North and South in the objective function. Moreover, base capacity could be modeled more
realistically as a function of the number of aircraft and ight crews available at each base, rather than using
a xed capacity estimated from historical data.
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Third, in the MIP'O'ut model, we did not consider any limitations on outsourcing patients. In practice,
only a limited number of standing-agreement xed-wing aircraft are available, and these aircraft operate
from the same bases as Ornge. An additional integer variable representing the number &A-FW aircraft
assigned to each base, together with a parameter c&) W representing the maximum number of patients
that can be served by eachSA-FW aircraft, could be incorporated into the model.

Finally, motivated by recent work in the OR literature on equity-based models [181, 198], it would
be valuable to explore additional fairness metrics, such as theelative range, an inequality metric that
measures the di erence between the maximum and minimum utilities of individuals, divided by the average
utility [199]. This nonlinear metric can be linearized using Charnes-Cooper transformation [200]. We have
already incorporated the maximin fairness metric through our worst-case scenario. It would be interesting
to examine how the performance of the developed models varies under the new scenario that considers this
additional fairness metric.

4.10 Practical Implications

To reduce travel distances to northern patients, who have limited access to healthcare and rely heavily
on air transportation, we recommend that Ornge position bases in at least one of the following locations:
Poplar Hill, Fort Albany, and Angling Lake. Each of the three bases is located in northern Ontario and, in
our simulation results, each of them served over 800 patients in 2018 oplar Hill serves the highest number
of patients, 1,121, a value very similar to that of the existing Ornge bases inTimmins, which served 1122
patients in 2018.

Each of the three communities has airports that support both rotary-wing and xed-wing aircraft. For
example, Fort Albany Airport has a runway of approximately 3 ;600 feet (around 1.1 km)/ which is adequate
for Pilatus PC-12 xed-wing aircraft used by Ornge.® However, these airports primarily function as landing
sites rather than permanent bases to store and maintain aircraft. Analysis of historical data indicates that
the majority of patients in Poplar Hill are reached by xed-wing aircraft dispatched from Sioux Lookout

The development of airports in these three communities as Ornge bases requires signi cant infrastruc-
ture investments. This includes paving and extending the existing gravel runway to enhance all-weather
operational reliability, constructing an aircraft hangar suitable for xed-wing and rotary aircraft, installing
fuel services, developing crew accommodations and providing medical storage services.

Such large-scale development would require nancial support from the Government of Ontario. With
these investments, Poplar Hill could be used as a permanent Ornge base, enhancing response times and
improving access to critical care services not only for its approximately 660 residents [201] but also for
neighboring remote communities. According to the simulated results, all demand from the communitie€at
Lake, Deer Lake Keewaywin North Spirit Lake, Pikangikum, Red Lake and Sandy Lakeis serviced by the
Poplar Hill base.

4.11 Conclusion

This project investigated the air ambulance location problem, a real-world challenge faced by Ontario's air
ambulance corporation. Given the complexity of the problem and the lack of a clear problem de nition, we
decided to provide several problem de nitions and provide an MIP model to solve each of them. In particular,
based on the varying demand types at each site, two problem de nitions are explored: AALP with single-

7 https://skyvector.com/airport/CY FA/Fort-Albany-Airport
8https://www.ornge.ca/about-us/our- eet
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type demand (AALP') and AALP with dual-type demand ( AALP'""). For each of these problem de nitions,
four variations are considered: uncapacitated, capacitated, distance-constrained, and outsourced.

Eight di erent models were developed, tested using real patient transportation data, and analyzed. The
simplest model is easiest to solve but simpli es many real-world details. In contrast, the most complex
model captures those details, but is harder to solve. Each model has value depending on the circumstances;
simpler models are suitable for quick solutions, whereas more complex models provide greater accuracy
when time allows. The MIP model for the uncapacitated variation with single-type and dual-type demand
proved optimality within the ten-minute time limit. In contrast, the distance-constrained variation of
dual-type demand had the worst optimality gap. Therefore, we recommend that Ornge use each model at
the appropriate level of complexity. The uncapacitated single-type MIP model is useful for strategic-level
decision making by identifying the best base locations when capacity is not a limiting factor, while the
distance-constrained dual-type model is more appropriate for detailed operational planning.

We also evaluated each model under three di erent scenarios, each designed to reduce disparities in
healthcare access across various regions of Ontario. Our results show that two of our scenarios (iwgrst-
case and worst-case with northern coverage reduced the maximum distance of most of the models for both
instances.



Chapter 5

Food Insecurity

In the third project, we focus on an important community-level issue in northern Canada: food insecurity.
Compared to our previous projects, this problem is harder to de ne due to the complexity that arises
from the interplay among traditional and market food, government programs, economics, and local cultural
practices. The lack of quanti cation and data means that we are currently not able to address this problem
with quantitative techniques. Rather, we use a qualitative method to understand the underlying causes
and e ects of food insecurity as conceptualized in the academic literature. As discussed in Section 2.5.1,
a solution to a research problem can sometimes take the form of a deeper understanding of the problem
under consideration.

Contributions to co-authored work. The abstract of this work was presented at thelnternational
System Dynamics Conferencein 2023. Co-authors Tracey Galloway and J. Christopher Beck supervised
this work.

5.1 Introduction

Food insecurity is a crucial public health issue in Canada, associated with a range of health issues from
diabetes and heart disease to depression [7]. It is particularly prevalent among many Indigenous people
living in 124 remote northern communities that lack year-round surface access (road, rail, or marine) to
southern supply hubs [17, 18] and therefore rely on air transport for their essential goods and services for
most of the year [21, 22]. Despite the severity of food insecurity in these communities [17] and the presence
of multiple local, provincial, and national stakeholders, to the best of our knowledge, no study has used
system dynamics, an approach specically designed to analyze such complex interactions, to study this
problem.

In 2011, the Government of Canada instituted the Nutrition North Canada (NNC) program as a replace-
ment for the Food Mail freight subsidy program, in place since the 1960s [202]. The goal of NNC is to make
nutritious food and other essential items more a ordable for people living in remote northern communities
through food subsidies to retailers, grants to support harvesters and community food programs, nutrition
education initiatives, and food security research grants: However, the e ectiveness of the program has
been called into question [203], and food insecurity in Nunavut, for example, has even worsened since the
implementation [204].

Given the large number of government sectors, businesses, charities, and community participants involved
in the northern food system as well as the geographic and transportation realities of northern Canada,

Lhttps://www.nutritionnorthcanada.gc.ca/eng/1415538638170/1415538670874
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adopting a systemic perspective is needed for understanding food insecurity in this region. Qualitative
System Dynamics (QSD) is a methodology that views a system as complex interactions among variables
where the behavior of the system is determined by feedback loops [9]. In this work, we investigate the use
of QSD to understand the literature on food insecurity in northern Canada and potentially as a tool to
identify leverage points that policymakers can use to reduce food insecurity.

This research contributes to the food insecurity literature in northern Canada by introducing system
dynamics as a methodology and organizational framework to represent and reason about the problem.
We contribute to the development of the relatively recent document model building technique, which uses
written documents as the main source of system dynamics modeling [205], by combining a scoping review
and grounded theory with QSD.

Our QSD model is derived only from existing literature identi ed through a scoping review, followed by
a rigorous coding process. Using grounded theory [206], we extracted codes from the data without relying
on prede ned assumptions. An alternative way of combining literature reviews with QSD involves the use
of such assumptions during the coding phase or in the development of the model. For example, Sharma et
al. [207] and Sawyer et al. [208] used a set of prede ned variables employed by an external framework such
as social determinants of healtR to create their QSD model derived from a systematic literature review.

5.2 Background

5.2.1 Food Insecurity

The World Food Summit of 1996 stated that \food security exists when all people, at all times, have physical
and economic access to su cient, safe and nutritious food to meet their dietary needs and food preferences
for an active and healthy life" [209]. As evident from the de nition, food security has four dimensions:
availability, accessibility, utilization, and stability. Although all these dimensions are necessary to ensure
food security, the biggest food security problem is the lack of economic access, that is de ned as situations
where people are dealing with hunger in their daily lives because they cannot a ord to buy food [210]. Food
insecurity (i.e., lack of food security) is consistently associated with chronic conditions such as infections
and mental health disorders [211, 212]. Since 2015, the global challenge of food insecurity has escalated
signi cantly, driven by a combination of factors such as the COVID-19 pandemic, military and civil con icts,
climate change, and growing economic inequalities [213]. The United Nations has identi ed food insecurity
as the second United Nations Sustainability Development Goal (SDG) and aims to end hunger in the world
by 2030 [213].

Despite being an economically developed country, Canada continues to face food insecurity as a serious
public health issue [212]. In 2024, among the ten provinces of Canada, Z846 of individuals lived in food-
insecure households, which is a signi cant increase from 22% in 2023 [214, 215, 216]. The issue is further
exacerbated in northern Canada, where rates are substantially higher, reaching 58% in Nunavut and
34:2% in the Northwest Territories in 2024 [215]. One of the major contributors to food insecurity in this
region is high food prices [17], due to the limited transportation infrastructure, and inadequate storage
facilities [217]. Air transportation plays a critical role in the continuous resupply of groceries, especially
for perishable items such as produce, meats, and dairy. It is estimated that the cost of shipping freight
to northern communities is 30% higher than for equivalent distances in the South. Factors contributing to
this signi cant di erence include the elevated expenses associated with sta ng, fuel, and maintenance of
airport infrastructure [193].

2 https://www.who.int/health-topics/social-determinants-of-health
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5.2.2 Food Systems

Food systems result from continuous interactions between natural conditions and human activities, in u-
encing how food is produced, processed, distributed, and consumed, and range from simple subsistence
farming systems to complex global networks reliant on retail food markets [218]. Urban food systems en-
compass the production, processing, distribution, and sale of food within cities. Such systems may range
from the production of food items on urban farms and agricultural activities in the nearby countryside to
the industrial processing and packaging of food products that perhaps originate from regions thousands of
kilometers away. Urban systems are characterized by their reliance on a mix of locally and globally sourced
food products [219], and depend on natural resources for their existence. With growing food demand and
climate change, urban food systems are at risk [220]. Therefore, sustainable food systems that meet cur-
rent food demand while maintaining a healthy ecosystem are desirable [221]. Vulnerable food systems, in
contrast, can fail to deliver food security when they experience an overwhelming shock [222]. For example,
the COVID-19 pandemic disrupted many local food systems, causing adverse impacts such as disruption of
the food supply chain and increased risk to food safety [223].

Indigenous food systems integrate traditional harvesting practices with modern retail. Speci cally, these
systems encompass both the practice of harvesting food, such as hunting wild animals, gathering berries,
and farming, as well as purchasing food from retail stores. The food obtained through harvesting is known as
traditional or country food, whereas the food bought from stores is referred to as market food. An additional
key characteristic of Indigenous food systems is the widespread cultural practice of sharing traditional foods
among family members and friends [224]. External shocks to Indigenous food systems can impact the
balance between traditional and market food. During times of environmental stress, the Indigenous food
system primarily consists of market food, but conversely, during times of economic stress, traditional food
has formed a larger part of it. The interactions between traditional and market food are complex, and the
resilience of the food system varies depending on the economic and environmental stress of each community
and region [225].

5.2.3 Remote Communities of Northern Canada

As discussed earlier in Section 2.1, northern Canada di ers signi cantly from southern parts of Canada due
to various geographical, historical, and demographic factors. This chapter focuses on remote communities
in the region, speci cally those eligible for the NNC food program, as we aim to better understand food
insecurity in northern Canada.

There are 124 communities eligible for the NNC food program in Quebec, Ontario, Nunavut, New-
foundland and Labrador, Saskatchewan, Alberta, Manitoba, Yukon, and Northwest Territories. Based on
the community pro les outlined on the Government of Canada website, 59 of these communities are First
Nations, 50 are Inuit, and 15 are non-Indigenous [20]. We adopt the community classi cations de ned by
the Government of Canada, but they re ect only predominant population groups, not full community diver-
sity. Given that 109 of the 124 NNC-eligible communities (879%) have populations that are predominantly
Indigenous, we expect that characteristics unique to the culture and history of Indigenous peoples will play
an important role in the food systems of these communities.

5.2.4 Methodologies

In this study, we combine methodologies from social sciences and engineering. We provide the background
on each of them here.
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5.2.4.1 Scoping Reviews

A scoping review is a systematic methodology for literature review designed to enhance the understanding
of a particular area of scienti c literature without assuming a predetermined perspective or critiquing the
published articles [226]. A ve-stage methodological framework of the scoping review was set out by Arksey
and O'Malley: identifying the research question, identifying relevant studies, selecting relevant studies,
charting the data, and reporting the results [8]. Methodological enhancements were proposed by Colquhoun
et al., emphasizing the need to enhance transparency in reporting by using an adaptation of the Preferred
Reporting Items for Systematic Reviews and Meta-Analyses (PRISMA) guidelines [227]. Building on the
previously established framework, Khalil et al. o ered more detailed guidelines for each stage of the scoping
review process, providing a more precise direction for researchers [228].

Scoping reviews have been used extensively across di erent social science elds such as public health
[229], medicine [230], and psychology [231] to broadly explore the literature and identify common themes.
Researchers use scoping reviews when they have a broad question in terms of population, concept, and
context [8]. For example, Malli et al. used a scoping review to identify and situate the available literature
regarding the transformation of Indigenous food systems in Canada and the United States, and their results
revealed the impacts of colonization as the central theme across the included studies [232].

5.2.4.2 Caoding

Grounded theory is \a method of conducting qualitative research that focuses on creating conceptual frame-
works or theories through building inductive analysis from data" [206, p. 187]. Social scientists use grounded
theory to gain a deeper understanding of their primary data (e.g., interviews) or secondary data (e.g.,
archival records) through multiple rounds of coding [233]. The goal of grounded theory is generating a new
theory rather than testing an existing one [234].

A key component of grounded theory is the coding process, in which researchers label di erent data
segments in order to categorize and thematically analyze them [206, 235]. In qualitative research, a code
refers to a word or short phrase that summarizes textual or visual data. Depending on the researcher's
analytical perspective, di erent codes might be assigned to the same data [236]. Coding has been extensively
utilized across various academic disciplines, including management [237], information systems [238], and
psychology [239]. Beyond its traditional use of interpretation of textual data [235], its application has been
extended as a way to organize literature reviews, as evidenced by recent studies [207, 240].

There is a systematic process of coding using grounded theory, starting wittopen coding (or initial
coding) where the qualitative data are categorized into discrete words, phrases, or paragraphs. Following
this initial step, axial coding is employed. Axial coding is the process of grouping initial codes together to
reassemble data that was split in the earlier stages of the process [236].

In the system dynamics literature, several studies have detailed the methodology of employing coding
techniques to extract causal relationships from textual data. Kim and Andersen [241] proposed a framework,
in uenced by grounded theory, for the systematic coding of qualitative textual data. This approach em-
phasizes identifying variables and causal relationships before developing a generalized model. Subsequently,
Eker and Zimmermann [242] simpli ed the framework by developing a generalized causal model without
recording individual relationships to reduce the overall labor e ort. Given the rigorous e ort and detailed
steps of Kim and Andersen's [241] approach, we chose their framework for our study. Both these frameworks
have gained recent popularity in extracting causal relationships from interview texts (e.g., [243, 244]); how-
ever, to our knowledge, these frameworks have not been employed in creating a qualitative system dynamics
model using text gathered from a scoping review.
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5.2.4.3 System Dynamics

Systems thinking is an approach to understanding phenomena as a complex interaction of components,
and System Dynamics (SD) is a tool employed within systems thinking to enhance our understanding of
such complex phenomena. In a model representing the system, components are shown as variables, and
their interactions are illustrated through relationships [9]. SD was developed by Jay Wright Forrester, an
electrical engineer and a pioneer in operations research [245]. He explored the possibility of integrating
digital computation and control theory into management by designing the rst dynamic model for business
forecasting at General Electric Corporation to help managers understand the reason for the large uctuations
in production, inventories, employment, and pro t [246].

Today, SD is widely used in elds such as economics [247], environmental management [248], and public
policy [249] to model and reason about complex systems. It has been used to understand di erent social
problems in underprivileged communities [250, 251, 252]. For example, using a group model-building work-
shop, a form of participatory method to include diverse community perspectives, Swierad et al. developed
a system-level model of childhood obesity among the Chinese-American population living in Manhattan's
Chinatown [252]. Using the same method, Mui et al. [250] studied neighborhood-level factors that impact
the availability of healthy foods for the low-income population living in Baltimore. Similarly, Keane et al.
[253] used a group model building workshop to evaluate a community health program designed to prevent
childhood obesity in Cuba, a rural New Mexico community composed of Hispanic, Indigenous peoples of
the United States, and non-Hispanic White residents.

System dynamics is a exible method that can be adapted to community preferences and culture. Hager
et al. applied systems thinking to assist smallholder farmers in Zambia in comprehending the complex and
dynamic nature of food and farming systems, utilizing physical objects like seeds, fertilizer, and coins to
establish a consensus on the meaning of variables [251]. Additionally, there is some evidence that system
dynamics is aligned with Indigenous peoples' worldview: in a study conducted in New Zealand, McKelvie-
Sebileau et al. showed how systems thinking aligns with Maori philosophy, which emphasizes holism and
connection [254]. Given the complexity of food systems, in general, and of northern food systems in
particular, we hypothesize that the application of system dynamics may further our understanding of food
insecurity in northern Canada.

One model that is commonly used in system dynamics is a causal loop diagram (CLD), a conceptual
model consisting of variables related by directed links that represent causal relationships. Each link is
assigned a polarity. A positive link from a causal variable A to an e ect variable B means that if A
increases, then B increases more than it would have otherwise, and if A decreases, then B decreases more
than it would have otherwise. Similarly, a negative link re ects the opposite relationship: higher A causes
a lower B and a lower A causes a higher B. In CLD models, it is common to observe cycles: a sequence of
links that start from and return to a given variable. Rather than being a paradox (i.e., a variable causes
and e ects itself), such cycles model feedback loops that are key to the dynamic behavior of a system.
Determining a loop's polarity involves observing how a change in a variable moves through the loop: a
positive or reinforcing loop is indicated if the feedback strengthens the change. In contrast, a negative or
balancing loop is marked by feedback that diminishes the change and acts as a stabilizing factor in system
behavior. A key tenet of SD is that complex system behavior arises from the interactions among positive
and negative loops [9].

A simple example of the CLD model of the population is shown in Figure 5.1 [9]. If the birth rate
increases, the population will increase above what it would have been; increasing the birth rate as the
number of people who can give birth increases, resulting in the reinforcing loop shown by blue. Similarly, if
the death rate increases, the population will decrease below what it would have been, which in turn decreases
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the death rate as the number of people who are expected to die decreases, resulting in the balancing loop
shown in purple. These two loops together will determine the trend of population. For example, exponential
population growth will occur when the birth rate exceeds the death rate [9].

The system dynamics modeling process uses qualitative data as a main source of information [255], and
several well-known qualitative research approaches can be used for data-gathering. For example, interviews
can be used to understand how the dynamic system works and nd patterns in the system. Also, the
modeler can validate the developed CLD model by asking the respondents if the relationships described by
the model are accurate [256].

Figure 5.1: Example of causal loop diagram [9].

5.3 Methods

To better understand food insecurity in remote northern communities of Canada, we developed a qualitative
system dynamics model informed by a scoping review. The variables and causal relationships in the model
were derived from selected primary research studies, all focusing on food insecurity in this region. Our
method consists of two main steps: conducting the scoping review and building the model. Each step is
detailed in the sections that follow.

5.3.1 Conducting a Scoping Review

Our study addresses the following research question: \What is known from the existing literature about
food insecurity in remote northern communities of Canada since 2011, when the government of Canada
implemented the NNC food program?" To answer this question, we conducted a formal scoping review
using Covidence Softwarée’ to facilitate our review process and enhance the organization of the selected
papers.

We followed PRISMA guidelines for scoping reviews, shown in Figure 5.2, to ensure a rigorous and
reproducible review process. Typically, relevant studies are identi ed by searching databases or using other
methods like hand-searching references. Subsequently, the identi ed articles are screened to select only
those studies that address the research question through sitle and abstract review and a full text review.
After Itering out irrelevant studies, a comprehensive literature analysis is done on the remaining articles.

In the following, we explain the steps taken in the scoping review process, from the initial literature
search to the selection of relevant studies. Each step is thoroughly detailed, providing a comprehensive
overview of how we conducted the scoping review and ensuring that the process can be replicated for future
studies.

1. Preliminary search : Before conducting the search of the literature, we did a preliminary search to
identify any similar scoping reviews. Based on a search of Trip-pro, MEDLINE, PubMed, Geobase,

Shttps://www.covidence.org/
4https://www.prisma-statement.org/Extensions/ScopingReviews
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Figure 5.2: PRISMA diagram for the scoping review of peer-reviewed literature on food insecurity of remote
northern communities of Canada (adapted from Page et al. [258]).

Scopus, and Web of Science, we found one related scoping review by Kenny et al. [257], that examined
food insecurity among Indigenous peoples in high-income countries.While relevant to our aims, the
study focused only on the retail sector, while our interest is in the broader food system, including
traditional food harvesting, community interventions, and government programs.

2. Actual search : With the help of a research librarian,® we identi ed 534 unique articles through
a structured search of Ovid MEDLINE and Scopus databases with search terms including \food
insecurity, remote communities, northern, and Canada." Appendix B.1 contains the complete search
query. The detailed steps of the search are shown in boxes 1 and 2 of the ow diagram in Figure 5.2.
During our review, we noted signi cant di erences in the search strategies of MEDLINE and Scopus
databases. This discrepancy led us to adjust our search queries for Scopus, as detailed in Table B.5
in Appendix B.7.

3. Title and abstract review : We ltered the 534 articles using title and abstract review to identify
relevant records. To be included at this step, the titles or abstracts needed to reference food insecurity
or related terms such as food access, traditional food, or market food. Further, the studied population
must be within Canada. As shown in boxes 3 and 4 of the ow diagram, this process excluded 433
articles, resulting in 101 articles.

4. Full-text review : Articles were then assessed for eligibility against our detailed inclusion criteria by
reviewing their full text. The included articles were primary research studies on food insecurity in
remote northern communities of Canada, published between January 2011 and April 2022, with data
collected after January 2011 and written in English. We selected the time period from 2011 onward
due to the implementation of a signi cant food security policy, i.e., NNC, at that time. Out of 101
articles, 25 met these criteria. Boxes 5 to 8 in Figure 5.2 show the detailed process of this step. Note

5Such as Australia, United States, Canada, and New Zealand.
6Ms. Joanna Szurmak, librarian in the University of Toronto at Mississauga Library.
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that the six speci ed reasons for exclusion in box 8 are as follows: 1) study data collection was before
2011, 2) not related to food insecurity, 3) the population is not located in a remote community as
de ned by NNC, 4) not primary research, 5) outside of Canada, and 6) not in English. Note that
by \not related to food insecurity," we refer to studies that do not investigate the causes of food
insecurity or its e ects on the lives of community members.

5. Hand-searching references : Based on the review of references of the included articles, two ad-
ditional eligible articles were identi ed, yielding a total of 27 articles. Boxes 9 to 16 in Figure 5.2,
provide an overview of the detailed steps in hand-searching. The 27 selected papers are listed in Table
B.3 in the Appendix.

5.3.2 Building a Causal Loop Diagram

We used the papers identi ed in the scoping review to develop a causal loop diagram model. Table 5.1
outlines the steps of our coding process, including identifying causality paragraphs, variables, and relation-
ships, as well as the inputs and outputs of each step. As discussed in Section 5.2.4.2, we adapted the coding
process of Kim and Andersen [241].

Table 5.1: Summary of coding process.

Description of the Process  Main Tool Input Output
Identifying causality . Results section of Relevant data segments
Open coding .
paragraphs each paper (Causality paragraphs)
Identifying variables and Open coding; . Coding charts (e.g.,
their causal relationships causal link Causality paragraphs Table 5.2)
Filtering relationships Manual ) Relationships Relevant relationships
intervention
Categorizing variables . . . . . . Categorized relationships;
and relationships Axial coding Variables; relationships categories (e.g., Table 5.4)
Creating the model Causal links Categonzed relationships; Causal_loop diagram;
categories (e.g., Figure 5.3)
Linking to the data Original data; Coding charts;
: Reference table
source ID numbers Causal loop diagram
Identifying causality paragraphs : Using grounded theory and open coding (see Section 5.2.4.2), we

examined causality paragraphs in the Results section of the 27 papers: paragraphs that discuss the causes
or e ects of food insecurity.

Identifying variables and relationships . Each causality paragraph was examined to extract causal-
ity relationships using open coding. Two main questions were asked in this process: 1) to identify variables,
we asked whether it is claimed that variable A is causing variable B, and 2) to identify the sign of the rela-
tionship, we asked if the text stated that an increase in the value of A resulted in an increase or a decrease
in the value of B [259]. Following these two steps, we found 504 variables and 392 relationships. See Table
5.2 for an example of a causality paragraph and two extracted causality relationships. To represent positive
and negative links between variables A and B, we use A » B and A -> B, respectively.
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Table 5.2: Example of causality paragraph and extracted causality relationships.

Text from Panikkar and Lemmond [36] Relationships

Relatedly, the overall health bene ts of country food, both

in terms of mental and physical health, were raised by the
majority of the sample. Harvested meat and sh in particular
were described as generally \healthier" than store-bought options
because of their \natural,” \fresh,” and local sourcing and

the absence of pollution, bacteria, or chemicals. In terms

of physical health, country food was noted as keeping the

blood and body \healthy" and warm, especially given the cold
Arctic climate; regarding mental health, it was perceived by
several participants as making people \happy." Some participants
described its intake as \medicine" or \medication."

eating country food +> physical health
eating country food +> mental health

Table 5.3: Examples of irrelevant relationships.

Original relationship Reason
physical activity + > tness level not related to food insecurity

cost of shipping construction material - > cost of building a hoop house  detail of a speci c project

harvested animal health - > cooking time lower level details

Table 5.4: Examples of categorizing relationships.

Original relationship Categorized relationship
hunting skills + > hunting safety hunting and shing skills + > hunting and shing safety
eating country food + > mental health consumption of traditional food + > health and wellbeing

successful hunt + > food sharing in the community  yield of harvest + > food sharing

Filtering relationships  : In this step, we removed relationships that were duplicates, concerned with
narrow details of a speci c project, were not related to food insecurity, or described lower-level details such
as individual behaviors and details of harvesting practice. For the purpose of our model, these relationships
are calledirrelevant relationships.

Although irrelevant relationships are potentially useful for understanding the system, including them in
our model would make it complex and challenging to analyze. In fact, selecting the right level of abstraction
is essential; incorporating too many lower level details may not show the central feedback structure of the
system, while too little detail can obscure the logic of causal links [9].

Out of 392 relationships, 235 were judged to be irrelevant. Speci cally, there were 45 duplicates, 43
concerned details of a speci c project, 57 were not related to food insecurity, and 90 described lower level
details. Table 5.3 shows three examples of irrelevant relationships with their reason for removal.

Categorizing variables and relationships : To have a parsimonious model, we used axial coding
(see Section 5.2.4.2) to cluster variables into 45 categories such as colonization, food sharing, retail price,
and yield of harvest. Appendix B.3 contains these categories.

Using the category of each variable, we then grouped relationships and removed redundancies. Consider
variables A; and A, categorized underA; therefore, relationshipsA; ->B and A, ->B can be categorized
asA ->B given their identical sign. Since relationships that share the same sign between identical variables
convey the same causal relationship, only oné\ ->B relationship is included in the list of categorized
relationships. Note that if category A represents a concept opposite to that ofA; (e.g., with A; describing
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